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Introduction
The papers here appeared in various venues — Trans. AMS, Artificial Intelligence, Argumentation,
EuroPLoP, ICCC, PLoP, ECTEL, Springer chapters. I've included the small-press-published
Peeragogy Handbook and two formally accredited theses. Many unpublished and informal works are
not included. The publications bear the marks of the venues to which they were submitted, the
contributions of co-authors, and the moments at which they were written. They are gathered here
without revision because that is what a Collected Works is — not a reinterpretation, but a data dump.
As to what it all means, I'd point the interested reader to ongoing developments with the FUTON stack
(https://github.com/tothedarktowercame/). In effect, that work represents much the same material in a
different form, with a different argument, traced as one project rather than several. What follows is a
reading guide to the publications. Four overlapping strands are worth signposting.
Geometry, before everything else. The earliest papers — the BA thesis on double bubbles in
constant-curvature spaces (2002), the Trans. AMS paper on the flat two-torus (2004), the Experimental
Mathematics paper on the three-torus (2003), the J. Geometric Analysis paper on S3 and H3 (2007),
the Houston J. Math. paper on Gauss space and spheres (2008) — are about optimisation problems in
modern geometry, mostly done as an undergraduate at New College of Florida. These are works of
technical mathematical writing, and the reader should treat them as such. They establish a baseline for
the mathematical seriousness of more recent work such as A First Proof Sprint (2026) at the other end
of this volume.
The middle decade — roughly 2010 through 2014 — concerns peer production and peer learning in
mathematics, centring on my Open University Ph.D. thesis (2014). The surrounding papers describe
the technical infrastructure (PlanetMath/Planetary, eMath 3.0, GravPad, NNexus, the MSC linked open
dataset), the social model (paragogy, P2PLE, Crowdsourcing Education), and the methodological turn
that follows from treating learning as a form of peer production. The Peeragogy Handbook (2016,
edited volume) is both a companion and sequel to my thesis.
Computational creativity and argumentation. Work at Edinburgh and Goldsmiths (2014–2019,
COINVENT and MathSoMac) produced most of the papers in the ICCC, AISB, and ICCM tracks. Three
threads run through them: argumentation theory as a way of representing how mathematical and
creative work actually proceeds (Argumentation Theory for Mathematical Argument, 2019; the
Lakatos-style Artificial Intelligence paper with Pease, Lawrence, Budzynska, and Reed, 2017; Towards
mathematical AI, 2017); concept blending as a generative mechanism (the role-of-blending and
Confalonieri papers from ICCC 2015, the harmonic blending paper from ICCC 2016, the
games-blending paper from EXAG 2015); and meta-evaluation of creative systems (Assessing
progress in building autonomously creative systems, 2014; Stakeholder groups, 2015; Evaluation of
Creativity, 2018). Modelling the way mathematics is actually done (FARM 2017) is one key output from
this strand of work and is a clear ancestor of my work on FUTON.
Pattern languages, futures, and PLACARD. From 2018 onward — and especially since 2021 — the
work has clustered around design pattern methods extended into futures studies and collaborative
inquiry: Patterns of Design (EuroPLoP 2018), the Patterns of Patterns sequence (CLA 3.0 chapter
2022, PLoP 2023, PLoP 2025), the PLACARD workshop series (AsianPLoP 2024, EuroPLoP 2024),
and the recent Patterns for a New Generation: AI and Agents (PLoP 2025) on patterns as shared
priors between humans and language-model agents. Most of these are co-authored with Charles
Danoff, Raymond Puzio, Mary Tedeschi, Sridevi Ayloo, Sergio Belich, and others — the Peeragogy
collective in its current form.
The strands overlap more than the categories suggest. The argumentation work picks up from the
peer-production work; the pattern-language work picks up from the argumentation work; A First Proof
Sprint picks up from the pattern-language work and from the geometry. Reading the volume in
chronological order is not the only sensible approach.

https://github.com/tothedarktowercame/


Introduction (continued)
A closing note on what this volume is not. I've had in mind that I might write another thesis about my
work on FUTON. This volume is the prior record. Stay tuned.

J. Corneli
Oxford

April 2026
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Abstract

This monograph reports a multi-agent proof sprint on ten research-level problems, combining
rapid draft generation with adversarial verification, targeted repair, and explicit provenance.
The workflow uses wiring-diagram decompositions of claim dependencies to localize gaps
and coordinate reviewer-driven revisions. Final outcomes are heterogeneous but explicit: the
manuscript distinguishes mathematical status from QC-validation status. In the current ledger,
Problems 1, 2, 3, and 8 are treated as mathematically closed with validation-complete records
(Problem 2 still depends on the cited newvector/test-vector theorem input); Problems 5 and 7
are mathematically closed with partial QC status (scope-limited closure for Problem 5, and
an independent theorem-ledger re-check pending for Problem 7). Problem 4 is partial: proved
analytically for n≤3, and proved for n = 4 via the Path 2 algebraic certificate, with higher n
open. Problem 6 is partial: the Kn case is proved with c0 = 1/3, while the general-graph
bridge remains open (formal d̄ < 1 bound at Mt ̸= 0). Problem 9 has strong computational
evidence but lacks a clean algebraic closure of the universal converse step. Problem 10 remains
conditional under explicitly stated assumptions. The main methodological result is that
structure-aware verification and layer-switching strategies improve reliability and calibration
in compressed proof sprints.

ii
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Highlights
• Dependency-graph representations of proofs enabled local gap isolation and targeted

repair across all ten problems.

• Node-level verification with predecessor/successor context improved calibration relative
to whole-draft review.

• Adversarial critic–responder iteration converted early overclaims into explicit closed,
partial, or conditional outcomes.

• Targeted computational stress tests constrained speculative branches, especially in the
n = 4 branch of Problem 4.

• Structured handoff memos preserved unresolved obligations as named, testable next steps
rather than implicit deferrals.

Snapshot
• Ten initial proof attempts drafted in under two hours.

• Over two hundred commits across roughly 55 hours wall-clock (February 11–13, 2026), in
addition to earlier infrastructure development.

• A shift in framing over the course of the sprint: from an early “all solved” posture to a
clearer partition into proved, conditional, and partial results.

• A methodological lesson: wiring-diagram–based verification localized gaps and inconsis-
tencies more effectively than plain narrative drafting.

Introduction
This monograph records both the mathematical results and the working process behind
a compressed, multi-agent proof cycle in futon6.1 The project began as infrastructure—
knowledge ingestion, tagging, and wiring-diagram metatheory—and then pivoted into a rapid
proof sprint marked by iterative critique and repair.
The working process came to resemble Lakatos’s Proofs and Refutations [1] more closely
than anticipated. In Lakatos’s dialogue, a conjecture is proposed, counterexamples emerge,
the conjecture is revised, and the cycle repeats. Each iteration sharpens both the statement
and the participants’ understanding. Our sprint followed a similar rhythm, except that
the interlocutors were a human dispatcher, multiple Claude instances (provers), and Codex

1Source repository: https://github.com/tothedarktowercame/futon6

https://github.com/tothedarktowercame/futon6
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(critic and research assistant). Conjectures were drafted rapidly; adversarial review exposed
overclaims and hidden gaps; targeted repair narrowed the remaining obligations.
The wiring-diagram decomposition—representing each proof as a typed graph of claims and
dependencies—served as the shared epistemic artefact. Where Lakatos’s fictional classroom
had a blackboard, this project had a structured proof graph. That graph made disagreements
local and repairable.
The title alludes to the sprint format: ten open problems attempted in roughly 55 hours
wall-clock, with both process and outcomes documented. The Lakatosian connection also
runs through Pease et al. [2], which formalised Lakatos’s informal logic of mathematical
discovery as a dialogue game over argumentation structures, implemented in a system capable
of mixed-initiative human–AI collaboration. That paper asked whether computers could
participate in mathematical reasoning through conjecture, critique, and reform. The present
work can be read as an empirical extension of that question: ten research problems attempted
by AI agents under human supervision, with the Lakatosian cycle unfolding at machine speed.
In a related strand of work, Corneli et al. [3], developed a computational model of mathematical
question-and-answer dialogues using Inference Anchoring Theory + Content (IATC) to
annotate MathOverflow threads with performative types (assert, challenge, reform, clarify,
etc.). The same vocabulary reappears in this project’s Stage 7 thread-wiring pipeline (see
Part III, Act VI), where StackExchange threads are parsed into wiring diagrams whose
edges carry the same performative labels. Earlier work on peer-produced mathematical
knowledge [5] established the empirical base: PlanetMath as a community-maintained proof
ecosystem, studied through the lens of paragogy (peer-produced peer learning). The present
sprint can be read as a machine-accelerated instance of the same phenomenon: collaborative,
incremental proof construction with explicit argumentation structure.
The working notes reveal a persistent asymmetry: generation is fast; trustworthy validation
is slow. Lakatos identified the same imbalance in his classroom: conjectures are cheap, but
understanding why they fail (or hold) is the real work. In this sprint, the strongest leverage
came not from first-pass drafting quality, but from structured verification—tools that made
weaknesses visible early, locally, and precisely.

Current Status

Outcome summary (status code [M|V]). M∈{C,P, ?} with C =closed, P =partial,
? =conditional; V ∈{✓,∼, ?} with ✓ =validation-complete, ∼=partial validation, ? =not yet
fully validated.

• P1 [C|✓]. Mathematical claim is treated as closed, with unified repair checks and
canonical node-level verifier alignment in place. See Status Note P1 (p. 2).

• P2 [C|✓]. Local algebraic chain is repaired and node-level verifier outputs are synchro-
nized; the result still depends on the cited newvector/test-vector theorem input. See
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Status Note P2 (p. 4).

• P3 [C|✓]. Validation-complete existence path under the scoped criterion (current run: 2
verified, 7 plausible, 0 gaps). Uniqueness/irreducibility is treated as optional and out of
scope for the core existence claim.

• P4 [P|?]. Proved analytically for n≤3, and proved for n = 4 via the Path 2 algebraic
certificate; higher n remains open. See Status Note P4 (p. 8).

• P5 [C|∼]. Closed in the declared local scope for FO-local connective spectra; indexing-
system-level extension remains open. See Status Note P5 (p. 10).

• P6 [P|?]. Kn case proved (c0 = 1/3); one technical gap remains in the general-graph
argument (formal d̄ < 1 bound at Mt ̸= 0). See Status Note P6 (p. 12).

• P7 [C|∼]. Provisionally closed mathematically via the rotation route; independent
theorem-ledger re-check remains the main QC holdout. See Status Note P7 (p. 14).

• P8 [C|✓]. Geometric closure is treated as repaired, with unified checks and canonical
node-level verifier record now synchronized. See Status Note P8 (p. 16).

• P9 [P|∼]. Strong computational evidence exists, but the universal converse step is not
yet cleanly closed algebraically. See Status Note P9 (p. 18).

• P10 [?|?]. Conditional under explicitly stated assumptions; assumption necessity is
explicit, while final closure/validation remains open. See Status Note P10 (p. 20).

• Node-level validator outputs and legacy gap flags are tracked under https://github
.com/tothedarktowercame/futon6/tree/master/data/first-proof (files matching
problem*-codex-results.jsonl).

• Cross-problem closure-vs-validation inventory.2

Materials and Methods

• Model/runtime split. Claude Max runs on a remote Linode host; Codex Pro runs on
the local laptop workspace (/home/joe/code/futon6).

• Software/toolchain summary. Computational checks used Python 3 scripts with
NumPy/SciPy for numerical linear algebra and optimization, SymPy for symbolic algebra
(resultants, Sturm sequences, Gröbner bases), mpmath for selected high-precision checks,
PHCpack via phcpy for polynomial-system solving/certification in Problem 4 (Case 3c),
and cvxpy for SDP-based sum-of-squares certificate attempts. Proof-structure analysis

2https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/closure-val
idation-audit.md

https://github.com/tothedarktowercame/futon6/tree/master/data/first-proof
https://github.com/tothedarktowercame/futon6/tree/master/data/first-proof
https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/closure-validation-audit.md
https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/closure-validation-audit.md
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used wiring-diagram generators (nine scripts producing JSON and Mermaid flowcharts
via the internal thread_performatives module) and validate-ct.py for classical NER
and scope extraction over PlanetMath entries. Pattern tagging and term spotting used
Babashka (Clojure) scripts operating on EDN data formats. Document production used
LATEX (pdflatex) with repository consistency checks via check-latex-text-truth.py,
check-latex-syntax-violations.py, and check-ratchet-fixedw-typesetting.py.

• Codex Pro token accounting (local, log-derived). From local Codex session
telemetry (~/.codex/sessions/*, event type token_count), over the 50-hour window
ending 2026-02-13 21:41 UTC (window start: 2026-02-11 19:41 UTC), there were 333
futon6-related Codex rollout traces out of 334 local rollout traces (99.7%).

Metric Total Per rollout (avg) % of total

Total tokens 965,714,475 2,900,043 100%
Input tokens (all) 961,719,044 2,887,445 99.6%

Cached input 912,686,208 2,740,800 94.5%
Non-cached input 49,032,836 147,246 5.1%

Output tokens 3,995,431 11,997 0.4%
Reasoning-output tokens 2,072,289 6,223 —

Interpretation (inference): the large cached-input share likely reflects repeated reuse
of stable local context across rollouts, including processed Math StackExchange/Math-
Overflow corpora and derived prompt artifacts such as se-data/math-processed,
math-se-processed, mo-processed, and Codex workflows using --math-se-dir.

• Claude Max token accounting (Linode, log-derived). From Linode session files
(~/.claude/projects/*/), 9 futon6-related Claude Code sessions were identified; 8
sessions contributed within the 50-hour Codex-comparable window ending 2026-02-13
21:41 UTC.

Metric Total Per session (avg) % of total

Total tokens (50h window) 791,980,382 98,997,548 100%
Input tokens (all) 789,643,774 98,705,472 99.7%

Cached-read input 752,300,790 94,037,599 95.0%
Cache-creation input 37,221,978 4,652,747 4.7%
Non-cached input 121,006 15,126 0.0%

Output tokens 2,336,608 292,076 0.3%

Model: claude-opus-4-6; assistant messages: 7,754. Full-window totals (9 sessions,
2026-02-08 through 2026-02-13): total tokens 1,021,665,524; output tokens 2,798,074.
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Reader Guide
This document is organized in five parts.

• Part I (Annotated Overview): short, citation-rich introductions for Problems 1–10,
intended as navigational summaries.

• Part II (Full Proof Drafts): expanded writeups imported from the solution files,
suitable as the base for a longer manuscript (targeting roughly book-length exposition).
Coloured boxes separate the proof proper from process annotations (dead paths, revisions,
open obligations).

• Part III (Prompt Excerpts and Pivot Moments): curated source excerpts (prompts
and dispatch/history snippets) that document key decision points and proof-state transi-
tions.

• Part IV (Proof Patterns): a cross-problem analysis of strategy patterns—what worked
(layer-switching, creative reduction, structural decomposition), what didn’t (the TryHarder
loop), and how a coaching intervention broke a stuck problem open.

• Part V (Color Plates): syntax-coloured renderings of the proof files, produced by
automated math-mode normalization.

Terminology
AIF

Active Inference Framework—used here as a conceptual lens for agent roles, intervention
points, and coordination state; a full AIF policy loop for proof search is proposed future
work, not yet implemented in this sprint.

BSS
Batson–Spielman–Srivastava spectral sparsification framework.

IATC
Inference Anchoring Theory + Content—an annotation scheme for mathematical dialogues
used here to type dialogue moves and content links within the AIF process model [3].

MSS
Marcus–Spielman–Srivastava interlacing families framework.

PSD
Positive semi-definite (for matrices).
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Chapter 1

Problem 1: Measure Equivalence Under Smooth Shifts
of the Φ4

3 Measure

Problem statement

Given the renormalized Φ4
3 measure µ on T3, and a smooth nonzero shift ψ, determine whether

µ and the shifted measure Tψ∗µ are equivalent.

Answer
Yes: µ ∼ Tψ

∗µ.
Status Note
Mathematical claim treated as closed, with unified repair checks and the canonical
node-level verifier record aligned on the key equivalence chain repairs.

Annotated proof sketch
1. Use absolute continuity of µ with respect to the Gaussian reference measure µ0 from

variational construction results for Φ4
3

1.

2. Apply Cameron–Martin to the Gaussian part: smooth shifts lie in the relevant Cameron–
Martin space and preserve equivalence2.

3. Control the interaction change V (ϕ− ψ) − V (ϕ) using Wick expansion and exponential
integrability for the cubic perturbation. This is the renormalized step tied to regularity
structures / paracontrolled technology3.

The Radon–Nikodym derivative is strictly positive and integrable in both directions, so
mutual absolute continuity follows.

1Barashkov–Gubinelli, arXiv: https://arxiv.org/abs/2003.10529.
2Background discussion: https://mathoverflow.net/questions/194307/cameron-martin-theorem

-non-gaussian-shift.
3Hairer, arXiv: https://arxiv.org/abs/1303.5113; Gubinelli–Imkeller–Perkowski, arXiv: https:

//arxiv.org/abs/1210.2684.

2

https://arxiv.org/abs/2003.10529
https://mathoverflow.net/questions/194307/cameron-martin-theorem-non-gaussian-shift
https://mathoverflow.net/questions/194307/cameron-martin-theorem-non-gaussian-shift
https://arxiv.org/abs/1303.5113
https://arxiv.org/abs/1210.2684
https://arxiv.org/abs/1210.2684
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Selected citations

• Variational Φ4
3: https://arxiv.org/abs/2003.10529

• Regularity structures: https://arxiv.org/abs/1303.5113

• Paracontrolled distributions: https://arxiv.org/abs/1210.2684

• Cameron–Martin discussion: https://mathoverflow.net/questions/194307/camero
n-martin-theorem-non-gaussian-shift

Background and prerequisites

Field: Stochastic PDE / Measure Theory.
What you need: Measure theory and Gaussian measures (Cameron–Martin theorem), plus
familiarity with either regularity structures or paracontrolled distributions for making sense
of the renormalized Φ4

3 interaction.
Way in: Hairer, “An Introduction to Stochastic PDEs” (lecture notes, arXiv:0907.4178)
for the probabilistic side; the Barashkov–Gubinelli variational paper cited below is largely
self-contained for the Φ4

3-specific machinery.

https://arxiv.org/abs/2003.10529
https://arxiv.org/abs/1303.5113
https://arxiv.org/abs/1210.2684
https://mathoverflow.net/questions/194307/cameron-martin-theorem-non-gaussian-shift
https://mathoverflow.net/questions/194307/cameron-martin-theorem-non-gaussian-shift


Chapter 2

Problem 2: Universal Test Vector for Rankin–Selberg
Integrals

Problem statement

For generic irreducible admissible representations Π of GLn+1(F ) and π of GLn(F ) over a
non-archimedean local field, ask whether one can fix a single Whittaker vector W in Π such
that some V in π makes the twisted local Rankin–Selberg integral finite and nonzero for all
complex s.

Answer

Yes: the essential/new Whittaker vector W0 serves as a universal test vector.
Status Note
Core local algebraic steps are treated as repaired; the result still depends on the cited
newvector/test-vector theorem input (HFW). Canonical node-level verifier outputs are
now aligned with the repaired lemma chain.

Annotated proof sketch

1. The set of local zeta integrals spans a fractional ideal in C[q±s
F ], which is a PID1. Hence a

monomial reduction criterion is available.

2. Evaluate the twisted Kirillov function ϕQ(g) = W0(diag(g, 1)uQ) at g = In to prove
nontriviality; this uses the Whittaker transformation law.

3. Use GLn-equivariance and irreducibility of the Kirillov model restriction to show that
fixing any nonzero ϕ (hence ϕQ) still generates the full local L-factor ideal.

This yields existence of V with integral equal to a nonzero monomial in q−s
F , so it is finite

and nonvanishing for all s.
1PID refresher: https://planetmath.org/principalidealdomain.

4

https://planetmath.org/principalidealdomain
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Selected citations

• Jacquet–Piatetski-Shapiro–Shalika (Rankin–Selberg local theory): https://www.jstor.
org/stable/2374430

• Bernstein–Zelevinsky (representations of GL(n, F )): http://mi.mathnet.ru/eng/rm42
00

• MathOverflow reference thread on local test vectors: https://mathoverflow.net/que
stions/469865/reference-request-test-vectors-for-local-rankin-selberg-l
-factors-in-ramified-c

• Rankin–Selberg overview thread: https://mathoverflow.net/questions/223233/ja
cquets-approach-to-rankin-selberg-l-functions

Background and prerequisites

Field: Automorphic Forms / Representation Theory of p-adic Groups.
What you need: Smooth representations of GLn over non-archimedean local fields, Whit-
taker models, and the Rankin–Selberg integral formalism for local L-factors. Graduate-level
algebraic number theory assumed.
Way in: Bump, Automorphic Forms and Representations (Cambridge, 1997), especially
Part II on local theory; Cogdell’s expository article “L-functions and Converse Theorems for
GLn” (Fields Institute lectures).

https://www.jstor.org/stable/2374430
https://www.jstor.org/stable/2374430
http://mi.mathnet.ru/eng/rm4200
http://mi.mathnet.ru/eng/rm4200
https://mathoverflow.net/questions/469865/reference-request-test-vectors-for-local-rankin-selberg-l-factors-in-ramified-c
https://mathoverflow.net/questions/469865/reference-request-test-vectors-for-local-rankin-selberg-l-factors-in-ramified-c
https://mathoverflow.net/questions/469865/reference-request-test-vectors-for-local-rankin-selberg-l-factors-in-ramified-c
https://mathoverflow.net/questions/223233/jacquets-approach-to-rankin-selberg-l-functions
https://mathoverflow.net/questions/223233/jacquets-approach-to-rankin-selberg-l-functions


Chapter 3

Problem 3: Markov Chain with ASEP Polynomial
Stationary Distribution

Problem statement
Construct a nontrivial Markov chain on permutations of a partition λ whose stationary
distribution is the normalized interpolation ASEP polynomial weight at q = 1.

Answer
Yes: the inhomogeneous multispecies t-PushTASEP yields the required stationary law.

Annotated proof sketch
1. Define a finite-state continuous-time Markov chain with explicit local transition rates that

depend only on (x, t) and species order (not on polynomial values).

2. Invoke the stationary measure theorem identifying the stationary weights with ASEP/-
Macdonald objects at q = 11.

3. Use irreducibility (vacancy transport and positive-rate swaps) to conclude uniqueness of
the stationary distribution on the finite state space2.

Selected citations
• Inhomogeneous multispecies t-PushTASEP: https://arxiv.org/abs/2403.10485

• Multiline queues to Macdonald polynomials: https://doi.org/10.1353/ajm.2022.0007

• Macdonald polynomial definition page: https://planetmath.org/macdonaldpolynomi
als

1Ayyer–Martin–Williams, arXiv: https://arxiv.org/abs/2403.10485.
2Markov-chain basics: https://planetmath.org/markovchain.

6

https://arxiv.org/abs/2403.10485
https://doi.org/10.1353/ajm.2022.0007
https://planetmath.org/macdonaldpolynomials
https://planetmath.org/macdonaldpolynomials
https://arxiv.org/abs/2403.10485
https://planetmath.org/markovchain
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Background and prerequisites

Field: Markov Chains / Algebraic Combinatorics / Symmetric Functions.
What you need: Basic Markov chain theory (irreducibility, uniqueness of stationary distri-
butions) and some familiarity with symmetric functions, particularly Macdonald polynomials
and their specializations.
Way in: Levin–Peres–Wilmer, Markov Chains and Mixing Times (AMS, 2nd ed.) for stochas-
tic foundations; Macdonald, Symmetric Functions and Hall Polynomials (OUP, 2nd ed.) for
the algebraic-combinatorial side.



Chapter 4

Problem 4: Root Separation Energy Under Finite Free
Convolution (n = 4)

Problem statement
For monic real-rooted degree-n polynomials, test

1
Φn(p⊞n q)

≥ 1
Φn(p)+ 1

Φn(q) .

Answer
Partial result: proved analytically for n≤3, and now proved for n = 4 via the Path 2 algebraic
certificate (3-piece Cauchy–Schwarz with P-convexity of Kred); higher n remains open.

Status Note

Problem 4 is proved for n≤3 analytically (Cauchy–Schwarz), and proved for n = 4 via
the Path 2 algebraic certificate (3-piece Cauchy–Schwarz + P-convexity of Kred). Higher
n remains open.

Annotated proof structure

1. Algebraic reduction at n = 4: normalize coefficients, derive a polynomial numerator/de-
nominator formulation for the surplus using the exact Φ4 · disc identity1.

2. Show denominator sign on the real-rooted domain, reducing inequality to nonnegativity
of a single polynomial −N .

3. Boundary and symmetric-subcase analysis by exact elimination/resultant methods.

4. Path 2 closure for n = 4: prove T2+R surplus nonnegative via P-convexity/boundary
analysis of Kred, which supersedes the case-by-case critical-point accounting branch.

1Discriminant refresher: https://planetmath.org/discriminantofapolynomial.

8

https://planetmath.org/discriminantofapolynomial
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Selected citations

• Finite free convolution (MSS): https://arxiv.org/abs/1504.00350

• Interlacing families follow-up: https://arxiv.org/abs/1507.05020

• Finite free cumulants perspective: https://arxiv.org/abs/1707.02443

• MathOverflow discussion (finite free convolution): https://mathoverflow.net/quest
ions/375273/finite-free-convolution-of-polynomials

• PHCpack project page: https://github.com/janverschelde/PHCpack

Background and prerequisites

Field: Free Probability / Real Algebraic Geometry / Polynomial Inequalities.
What you need: Real-rooted polynomials and discriminants, the finite free convolution ⊞n

of Marcus–Spielman–Srivastava, and basic free probability (free cumulants). Computational
algebra tools (e.g. resultants, homotopy continuation) appear in the n = 4 certification.
Way in: Marcus–Spielman–Srivastava, “Interlacing Families I” (arXiv:1304.4132) for finite
free convolution; Nica–Speicher, Lectures on the Combinatorics of Free Probability (Cambridge,
2006) for the probabilistic backdrop.

https://arxiv.org/abs/1504.00350
https://arxiv.org/abs/1507.05020
https://arxiv.org/abs/1707.02443
https://mathoverflow.net/questions/375273/finite-free-convolution-of-polynomials
https://mathoverflow.net/questions/375273/finite-free-convolution-of-polynomials
https://github.com/janverschelde/PHCpack


Chapter 5

Problem 5: O-Slice Connectivity via Geometric Fixed
Points

Problem statement
For an incomplete transfer system from an N∞ operad, define the associated restricted regular
slice filtration and characterize O-slice connectivity using geometric fixed points.

Answer
For FO-local connective G-spectra, one can restrict the Hill–Yarnall connectivity criterion to
subgroups in the admissible family FO.
Solved in a scope-limited form: the subgroup-family-level characterization is established for
FO-local connective spectra; a full indexing-system-level extension is left open.

Status Note

Closed only in the stated local scope (FO-local connective spectra). The indexing-system-
level extension remains an explicit open obligation.

Open Gap / Conditional Step. Open obligation (scope extension): move from
subgroup-family indexing to full Blumberg–Hill indexing-system data (admissible finite H-
sets, not only admissible subgroups). The current result uses FO = {H : e→H admissible}
and does not yet encode finer K→H admissibility for K ̸=e. Closing this gap requires
a full indexing-system formulation of O-slice connectivity and, in parallel, a non-local
replacement (or discharge) of the FO-locality hypothesis in the reverse direction.

Annotated proof sketch

1. Build τO
≥n from regular slice cells indexed only by admissible subgroups.

2. Use closure properties of indexing systems to verify that this restriction is stable under
conjugation and subgroup passage.

3. Adapt Hill–Yarnall’s geometric fixed-point criterion: for FO-local spectra, no tests are
needed outside FO because those geometric fixed points vanish by locality.

10
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Selected citations

• Hill–Yarnall (slice filtration reformulation): https://arxiv.org/abs/1703.10526

• Blumberg–Hill (N∞ operads and indexing systems): https://arxiv.org/abs/1309.1750

• HHR monograph context: https://bookstore.ams.org/surv-346

• Geometric fixed points background: https://ncatlab.org/nlab/show/geometric+fi
xed+points

Background and prerequisites
Field: Equivariant Stable Homotopy Theory.
What you need: Genuine G-spectra, geometric fixed-point functors, the slice filtration of
Hill–Hopkins–Ravenel, and N∞ operads / indexing systems of Blumberg–Hill. Research-level;
assumes graduate coursework in algebraic topology and stable homotopy theory.
Way in: Schwede, Global Homotopy Theory (Cambridge, 2018) for equivariant foundations;
the Hill–Hopkins–Ravenel Kervaire paper (Annals, 2016) for slice-filtration motivation.

https://arxiv.org/abs/1703.10526
https://arxiv.org/abs/1309.1750
https://bookstore.ams.org/surv-346
https://ncatlab.org/nlab/show/geometric+fixed+points
https://ncatlab.org/nlab/show/geometric+fixed+points


Chapter 6

Problem 6: ε-Light Vertex Subsets of Graphs

Problem statement

Find a universal constant c0 > 0 such that every weighted graph and every ε∈(0, 1) admit a
subset S with

|S| ≥ c0εn, LG[S] ⪯ εLG.

Partial (general case conditional). The Kn case is proved with c0 = 1/3; for general graphs,
the remaining issue is the Barrier Maintenance Invariant (BMI): prove the full barrier-degree
bound d̄t < 1 when Mt ̸=0. The current E/F regime reduction isolates this to two explicit
lemmas.

Status Note
Unconditional closure holds for the Kn branch. The general-graph theorem remains
conditional on two explicit BMI regime lemmas in the Mt ̸= 0 branch.

Annotated proof structure

1. Use leverage scores τ e = weReff(u, v) to define the heavy-edge graph and show any ε-light
set must be independent there.

2. Apply the leverage-score trace identity and Turan’s theorem to extract a large candidate
set.

3. Resolve easy branches (independent-in-G and directly bounded spectral sum) uncondi-
tionally.

4. Reduce the hard branch to barrier maintenance (BMI), then split by a graph-adaptive
E/F regime decomposition; substantial computational evidence is available, but the final
general proof still requires two regime lemmas.

Open Gap / Conditional Step. The unresolved step is the full BMI bound in the
Mt ̸=0 regime. The writeup reduces this to two explicit E/F regime lemmas. Until those
lemmas are proved (or replaced by an equivalent closure argument), the universal-constant
theorem remains conditional.

12
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Selected citations
• Graph sparsification by effective resistances: https://arxiv.org/abs/0803.0929

• Interlacing families II (Kadison–Singer machinery): https://arxiv.org/abs/1306.3969

• Twice-Ramanujan sparsifiers: https://arxiv.org/abs/0901.2698

• Laplacian matrix definition: https://planetmath.org/laplacianmatrix

Background and prerequisites

Field: Spectral Graph Theory / Linear Algebra.
What you need: Graph Laplacians and their spectra, effective resistance and leverage scores,
Loewner ordering of positive semidefinite matrices, and matrix concentration inequalities.
Turán’s theorem from extremal combinatorics appears in the combinatorial step.
Way in: Spielman, “Spectral and Algebraic Graph Theory” (lecture notes, freely available);
Tropp, “An Introduction to Matrix Concentration Inequalities” (Foundations and Trends,
2015).

https://arxiv.org/abs/0803.0929
https://arxiv.org/abs/1306.3969
https://arxiv.org/abs/0901.2698
https://planetmath.org/laplacianmatrix


Chapter 7

Problem 7: Uniform Lattice with 2-Torsion and
Rationally Acyclic Universal Cover

Problem statement
Can a cocompact lattice Γ in a real semisimple Lie group, containing an element of order 2,
be the fundamental group of a closed manifold whose universal cover is Q-acyclic?
Provisionally closed via the rotation route (n = 7, congruence setting): E2 is discharged
and the S-branch is supported by the codim-2 surgery theorem chain documented in the
project theorem-number ledger,1 with final confidence pending independent line-by-line ledger
re-check.

Annotated proof structure

1. Use Fowler’s fixed-point Euler-characteristic criterion to produce groups in FH(Q) from
suitable Z/2-extensions2.

2. Construct two arithmetic lattice routes:

• reflection route in even dimension;

• codimension-2 rotation route in odd dimension (arithmetically cleaner for surgery).

3. Follow the rotation-route S-branch: codimension-2 setup, obstruction chain, and cap/glu-
ing output to a closed manifold model with rationally acyclic universal cover.

Status Note
This monograph treats Problem 7 as provisionally closed via the rotation route. The
construction uses Fowler’s FH(Q) criterion and codimension-2 equivariant surgery in the
n = 7 congruence-lattice setting, with the obstruction-vanishing bridge tracked in the
theorem-number ledger.a Final confidence is contingent on independent ledger re-check.
Literature anchors: https://arxiv.org/abs/1204.4667, https://arxiv.org/abs/17
05.10909.

ahttps://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem
7-g2-theorem-chain.md

1https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7-g
2-theorem-chain.md

2Fowler: https://arxiv.org/abs/1204.4667.
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https://arxiv.org/abs/1204.4667
https://arxiv.org/abs/1705.10909
https://arxiv.org/abs/1705.10909
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https://arxiv.org/abs/1204.4667
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Selected citations
• Fowler criterion: https://arxiv.org/abs/1204.4667

• Reflection lattices source used in writeup: https://arxiv.org/abs/2506.23994

• Equivariant surgery framework: https://arxiv.org/abs/1705.10909

• Davis–Luck obstruction context: https://arxiv.org/abs/2303.15765

• G2 theorem-number ledger (project note).3

• Arithmetic lattices (Borel–Harish-Chandra): https://www.jstor.org/stable/1970362

• Semisimple Lie group definition: https://planetmath.org/semisimpleliegroup

• Related MathOverflow discussion: https://mathoverflow.net/questions/33545/equ
ivariant-surgery-problem

Background and prerequisites

Field: Surgery Theory / Geometric Topology / Arithmetic Groups.
What you need: Algebraic topology (homology, fundamental group, covering spaces),
surgery theory on manifolds (normal maps, surgery obstructions), and arithmetic lattices in
semisimple Lie groups. Research-level; assumes graduate coursework in both topology and
Lie theory.
Way in: Lück, A Basic Introduction to Surgery Theory (ICTP lecture notes, 2002) for the
topological machinery; Raghunathan, Discrete Subgroups of Lie Groups (Springer, 1972) for
the arithmetic side.

3https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7-g
2-theorem-chain.md

https://arxiv.org/abs/1204.4667
https://arxiv.org/abs/2506.23994
https://arxiv.org/abs/1705.10909
https://arxiv.org/abs/2303.15765
https://www.jstor.org/stable/1970362
https://planetmath.org/semisimpleliegroup
https://mathoverflow.net/questions/33545/equivariant-surgery-problem
https://mathoverflow.net/questions/33545/equivariant-surgery-problem
https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7-g2-theorem-chain.md
https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7-g2-theorem-chain.md


Chapter 8

Problem 8: Lagrangian Smoothing of 4-Valent
Polyhedral Surfaces

Problem statement

If every vertex of a polyhedral Lagrangian surface in (R4, ω) is 4-valent, must the surface
admit a Lagrangian smoothing through Hamiltonian isotopy?

Answer
Yes.

Status Note
Current draft treats the geometric argument as closed, with unified repair checks and
the canonical node-level verifier record aligned on the main algebraic and Maslov-index
repairs.

Annotated proof sketch

1. Analyze a 4-valent vertex: edge vectors span R4, forcing a symplectic splitting into two
2D factors.

2. Write the local model as a product of two planar corners and smooth each corner separately.

3. Check Lagrangian condition factorwise (product of isotropic curves in 2D symplectic
factors).

4. Smooth remaining edge creases via exact-graph interpolation and glue local constructions
by disjoint supports.

5. Promote to Hamiltonian isotopy using exactness/flux-vanishing in local models and
composition closure of compactly supported Hamiltonian isotopies.

Selected citations
• Weinstein neighborhood theorem source paper: https://www.sciencedirect.com/scie

nce/article/pii/000187087190005X
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• McDuff–Salamon textbook page: https://global.oup.com/academic/product/intr
oduction-to-symplectic-topology-9780198794899

• Symplectic manifold definition: https://planetmath.org/symplecticmanifold

• Lagrangian submanifold definition: https://planetmath.org/lagrangiansubmanifold

Background and prerequisites

Field: Symplectic Geometry / Lagrangian Topology.
What you need: Symplectic manifolds, Lagrangian submanifolds, Hamiltonian isotopy, and
Weinstein neighborhood theorems. The proof uses only local symplectic techniques (no Floer
theory).
Way in: McDuff–Salamon, Introduction to Symplectic Topology (OUP, 3rd ed., 2017)—the
standard graduate textbook covering all prerequisites.

https://global.oup.com/academic/product/introduction-to-symplectic-topology-9780198794899
https://global.oup.com/academic/product/introduction-to-symplectic-topology-9780198794899
https://planetmath.org/symplecticmanifold
https://planetmath.org/lagrangiansubmanifold


Chapter 9

Problem 9: Polynomial Detection of Rank-1 Scaling for
Quadrifocal Tensors

Problem statement

Given generic camera matrices and quadrifocal tensors Q(αβγδ), construct a polynomial map
F of degree bounded independently of n that vanishes exactly on rank-1 separable scaling
tensors λαβγδ = uαvβwγxδ.

Answer

Yes: one can use degree-3 determinant constraints (all relevant 3×3 minors).
Status Note
Forward and witness checks are strong, but full closure still hinges on a formal universal
converse argument (all non-rank-1 λ, not only tested families). Treat as partial until that
algebraic universality step is written cleanly into the proof chain.

Annotated proof sketch

1. For fixed (γ, δ, k, ℓ), the determinant pairing defines an alternating bilinear form of rank
2 on R4, so all induced 3×3 minors vanish.

2. If λ is rank-1 separable, Hadamard-diagonal scaling preserves the rank-≤2 property, hence
all these minors vanish.

3. Conversely, vanishing of all minors across the three matricization patterns forces each
matricization rank to be 1, and compatibility implies full tensor separability.

4. Collect all such minors into F ; each coordinate has degree 3 and no dependence on camera
parameters.

Selected citations

• Segre embedding (rank-1 tensor variety): https://planetmath.org/segreembedding
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• Determinantal varieties: https://planetmath.org/determinantalvariety

• Tensor rank definition: https://planetmath.org/tensorrank

• Multiple-view geometry reference text: https://www.robots.ox.ac.uk/~vgg/hzbook/

Background and prerequisites

Field: Algebraic Geometry / Computer Vision (Multiview Geometry).
What you need: Tensor algebra (rank, matricizations, Segre varieties), determinantal
varieties, and the basics of multiview geometry (camera matrices, multi-focal tensors). The
algebraic geometry is classical; no scheme theory required.
Way in: Hartley–Zisserman, Multiple View Geometry in Computer Vision (Cambridge, 2nd
ed.) for the applied setting; Landsberg, Tensors: Geometry and Applications (AMS, 2012)
for the algebraic underpinnings.

https://planetmath.org/determinantalvariety
https://planetmath.org/tensorrank
https://www.robots.ox.ac.uk/~vgg/hzbook/


Chapter 10

Problem 10: PCG for RKHS-Constrained Tensor CP
Decomposition

Problem statement

Explain why preconditioned conjugate gradient (PCG) solves the mode-k RKHS CP sub-
problem without O(N) per-iteration cost, where N is the full ambient sample size.

Answer

Use implicit Kronecker/Khatri–Rao matrix-vector products and a Kronecker preconditioner
built from expected sampling geometry.

Status Note

This result is conditional: it is closed under explicit assumptions (λ > 0, Kτ ≻ 0,
and sampling/coherence conditions controlling preconditioned conditioning). Necessity
counterexamples are recorded in the full writeup when these assumptions are dropped.

Annotated proof sketch
1. Never form the full system matrix; compute Ax through structured operations: kernel

multiplies, sparse sampling/restriction, and Khatri–Rao contractions.

2. Build b by the same structure, again avoiding dense N -scale tensors.

3. Precondition with P = H⊗Kτ from replacing sparse sampling by its expectation; invert
P via two small Cholesky solves.

4. Apply standard PCG convergence bounds in terms of condition number κ(P−1/2AP−1/2)
and matrix concentration for random sampling.

Selected citations

• Matrix concentration / Freedman-style bound context: https://arxiv.org/abs/1110
.1379

• FALKON large-scale kernel method: https://arxiv.org/abs/1705.10958
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• Kronecker product definition: https://planetmath.org/kroneckerproduct

• Conjugate gradient method definition: https://planetmath.org/conjugategradient
method

Background and prerequisites

Field: Numerical Linear Algebra / Kernel Methods / Tensor Decomposition.
What you need: Conjugate gradient and preconditioning, Kronecker and Khatri–Rao
products, reproducing kernel Hilbert spaces (RKHS), and matrix concentration inequalities
for random sampling operators.
Way in: Trefethen–Bau, Numerical Linear Algebra (SIAM, 1997) for iterative methods;
Rasmussen–Williams, Gaussian Processes for Machine Learning (MIT Press, 2006; freely
available online) for RKHS context.

https://planetmath.org/kroneckerproduct
https://planetmath.org/conjugategradientmethod
https://planetmath.org/conjugategradientmethod


Part II

Full Proof Drafts
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Reading Convention

This manuscript uses boxed annotations selectively. In the current revision, the full proof
chapters are primarily unboxed; process boxes appear only where there is substantive process
context to preserve.

• Unboxed text is the proof proper. A reader following the five-page-per-problem brief can
read only the unboxed text and obtain a self-contained argument (or, where an argument
is incomplete, a clearly stated conditional result).

• Status Note boxes appear in the annotated overview chapters to summarize closure/QC
state for each problem.

• Process Note boxes appear in process-facing parts (for example, prompt excerpts)
when methodological scope or reviewer context is needed.

• Dead-path / revision / open-obligation semantics are maintained in the tooling vocabulary,
but are not instantiated as standalone boxed blocks in the current full-proof chapter text.
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Chapter 11

Problem 1: Equivalence of Φ4
3 Measure Under Smooth

Shifts

11.1 Problem Statement

Let T 3 be the 3D unit torus. Let µ be the Φ4
3 measure on D′(T 3). Let ψ: T 3→R be a smooth

nonzero function and Tψ(u) = u+ψ the shift map. Are µ and T ∗
ψµ equivalent (same null

sets)?

11.2 Answer
Yes. The measures µ and T ∗

ψµ are equivalent.
Confidence: Medium-high. The argument combines Cameron-Martin theory with the
absolute continuity structure of the Φ4

3 construction (Barashkov-Gubinelli 2020, Theorem
1.1). The integrability bound is stated for a neighborhood of the required exponent, not for
all t, matching the available log-Sobolev technology.

11.3 Solution

11.3.1 1. The Φ4
3 measure

The Φ4
3 measure µ on D′(T 3) is the probability measure formally written as:

dµ(ϕ) = Z−1exp(−V (ϕ))dµ0(ϕ)

where µ0 is the Gaussian free field (GFF) measure with covariance (m2−∆)ˆ{-1} on T 3, and
the interaction is:

V (ϕ) =
∫
T 3(: ϕ4 : −C : ϕ2 :)dx

Here :ϕk: denotes the k-th Wick power (renormalized product), and C is a mass counterterm
that diverges under regularization removal.
The rigorous construction (Hairer 2014, Gubinelli-Imkeller-Perkowski 2015, Barashkov-

24
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Gubinelli 2020) produces µ as a well-defined probability measure on distributions of regularity
C−1/2−ϵ(T 3).

11.3.2 2. Absolute continuity with respect to the GFF

Key fact: The Φ4
3 measure µ is equivalent to (has the same null sets as) the base Gaussian

free field measure µ0:

µ µ0

This equivalence follows from the variational construction of Barashkov-Gubinelli (2020,
Theorem 1.1), which establishes Eµ0 [exp(−V )] < ∞ and hence µ ≪ µ0 with strictly positive
density exp(-V(ϕ))/Z. Since exp(-V(ϕ)) > 0 a.s. (exponential is always positive), the reverse
absolute continuity µ0 ≪ µ also holds.

11.3.3 3. Cameron-Martin theory for the GFF

For the Gaussian free field µ0 on T 3 with covariance C = (m2−∆)−1, the Cameron-Martin
space is:

H = H1(T 3)(Sobolev space of order1)

Since ψ is smooth, ψ∈C∞(T 3) subset H1(T 3), so ψ is in the Cameron-Martin space.
Cameron-Martin theorem: For any h∈H, the shifted Gaussian measure T ∗

hµ0 is equivalent
to µ0, with Radon-Nikodym derivative:

dT ∗
hµ0/dµ0(ϕ) = exp(lh(ϕ)−∥h∥H2/2)

where lh is the linear functional associated to h. In particular:

T ∗
ψµ0 µ0

11.3.4 4. Shift of the interacting measure

To compute T ∗
ψµ, we need the density of the shifted interacting measure:

dT ∗
ψµ/dµ0(ϕ) = Z−1exp(−V (ϕ−ψ))∗exp(lψ(ϕ)−∥ψ∥H2/2)
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The shifted interaction V(ϕ−ψ) expands (using Wick ordering relative to µ0):

V (ϕ− ψ) = V (ϕ)−4
∫
ψ : ϕ3 : dx+6

∫
ψ2 : ϕ2 : dx

−4
∫
ψ3 : ϕ : dx+

∫
ψ4dx

−C(
∫

: ϕ2 : dx−2
∫
ψ : ϕ : dx+

∫
ψ2dx)+(renorm.corrections)

Renormalization under shift: The term 6 int ψ2 :ϕ2: dx generates an additional logarithmic
divergence (from ψ2 multiplying the Wick square). This is absorbed by shifting the mass
counterterm:

C→C+6∥ψ∥2
L2∗(log N correction)

The precise counterterm shift is determined by the regularization scheme; see Hairer (2014,
Section 9) or Gubinelli-Imkeller-Perkowski (2015, Proposition 6.3) for the explicit formula.
For the present argument, only the finiteness of the renormalized difference matters.
After renormalization, V(ϕ−ψ) - V(ϕ) is a well-defined random variable under µ0 (and under
µ). The dominant fluctuation term is 4 int ψ :ϕ3: dx, which has the right regularity:

• :ϕ3: in C−3/2−ϵ(T 3) (as a distribution)

• ψ∈C∞(T 3) (smooth)

• int ψ :ϕ3: dx is well-defined (pairing of smooth test function with distribution)

11.3.5 5. Integrability and equivalence

The Radon-Nikodym derivative dT ∗
ψµ/dµ involves:

R(ϕ) = exp(−(V (ϕ− ψ) − V (ϕ))+lψ(ϕ) − const)

We need R∈L1(µ) and R > 0 a.s.
Positivity: R > 0 a.s. because it's an exponential. ✓

Integrability: The critical term is exp(4 int ψ :ϕ3: dx) under the Φ4
3 measure. By the log-

Sobolev inequality for Φ4
3 (Barashkov-Gubinelli 2020), the measure has strong concentration:

the tails of int ψ :ϕ3: dx are controlled by the quartic interaction. Specifically:

Eµ[exp(t|
∫
ψ : ϕ3 : dx|)] < ∞for|t| < t0
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where t0 > 0 depends on ∥ψ∥C0 and the coupling constant. This exponential integrability
follows from the coercivity of the ϕ4 interaction: the quartic potential dominates the cubic per-
turbation (Barashkov-Gubinelli 2020, Section 4, exponential integrability from the Polchinski
flow). The bound suffices for R∈L1(µ) since the exponent in the Radon-Nikodym derivative
is bounded by 4 ∥ψ∥C0 |

∫
: ϕ3 : dx|, and this yields integrability provided the coefficient lies in

the admissible exponential-moment range (or after a standard scaling/localization argument).
Therefore R∈L1(µ) and 1/R∈L1(T ∗

ψµ), giving:

T ∗
ψµ µ(equivalent measures)

11.3.6 6. Alternative argument via the variational approach

Barashkov-Gubinelli (2020) construct the Φ4
3 measure via the Boué-Dupuis variational formula,

which represents:

−logZ = inf
u
E[V (ϕ+

∫
0

1usds)+1/2
∫

0
1||us||2ds]

In this framework, shifting by ψ is equivalent to modifying the variational problem by a shift
in the drift, which produces an equivalent measure (the infimum shifts by a finite amount,
preserving absolute continuity).

11.3.7 7. Summary

The measures are equivalent because:

1. µ ~ µ0 (interacting measure equivalent to Gaussian, by positivity of density)

2. T ∗
ψµ0 ~ µ0 (Cameron-Martin theorem, since ψ∈H1)

3. V(ϕ−ψ) - V(ϕ) is well-defined after renormalization

4. The exponential of the cubic perturbation is integrable (log-Sobolev / coercivity)

5. Therefore T ∗
ψµ ~ µ

11.4 References

• N. Barashkov, M. Gubinelli, “A variational method for Φ4
3,” Duke Math J. 169 (2020),

3339-3415. [Theorem 1.1: construction and integrability; Section 4: exponential
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integrability from Polchinski flow]

• M. Hairer, “A theory of regularity structures,” Inventiones Math. 198 (2014), 269-504.
[Section 9: renormalization counterterms]

• M. Gubinelli, P. Imkeller, N. Perkowski, Paracontrolled distributions and singular
PDEs, Forum Math. Π 3 (2015). [Proposition 6.3: explicit counterterm formula]

Process Note — futon6 Corpus References

• PlanetMath: “distribution” — distributions on manifolds

• PlanetMath: “Sobolev space” — Cameron-Martin space is H1

• PlanetMath: “Gaussian measure” — reference measure µ0

• PlanetMath: “Radon-Nikodym theorem” — absolute continuity and RN derivatives



Chapter 12

Problem 2: Universal Test Vector for Rankin-Selberg
Integrals

12.1 Problem Statement
Let F be a non-archimedean local field with ring of integers o. Let Nr denote the subgroup
of GLr(F ) consisting of upper-triangular unipotent elements. Let ψ: F→Cx be a nontrivial
additive character of conductor o, identified with a generic character of Nr.
Let Π be a generic irreducible admissible representation of GLn+1(F ), realized in its ψ−1-
Whittaker model W (Π, ψ−1). Must there exist W∈W (Π, ψ−1) with the following property?
For any generic irreducible admissible representation π of GLn(F ) in its ψ-Whittaker model
W (π, ψ), let q be the conductor ideal of π,Q∈F×a generator of q−1, and uQ := In+1+QEn,n+1.

Then for some V ∈W (π, ψ), the local Rankin-Selberg
∫

∫
Nn\GLn(F )W (diag(g, 1)uQ)V (g)|detg|s−1/2dg

is finite and nonzero for all s∈C.

12.2 Answer

Yes. The new vector (essential Whittaker function) of Π serves as a universal test vector,
with the uQ twist compensating for the conductor of π.

Process Note — Confidence
Confidence: Medium-high. The argument combines standard Rankin-Selberg theory
(JPSS) with the Bernstein-Zelevinsky theory of the Kirillov model. The key nondegeneracy
claim (Section 3a) uses GLn-equivariance of the ζ−

∫
pairing together with irreducibility of

the Kirillov model (any nonzero function generates the full module under GLn-translates)
and the PID structure of the fractional ideal ring. The “nonzero for all s” condition
reduces to explicit Laurent polynomial algebra (Section 2).

29
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12.3 Solution

12.3.1 1. Rankin-Selberg theory background

The local Rankin-Selberg
∫
I(s,W, V ) for GLn+1×GLn is:

I(s,W, V ) =
∫
Nn\GLn(F )W (diag(g, 1))V (g)|detg|s−1/2dg

This converges for Re(s) ≫ 0 and extends to a rational function of q−s
F (where qF = |o/p|).

The set of all such integrals as (W,V ) vary generates a fractional ideal of C[qsF , q−s
F ], whose

generator is the local L-factor L(s,Π×π).
The problem modifies this by inserting uQ = In+1+QEn,n+1 into the argument of W, giving
the “twisted” Rankin-Selberg

∫
.

12.3.2 2. The condition “finite and nonzero for all s”

For a rational function f(q−s
F ) to be finite and nonzero for all $s \in C$, it must

have no poles and no zeros when viewed as a function of X = q−s
F ∈Cx. Such a rational

function must be c∗Xk = c∗q−ks
F for some nonzero c and integer k.

So the condition requires: there exists V such that I(s,W, V ) = c∗q−ks
F for some nonzero

constant c and integer k.
By Section 3a below, the integrals over V (for fixed W = W0) generate the full fractional
ideal I = L(s,Π×π) ∗C[qsF , q−s

F ].
Explicit algebra: I is a free rank-1 module over the ring R = C[qsF , q−s

F ], generated by
L(s,Π×π). We seek an element of I of the form c∗q−ks

F (a monomial — no poles or zeros).
Write:

c∗q−ks
F = L(s,Π×π)∗P (q−s

F )

where P = c∗q−ks
F ∗L(s,Π×π)−1. Since L(s,Π×π)−1 is a polynomial in q−s

F (the local L-factor
for GLn+1×GLn is a product of terms (1 - αiq−s

F )−1, so its reciprocal is a polynomial), P
is a Laurent polynomial in q−s

F — hence P∈R. Therefore c∗q−ks
F ∈I, and by the spanning

property, some V ∈W (π, ψ) realizes this element as its Rankin-Selberg
∫

against W0.

12.3.3 3. The uQ twist and the Kirillov model

The key role of uQ: right-translating W by uQ gives a new Whittaker functionR(uQ)W∈W (Π, ψ−1).
The restriction to the mirabolic subgroup Pn+1 gives the Kirillov model, and the function:
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ϕQ(g) := W (diag(g, 1)uQ) = (R(uQ)W )(diag(g, 1))

lies in the Kirillov model of Π restricted to GLn.
We need ϕQ to be nonzero as a function on GLn. This requires two separate facts:
Fact 1: R(uQ)W is nonzero in W (Π, ψ−1). Right translation by uQ preserves the Whittaker
model (since uQ lies in the unipotent radical of the standard maximal parabolic, which
normalizes ψ). The map W→R(uQ)W is a linear automorphism of W (Π, ψ−1) (with inverse
R(u−1

Q )), so R(uQ)W ̸= 0 whenever W ̸= 0.
Fact 2: ϕQ(g) = W0(diag(g, 1)uQ) is nonzero for W0 = new vector. This is verified by
direct evaluation at g = In:

ϕQ(In) = W0(diag(In, 1) · uQ) = W0(uQ)

Now uQ = In+1+QEn,n+1 is an element of the upper-triangular unipotent subgroup Nn+1 (its
only off-diagonal entry is Q in position (n, n+1)). By the Whittaker-model transformation
rule:

W0(uQ) = ψ−1(uQ) ·W0(In+1)

The generic character ψ of Nn+1 evaluates on superdiagonal entries: ψ(uQ) = ψ(Q) (the
only superdiagonal entry of uQ is Q in position (n, n+1)). With the standard normalization
W0(In+1) = 1:

ϕQ(In) = ψ−1(Q) · 1 = ψ−1(Q)

Since ψ is a nontrivial character of F and Q ̸= 0 (Q generates q−1), ψ−1(Q) is a nonzero
complex number (it lies on the unit circle). Therefore ϕQ(In) ̸= 0, so ϕQ is nonzero as a
function on GLn. □

(Note: this argument is specific to W0 = new vector with W0(I) = 1. For the universality
claim we only need ϕQ nonzero for this particular W0, so the direct computation suffices.)

Revision — Closing the Universality Gap

The standard JPSS nondegeneracy result (Section 2.7) states that as BOTH W and
V vary, the integrals I(s,W, V ) generate the full fractional ideal L(s,Π×π)∗C[qsF , q−s

F ].
For the universality claim, we need this to hold for FIXED W = W0. This requires the
following:
Lemma (fixed-W spanning). Let Π be a generic irreducible admissible representation
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of GLn+1(F ), and let ϕ be any nonzero function in the Kirillov model of Π restricted to
GLn. Then the set of integrals∫

Nn\GLn(F )ϕ(g)V (g)|detg|s−1/2dg : V ∈W (π, ψ)

generates a nonzero fractional ideal of C[qsF , q−s
F ] (contained in the full ideal

L(s,Π×π)∗C[qsF , q−s
F ]).

Proof sketch. The Kirillov model of Π|GLn contains all compactly supported locally constant
functions on Nn\GLn(F ) (Bernstein-Zelevinsky 1976, Theorem 5.21 and Corollary 5.22).
In particular, ϕ can be approximated by compactly supported functions. The Rankin-
Selberg

∫
against a fixed nonzero ϕ defines a nonzero linear functional on W (π, ψ) (as

a function of V), since π is generic and hence W (π, ψ) separates points on Nn\GLn(F ).
The resulting set of integrals is a nonzero C[qsF , q−s

F ]-submodule of L(s,Π×π)∗C[qsF , q−s
F ].

Since C[qsF , q−s
F ] is a PID (a Laurent polynomial ring in one variable q−s

F ), every nonzero
submodule of a free rank-1 module is itself free of rank 1. Let Lϕ(s)∗C[qsF , q−s

F ] be this
submodule, where Lϕ divides L(s,Π×π).
To show Lϕ = L(s,Π×π) (i.e., fixed ϕ generates the FULL ideal):
The JPSS theory (1983, Section 2.7) shows that the full ideal is generated by letting both
W and V vary. Varying W (with restriction to GLn) corresponds to varying ϕ in the full
Kirillov model K(Π)|GLn . The ideal generated by ALL ϕ is L(s,Π×π)∗R. We must show
that a SINGLE nonzero ϕ already suffices.
Consider the map Φ : K(Π)|GLn→(fractional ideals of R) defined by Φ(ϕ) = {I(s, ϕ, V ) :
V ∈W (π, ψ)} · R. By the JPSS theory, ⋃

ϕ Φ(ϕ) generates L(s,Π×π) · R. Since R is a
PID, Φ(ϕ) = Lϕ · R for some Lϕ dividing L(s,Π×π).
Key step. Φ is GLn-equivariant in the following sense: for g0∈GLn, the substitution
g→g · g0 in the

∫
gives

I(s,R(g0)ϕ, V ) = |detg0|1/2−s · I(s, ϕ,R′(g0)V ),

where R′ denotes the contragredient action on W (π, ψ). Since R′(g0) is an automorphism
of W (π, ψ), the set of integrals

{I(s,R(g0)ϕ, V ) : V ∈W (π, ψ)} = {|detg0|1/2−s·I(s, ϕ, V ) : V ∈W (π, ψ)} = |detg0|1/2−s·Φ(ϕ).

But |detg0|1/2−s = q−k·s
F · (unit in R) is a unit in the localization, so Φ(R(g0)ϕ) and

Φ(ϕ) generate the same fractional ideal. That is: LR(g0)ϕ = Lϕ (up to units in R) for all
g0∈GLn.
Now, the Kirillov model K(Π)|GLn is irreducible as a GLn− representation (Bernstein-
Zelevinsky 1976, Theorem 5.21). Therefore for any nonzero ϕ, the GLn-translates {
R(g0)ϕ : g0∈GLn } span all of K(Π)|GLn . We use this in two directions:
Direction 1 (Lϕ divides L(s,Π×π)): Φ(ϕ) ⊆ Φfull (the full ideal generated by all W
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and V), so Lϕ · R ⊆ L(s,Π×π) · R. Since Lϕ · R ⊆ L(s,Π×π) · R, we get Lϕ divides
L(s,Π×π) in the PID R (in a PID, (a) ⊆ (b) iff b | a).
Direction 2 (L(s,Π×π) divides Lϕ): For any nonzero ϕ′∈K(Π)|GLn , write ϕ′ =∑

iciR(gi)ϕ (finite linear combination of GLn-translates, possible by irreducibility). For
each V :

I(s, ϕ′, V ) =
∑

ici · I(s,R(gi)ϕ, V )

By the equivariance in the key step, I(s, R(gi)ϕ, V) lies in Lϕ · R for each i (since
Φ(R(gi)ϕ) = LR(gi)ϕ · R = Lϕ · R). The sum of elements of Lϕ · R lies in Lϕ · R (it's a
module). Therefore Φ(ϕ′) ⊆ Lϕ · R for every nonzero ϕ′.
The R-submodule generated by all Φ(ϕ′) equals the full Rankin-Selberg ideal L(s,Π×π)
· R ⊆ Lϕ · R. So Lϕ|L(s,Π×π).
Combining both directions: Lϕ = L(s,Π×π) (up to units in R). □
Application: Taking ϕ = ϕQ (the restriction of R(uQ)W0, which is nonzero by the
Kirillov injectivity lemma), the integrals over V generate the full fractional ideal for our
fixed W0. This closes the universality gap identified by the reviewer.

12.3.4 4. Nondegeneracy of the pairing

For a nonzero ϕQ in the Kirillov model, the Rankin-Selberg pairing:

V |→
∫
Nn\GLn(F )ϕQ(g)V (g)|detg|s−1/2dg

is nondegenerate as V ranges over W (π, ψ). This is the fundamental nondegeneracy of the
Rankin-Selberg

∫
(Jacquet-Piatetski-Shapiro- Shalika 1983, Section 2.7).

More precisely: since ϕQ is nonzero, the integrals over all V ∈W (π, ψ) generate the full
fractional ideal L(s,Π×π)∗C[qsF , q−s

F ].

12.3.5 5. Choosing W: the new vector

Choice: Let W0 be the new vector (essential Whittaker function) of Π, i.e., the vector in
W (Π, ψ−1) fixed by the congruence subgroup K1(pc(Π)) where c(Π) is the conductor exponent
of Π.
Properties of W0:

• W0 is nonzero (Π is generic)

• W0(In+1) = 1 (standard normalization)

• R(uQ)W0 is nonzero for every Q∈F× (as argued in Step 3)



12.3. Solution 34

Universality: For any generic π of GLn(F ) with conductor ideal q:

• Let Q generate q−1

• The function ϕQ(g) = W0(diag(g, 1)uQ) is nonzero in the Kirillov model

• By the nondegeneracy (Step 4), there exists V ∈W (π, ψ) such that I(s,W0, V ) is a
nonzero element of L(s,Π×π)∗C[qsF , q−s

F ]

• By the algebraic argument (Step 2), V can be chosen to make the
∫

equal to c∗q−ks
F ,

which is finite and nonzero for all s

12.3.6 6. The role of uQ in conductor matching

The insertion of uQ = I+QEn,n+1 is essential: it compensates for the conductor of π. Without
this twist, for highly ramified π, the

∫
might degenerate (the new vector of Π would not “see”

the ramification of π).
Support analysis via the Casselman-Shalika formula. By the Casselman-Shalika
formula (Shintani 1976, Casselman-Shalika 1980), the new vector W0 of Π has support
contained in

Nn+1∗T+∗K1(pc(Π))

where T+ is the dominant cone in the diagonal torus. Right translation by uQ = I+QEn,n+1

shifts the (n, n+1)-matrix entry by Q = π
−c(π)
F . In the Iwasawa decomposition g = nak, this

modifies the diagonal component at scale Q. Concretely, the support of the twisted function

g|→W0(diag(g, 1)uQ)

intersects the support of K1(pc(π)) − fixed vectors in W (π, ψ) nontrivially, because the
Q-shift matches the conductor scale of π exactly: the new vector of π is supported on
Nn∗T+∗K1(pc(π)) (by the analogous Casselman-Shalika result for GLn), and the uQ twist
aligns the two conductor levels (see Jacquet-Piatetski-Shapiro-Shalika 1981, Section 5, for
the precise support computation in the Rankin-Selberg setting).
This support matching is what makes the

∫
nondegenerate: it ensures that the integrand

W0(diag(g, 1)uQ)∗V (g) is not identically zero on Nn\GLn(F ) for appropriate V.

12.3.7 7. Verification in special cases

Both unramified (c(Π) = c(π) = 0): uQ = I+En,n+1(Q = 1).W0 is the spherical vector.
The

∫
with V0 (spherical for π) gives L(s,Π×π)∗(correction factor). Choose V to cancel the

L-factor.
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Π unramified, π ramified: uQ has Q = π
−c(π)
F . The twist shifts the support of the spherical

vector to match the ramification of π. This is the classical “conductor-lowering” mechanism.
Both ramified: The new vector of Π combined with the uQ twist gives a function in the
Kirillov model whose support is compatible with the conductor of π. Nondegeneracy follows
from the general JPSS theory.

12.3.8 8. Summary

1. The answer is YES: the new vector W0 of Π is a universal test vector

2. For any π with conductor q, the twist uQ (Q generates q−1) ensures the Rankin-Selberg
pairing is nondegenerate

3. Nondegeneracy of the Kirillov restriction: R(uQ)W0 is always nonzero

4. The fractional ideal structure of Rankin-Selberg integrals allows choosing V to make
the

∫
a monomial c∗q−ks

F

5. This monomial is finite and nonzero for all s∈C
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Chapter 13

Problem 3: Markov Chain with Interpolation ASEP
Polynomial Stationary Distribution

13.1 Problem Statement

Let λ = (λ1 > ... > λn ≥ 0) be a restricted partition with distinct parts (unique part of size
0, no part of size 1). Does there exist a nontrivial Markov chain on Sn(λ) whose stationary
distribution is

π(µ) = F ′
µ(x1, ..., xn; q = 1, t)/P ′

λ(x1, ..., xn; q = 1, t)

where F ′
µ are interpolation ASEP polynomials and P ′

λ is the interpolation Macdonald polyno-
mial?

13.2 Answer
Yes.
Take the inhomogeneous multispecies t-PushTASEP on the finite ring of n sites with content
λ and parameters x1, ..., xn. This is a concrete continuous- time Markov chain defined directly
from local species comparisons and ringing rates 1/xi (no use of F ′

µ in the transition rule). A
theorem of Ayyer-Martin-Williams identifies its stationary distribution as

π(µ) = Fµ(x; 1, t)/Pλ(x; 1, t),

which is the ratio required in the problem statement (same q = 1 ASEP/Macdonald family,
up to notation conventions).

Process Note — Confidence
Medium-high. The existence claim is a direct consequence of a published theorem. The
nontriviality condition is checked from the explicit generator.

37
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13.3 Solution

13.3.1 1. State space

Let

Sn(λ) = {all permutations of the parts of λ}.

Because λ has distinct parts, |Sn(λ)| = n!.
This is exactly the finite state space used by multispecies exclusion-type dynamics with one
particle species per part value.

13.3.2 2. Lemma (explicit chain construction)

Define a continuous-time Markov chain Xt on Sn(λ) as follows.
Fix parameters x1, ..., xn > 0 and t in [0,1). At each site j, an exponential clock of rate 1/xj
rings.
If site j is a vacancy (species 0), nothing happens. If site j has species r0 > 0, that particle
becomes active. Let m be the number of particles in the current configuration with species
strictly less than r0 (including vacancies). Moving clockwise, the active particle chooses the
k-th weaker particle with probability

t(k−1)/[m]t,where[m]t = 1+t+...+t(m−1),

and swaps into that position. If it displaced a nonzero species, the displaced particle becomes
active and repeats the same rule. The cascade ends when a vacancy is displaced.
This is the inhomogeneous multispecies t-PushTASEP.
Why this is a valid Markov chain:

• The state space is finite.

• The transition rule is explicit and depends only on current local ordering, t, and xi.

• Rates are finite and nonnegative.

13.3.3 3. Lemma (nontriviality)

The chain above is nontrivial in the sense asked by the problem:

• Transition rates are defined from site rates 1/xi, species inequalities, and t-geometric
choice weights.
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• No transition probability is defined using values of F ′
µ or P ′

λ.

So this is not a Metropolis-style chain “described using the target weights.”

13.3.4 4. Main theorem (stationary distribution)

Theorem (Ayyer-Martin-Williams, 2024, arXiv:2403.10485, Thm. 1.1): For the inhomogeneous
multispecies t-PushTASEP on the ring with n sites, content λ (restricted partition with
distinct parts), parameters x1, ..., xn > 0, and 0≤t < 1, the stationary probability of η∈Sn(λ)
is

π(η) = Fη(x; 1, t)/Pλ(x; 1, t),

where Fη are ASEP polynomials at q = 1 and Pλ(x; 1, t) = ∑
ν∈Sn(λ)Fν(x; 1, t) is the partition

function (ensuring π sums to 1). Positivity: Fη(x; 1, t) > 0 for xi > 0, 0≤t < 1 is established
as part of AMW Theorem 1.1, which shows that π(η) = Fη/Pλ is a probability distribution.
The explicit combinatorial formula (sum of products of t-weights over tableaux) has strictly
positive terms for the given parameter range.
Therefore, the required ratio form exists as the stationary law of a concrete Markov chain.

13.3.5 5. Notation bridge: F ′
µ/P

′
λ = Fµ/Pλ

The problem uses star notation F ′
µ, P

′
λ (interpolation ASEP polynomials in the Knop-Sahi

convention), while AMW Theorem 1.1 uses Fη, Pλ.
Claim: The ratio F ′

µ/P
′
λ = Fµ/Pλ for all µ∈Sn(λ).

Proof: In both conventions, the partition function is defined as the sum over the state space:

Pλ(x; 1, t) =
∑

η∈Sn(λ)Fη(x; 1, t)
P ′
λ(x; 1, t) =

∑
η∈Sn(λ)F

′
η(x; 1, t)

Only ratio-invariance is needed: if conventions differ by an η-independent normalization (for
fixed λ), then F ′

µ/P
′
λ = Fµ/Pλ. Concretely, if F ′

η = α∗Fη for some constant α independent of
η, then P ′

λ = α∗Pλ and:

F ′
µ/P

′
λ = (αFµ)/(αPλ) = Fµ/Pλ.

The constant cancels in the ratio regardless of its value.
That α is independent of η follows from the exchange-relation structure. Both F ′

η and
Fη satisfy the same Hecke exchange relations under generators Ti (Corteel-Mandelshtam-
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Williams, Section 3, define both normalizations and verify their equivalence at q = 1). The
normalization is fixed by the leading-term convention, which is uniform across the state space
Sn(λ). Concretely, at q = 1 both families specialize to the same t-weight formula, so α = 1
and F ′

η = Fη.
Verification for n = 2. Take λ = (a, 0). Both conventions give F(a,0)(x1, x2; 1, t) = x1

and F(0,a)(x1, x2; 1, t) = x2 (the single-species case reduces to site weights). The ratio
F ′
η/P

′
λ = Fη/Pλ = xi/(x1+x2) in both conventions.

13.3.6 6. Sanity check: n = 2 reduction

Take λ = (a, 0), state space {(a, 0), (0, a)}. There is one non-vacancy and one vacancy. Bells
ring at rates 1/x1 and 1/x2.

• (a, 0)→(0, a) at rate 1/x1

• (0, a)→(a, 0) at rate 1/x2

So the stationary distribution is

π(a, 0) = x1/(x1+x2), π(0, a) = x2/(x1+x2),

which is consistent with the single-species stationary law in the same paper (Proposition 2.4,
via recoloring reduction).
This confirms the construction is concrete and internally consistent in the simplest nontrivial
case.

13.3.7 7. Conclusion

For xi > 0 and 0≤t < 1, the inhomogeneous multispecies t-PushTASEP on Sn(λ) is:
(a) A well-defined finite CTMC (Section 2: finite state space, explicit nonnegative rates).
(b) Nontrivial: transition rates depend on (x, t) and local species ordering, not on values of
F ′
µ or P ′

λ (Section 3).
(c) Has stationary distribution π(η) = Fη(x; 1, t) / Pλ(x; 1, t) by AMW Theorem 1.1 (Section
4), which equals F ′

µ/P
′
λ under the notation bridge (Section 5).

Existence vs uniqueness. AMW Theorem 1.1 establishes that π is a stationary distribution.
Uniqueness (hence convergence from any initial state) follows from irreducibility on Sn(λ).
Irreducibility proof (via vacancy transport). Since λn = 0, every configuration has
exactly one vacancy (species 0). A single clock ring can produce a multi-step push cascade,
so we must be careful about which net transitions are achievable.
The key observation: when a non-vacancy particle at site j is adjacent to the vacancy at site
j+1 (cyclically), and the clock at j rings, one possible outcome of the t-geometric choice is
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that the active particle selects the vacancy (the nearest weaker-species particle clockwise).
This selection has probability 1/[m]t > 0 (the k = 1 term in the t-geometric distribution,
where m ≥ 1 counts weaker particles). The particle moves to the vacancy's position, the
vacancy absorbs it, and the cascade terminates immediately (displaced species is 0). The net
effect is an adjacent swap of the non-vacancy species and the vacancy.
By composing such vacancy-adjacent swaps, the vacancy can be moved to any site on the ring
(analogous to the 15-puzzle). Each swap has positive rate, and routing the vacancy through
a sequence of sites produces any desired permutation of the non-vacancy species. Specifically,
to transpose species at sites i and j: move the vacancy adjacent to i, swap it with i's species,
route the vacancy to j, swap it with j's species, and route it back. This requires at most
O(n) vacancy-adjacent swaps, each of positive rate. Hence any configuration can reach any
other with positive probability.
On a finite irreducible CTMC, the stationary distribution is unique.
Therefore the answer is Yes.

13.4 References
• Arvind Ayyer, James Martin, Lauren Williams, “The Inhomogeneous t-PushTASEP

and Macdonald Polynomials at q=1”, arXiv:2403.10485, Theorem 1.1 and Proposition
2.4.

• Sylvie Corteel, Olya Mandelshtam, Lauren Williams, “From multiline queues to Mac-
donald polynomials”, for ASEP polynomial context.



Chapter 14

Problem 4: Root Separation Under Finite Free
Convolution

14.1 Problem Statement
Two monic polynomials of degree n:

p(x) =
∑

n
k=0akx

n−k, a0 = 1
q(x) =

∑
n
k=0bkx

n−k, b0 = 1

The finite free additive convolution p ⊞n q has coefficients:

ck =
∑

i+j=k[(n− i)!(n− j)!/(n!(n− k)!)]aibj

The root separation energy:

Φn(p) =
∑

i(
∑

j ̸=i1/(λi − λj))2

where λ1, ..., λn are the roots of p. (Φn = ∞ if p has repeated roots.)
Question (Spielman): Is it true that for monic real-rooted polynomials p, q of degree n:

1/Φn(p⊞n q) ≥ 1/Φn(p)+1/Φn(q)?

14.2 Answer
Conjecturally yes, with strong numerical evidence. The inequality holds in all 8000+
random trials tested (n = 2-5) with no violations. Proved analytically for n = 2 (equality)
and n = 3 (strict inequality via Cauchy-Schwarz). An analytic proof for n ≥ 4 remains open.

• n = 2: equality holds (1/Φ2 is linear in the discriminant).

• n = 3: PROVED via the identity Φ3 * disc = 18∗a2
2 and Titu's lemma.

• n ≥ 4: numerically verified, proof incomplete. The n = 3 identity does not generalize;

42
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the ⊞n cross-terms play an essential role.

14.3 Solution

14.3.1 Interpreting Φn algebraically

For a monic polynomial p(x) = ∏
i (x - λi) with distinct roots, the derivative at each root is

given by the exact algebraic identity:

p′(λi) =
∏

j ̸=i(λi − λj)

(no limiting procedure needed — this is immediate from the product rule). Therefore the
inner sum in Φn is:

∑
j ̸=i1/(λi − λj)

= [
∑

j ̸=i
∏

k ̸=i,k ̸=j(λi − λk)]/p′(λi)

which is a rational function of the root differences alone. The root separation energy is:

Φn(p) =
∑

i(
∑

j ̸=i1/(λi − λj))2

This is the sum of squared "Coulomb forces" at each root — the total electrostatic self-energy
of the root configuration (in the 1D log-gas picture). All expressions are exact rational
functions of root differences, with no regularization or limiting procedure required (assuming
distinct roots, which is guaranteed since Φn = ∞ for repeated roots).

14.3.2 Connection to the discriminant

The discriminant of p is:

disc(p) =
∏

i<j(λi − λj)2

By the AM-QM inequality applied to 1/(λi − λj):

Φn(p) ≥ n(n− 1)2/
∑

i<j(λi − λj)2

(Cauchy-Schwarz). So 1/Φn is related to the "spread" of roots. Specifically:
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1/Φn(p)≤
∑

i<j(λi − λj)2/(n(n− 1)2)

14.3.3 Finite free convolution and root behavior

The operation ⊞n was introduced by Marcus, Spielman, and Srivastava (2015) as a finite-
dimensional analogue of Voiculescu's free additive convolution. Key properties:
(a) Real-rootedness preservation: If p, q are real-rooted monic polynomials of degree n,
then p ⊞n q is also real-rooted.
(b) Expected characteristic polynomial: If A, B are n×n Hermitian with char. poly.
pA, pB, then for a uniformly random conjugation U:

EU [char .poly.ofA+UBU∗] = pA ⊞n pB

(c) Linearization of cumulants: In the n→∞ limit, the finite free cumulants linearize
(R-transform additivity).
(d) Root spreading: Free convolution generally spreads roots apart. Convolving with a
non-degenerate q increases the minimum root gap.

14.3.4 The inequality via the random matrix model

Using property (b), interpret p ⊞n q as the expected characteristic polynomial of A + UBU*
where char(A) = p, char(B) = q.
Φn via the random matrix model.
For Hermitian A with eigenvalues λ1, ..., λn, the root separation energy Φn(char(A)) =∑

i(
∑
j ̸=i1/(λi − λj))2 is an algebraic function of the eigenvalue gaps (see Section 1). The

connection to log |det(xI - A)| is conceptual: away from roots, F ′′
A(x) = −∑

i1/(x− λi)2, and
Φn captures the "residue" version at each root. But the definition of Φn uses only the exact
algebraic expressions from Section 1.

14.3.5 Finite free cumulants and the bilinear structure

The MSS coefficient formula. The ⊞n operation acts on coefficients as:

ck =
∑

i+j=k[(n− i)!(n− j)!/(n!(n− k)!)]aibj

This is bilinear but NOT simply additive in the ak. For example, at n = 3:
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c1 = a1+b1(additive)
c2 = a2+(2/3)∗a1∗b1+b2(cross − term!)
c3 = a3+(1/3)∗a2∗b1+(1/3)∗a1∗b2+b3

Finite free cumulants. Following Arizmendi-Perales (2018), there exist finite free cumulants
κnk related to the ak by a nonlinear moment-cumulant formula (via non-crossing partitions
with falling-factorial weights) such that:

κnk(p⊞n q) = κnk(p)+κnk(q)

The polynomial coefficients ak are NOT the finite free cumulants; they are finite free
MOMENTS. The relationship involves a Möbius inversion on the lattice of non-crossing
partitions.

14.3.6 Complete proof for n = 3

Verification script: scripts/verify-p4-n3-proof.py
Step 1: Centering reduction. Since Φn depends only on root differences (translation
invariant), and ⊞n commutes with translation (via the random matrix model: translating
A by cI shifts all eigenvalues of A+QBQ* by c), we may assume WLOG that a1 = b1 = 0
(centered polynomials).
Step 2: ⊞3 simplifies for centered cubics. When a1 = b1 = 0, the MSS cross-terms in c2

and c3 vanish:

c2 = a2+(2/3)∗0∗0+b2 = a2+b2

c3 = a3+(1/3)∗a2∗0+(1/3)∗0∗b2+b3 = a3+b3

So ⊞3 reduces to plain coefficient addition for centered cubics.
Step 3: The key identity. For a centered cubic p(x) = x3+a2∗x+a3 with distinct real
roots (requiring a2 < 0 and disc = −4∗a3

2 − 27∗a2
3 > 0):

Φ3(p)∗ disc(p) = 18∗a2
2(EXACT)

Equivalently:

1/Φ3(p) = disc(p)/(18∗a2
2)

= (−4∗a2
3 − 27∗a3

2)/(18∗a2
2)

= −2∗a2/9 − 3∗a3
2/(2∗a2

2)
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This identity was discovered numerically and verified symbolically in SymPy. It follows from
the explicit formula Φ3 = ∑

i(3∗li/(3∗l2i+e2))2 (where e1 = 0) combined with the discriminant
= ∏

i<j(li − lj)2.

Step 4: Superadditivity via Cauchy-Schwarz. Write s = −a2 > 0, t = −b2 > 0, u =
a3, v = b3. Then:

1/Φ(p) = 2s/9 − 3u2/(2s2)
1/Φ(q) = 2t/9 − 3v2/(2t2)

1/Φ(p⊞3 q) = 2(s+t)/9 − 3(u+v)2/(2(s+t)2)

The surplus is:

surplus = 1/Φ(conv) − 1/Φ(p) − 1/Φ(q)
= (3/2)∗[u2/s2+v2/t2 − (u+v)2/(s+t)2]

This is non-negative by Titu's lemma (Engel form of Cauchy-Schwarz):

u2/s2+v2/t2 ≥ (u+v)2/(s2+t2)[Titu′slemma]

and since s2+t2≤(s+t)2 (because 2st > 0):

(u+v)2/(s2+t2) ≥ (u+v)2/(s+t)2

Combining: surplus ≥ 0. Equality iff u/s2 = v/t2 and s = t or u = v = 0.
QED for n = 3.

14.3.7 What the proof requires for n ≥ 4

For n ≥ 4, the n = 3 approach does not directly generalize:
(a) The identity Φn * disc = const * a2

2 FAILS for n ≥ 4. At n = 4, the product Φ4 * disc
depends on a3 and a4 as well.
(b) ⊞4 has a cross-term even for centered polynomials: c4 = a4+(1/6)∗a2∗b2+b4. Unlike
n = 3, centering does NOT reduce ⊞4 to plain coefficient addition.
(c) The cross-term is ESSENTIAL: plain coefficient addition fails superadditivity ~29% of
the time for centered quartics, while ⊞4 gives 0 violations.
A correct proof for n ≥ 4 likely requires exploiting the specific bilinear structure of the MSS
convolution formula or the random matrix interpretation.
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14.3.8 Verification for small cases

Degree 2 (proved — equality): p(x) = x2+a1∗x+a2.

Φ2(p) = 2/(a1
2 − 4∗a2)

1/Φ2(p) = (a1
2 − 4∗a2)/2

The ⊞2 formula gives c1 = a1+b1, c2 = a2+a1∗b1/2+b2. Then:

1/Φ2(p⊞ q) = (c1
2 − 4∗c2)/2 = (a1

2 − 4∗a2)/2+(b1
2 − 4∗b2)/2

Surplus = 0 (symbolic verification). Equality for all degree-2 polynomials.
Degree 3 (proved — strict inequality): See Section 5a. The proof uses:

• Translation invariance of Φ + translation compatibility of ⊞3 to center

• Identity Φ3 * disc = 18∗a2
2 (for centered cubics)

• Titu's lemma (Cauchy-Schwarz) to bound the surplus

Status Note
The inequality is conjecturally true, with strong numerical evidence and analytic proofs
for n = 2, 3. n = 2: proved (equality; 1/Φ2 is linear in the discriminant). n = 3:
proved (strict inequality; Φ3 · disc = 18 a2

2 identity + Titu’s lemma). n = 4: numerically
verified (0/3000 violations; the ⊞4 cross-term a2b2/6 is essential). n = 5: numerically
verified (0/2000 violations). What is established analytically: (i) finite free cumulants
add under ⊞n (Arizmendi–Perales 2018); (ii) ⊞n commutes with translation (random
matrix argument); (iii) superadditivity is specific to ⊞n—plain coefficient addition fails
∼40% of the time.

Open Obligation — What Remains Open for n ≥ 4

What remains open for n ≥ 4:
The n = 3 proof relies on Φ3 * disc = 18∗a2

2 being constant in a3. This fails at n = 4
(the product depends on all coefficients). The ⊞4 cross-term (1/6) * a2∗b2∈c4 is essential
(plain addition fails 29%). A proof for n ≥ 4 needs either:
(a) A generalization of the Φ * disc identity that accounts for higher coefficients, or
(b) A direct random-matrix argument via the Haar orbit A+QBQ*, or
(c) A proof via finite free cumulant coordinates (convexity on the real-rooted image of
cumulant space).
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Process Note — Numerical Evidence
Verification scripts:

• scripts/verify-p4-inequality.py (superadditivity + convexity)

• scripts/verify-p4-deeper.py (coefficient addition + MSS structure)

• scripts/verify-p4-schur-majorization.py (Schur/submodularity/paths)

• scripts/verify-p4-coefficient-route.py (coefficient route, disc identity)

• scripts/verify-p4-n3-proof.py (complete n = 3 symbolic proof + n = 4 explo-
ration)

Superadditivity test (2000 random real-rooted polynomial pairs per n):

n violations min ratio mean ratio max ratio

2 0/2000 1.000000 1.000000 1.000000
3 0/2000 1.000082 3.031736 162.446
4 0/2000 1.003866 9.549935 2268.065
5 0/2000 1.032848 14.457013 2119.743

Ratio = LHS/RHS = [1/Φn(p ⊞ q)]/[1/Φn(p)+1/Φn(q)]; ratio ≥ 1 means inequality
holds. Strict inequality for n ≥ 3.
Convexity/concavity test (midpoint test in coefficient space):

n convex violations concave violations total tests

3 757 (50.6%) 738 (49.4%) 1495
4 648 (65.7%) 338 (34.3%) 986
5 433 (72.9%) 161 (27.1%) 594

1/Φn is NEITHER convex NOR concave in coefficient space.
Plain coefficient addition test (NOT ⊞_n):

n violations total

3 240 609
4 159 373
5 116 218

Superadditivity FAILS under plain addition — the inequality is specific to the MSS
bilinear structure of ⊞n.
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Process Note — futon6 Corpus References

• PlanetMath: "monic polynomial" (Monic1)

• PlanetMath: "discriminant" (Discriminant)

• PlanetMath: "resultant" (Resultant, DerivationOfSylvestersMatrixForTheResultant)

• PlanetMath: "logarithmic derivative" (LogarithmicDerivative)

• PlanetMath: "partial fraction decomposition" (ALectureOnThePartialFractionDe-
compositionMethod)

• PlanetMath: "cumulant generating function" (CumulantGeneratingFunction)

14.4 External References

• Marcus, Spielman, Srivastava (2015), “Interlacing Families II: Mixed Characteristic Poly-
nomials and the Kadison-Singer Problem,” Annals of Math 182(1), 327–350. [Defines
⊞n, proves real-rootedness preservation, random matrix interpretation]

• Arizmendi, Perales (2018), “Cumulants for finite free convolution,” J. Combinatorial
Theory Ser. A 155, 244–266. arXiv:1702.04761. [Defines finite free cumulants that
linearize under ⊞n.]



Chapter 15

Problem 5: O-Slice Connectivity via Geometric Fixed
Points

15.1 Problem Statement
Fix a finite group G. Let O denote an incomplete transfer system associated to an N∞ operad.
Define a slice filtration on SHG adapted to O and characterize O-slice connectivity of a
connective G-spectrum using geometric fixed points.

15.2 Short Answer
Use the classical regular-slice cells, but restrict subgroup indexing to the family FO of
subgroups allowed by the transfer system. For FO-local connective G-spectra (those with
geometric isotropy in FO), the connectivity test is the same geometric-fixed-point criterion as
Hill-Yarnall, but quantified only over H∈FO.

Process Note — Confidence
Medium. The corrected formulation is structurally consistent with known slice and
geometric-fixed-point machinery, and avoids the nonstandard ρOH definition from the
previous draft.

Revision — Important Correction

The previous draft used an O-regular representation ρOH . That is not standard in the
transfer-system / N∞ literature. Transfer/indexing systems control admissible transfers
(and admissible finite H-sets), not a replacement for the regular representation in slice-cell
definitions.

15.3 Working Definition (transfer-restricted regular
slice)

Let TO be the transfer system associated to O. Define the admissible subgroup family

FO = H≤G : the transfere→His allowed∈TO.

50
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FO is a family of subgroups in the standard sense: it is closed under conjugation and passage
to subgroups (both inherited from the indexing-system axioms of Blumberg-Hill, specifically
the conditions on admissible H-sets in their Theorem 1.5 / Section 7).
Define τO≥n as the localizing subcategory of SHG generated by regular slice cells

G+ ∧H S
kρH

with H∈FO and k|H| ≥ n.
This is the same generating template as regular slice filtration, with subgroup indexing
restricted by O.
Filtration verification. Monotonicity (τO≥n+1⊆τO≥n) is immediate: the generating set for n+1
is a ⊂ of that for n (if k|H| ≥ n+1 then k|H| ≥ n). Exhaustiveness (⋃

n τ
O
≥n = SHG

FO−local)
holds because every FO-local object is built from cells with finite k|H|. Compatibility with
suspension is inherited from the ambient regular slice filtration (Hill-Yarnall, Proposition
1.3).
FO-locality convention. Say a G-spectrum X is FO-local if ΦKX = 0 for all K not in FO
(equivalently, X has geometric isotropy contained in FO). The characterization theorem below
applies to FO-local connective spectra.
Reference anchor:

• Regular slice generators: Hill-Yarnall, Definition 1.1 (arXiv:1703.10526).

• Family/indexing-system closure: Blumberg-Hill, Theorem 1.5 (arXiv:1309.1750).

15.4 Characterization Theorem (subgroup-family level)
Let X be a connective, FO-local G-spectrum. Then

X∈τO≥n

iff for every H∈FO,

ΦHXis(ceil(n/|H|) − 1) − connected.

Equivalent homotopy-group form:

πi(ΦHX) = 0for alli < ceil(n/|H|), for allH∈FO.
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The FO-locality hypothesis is essential: for K not in FO, the condition ΦKX = 0 is assumed (not
tested), ensuring that the restricted generators span exactly the right localizing subcategory.
Reference anchor:

• The geometric-fixed-point characterization for the full regular slice is Hill-Yarnall
Theorem A / Theorem 2.5 (arXiv:1703.10526).

• Family localization in equivariant stable homotopy: see e.g. the isotropy separation
sequence in HHR, Section 4.

15.5 Proof Sketch

Forward direction (X∈τO≥n implies connectivity bounds):

1. By construction, τO≥n is the localizing subcategory generated by cells G+ ∧H S
kρH with

H∈FO, k|H| ≥ n.

2. For eachH∈FO, the geometric fixed points of a generating cell satisfy ΦH(G+∧HS
kρH ) =

WG(H)+ ∧Sk (a finite wedge of Sk's indexed by the Weyl group WG(H) = NG(H)/H).

3. Maps from these generators into X detect πk(ΦHX): the Weyl-group multiplicity does
not affect vanishing (a map from a finite wedge of Sk's is zero iff each component is
zero iff πk = 0).

4. Vanishing for all generators with k|H| < n gives πi(ΦHX) = 0 for i < ceil(n/|H|), for
each H∈FO.

Reverse direction (connectivity bounds imply X∈τO≥n):

5. Since X is FO-local, ΦKX = 0 for K not in FO. By the isotropy separation sequence, the
geometric isotropy of X is contained in FO, so X is built from cells indexed by subgroups
in FO.

6. The connectivity bounds πi(ΦHX) = 0 for i < ceil(n/|H|) and all H∈FO, combined
with FO-locality, place X in the localizing subcategory generated by the FO-restricted
regular slice cells with k|H| ≥ n. This is the family-localized analogue of the Hill-Yarnall
Theorem 2.5 reverse direction.

Reduction lemma for step 6. The Hill-Yarnall reverse argument (Section 2 of arXiv:1703.10526)
constructs Postnikov sections using the slice cells as building blocks and the geometric fixed-
point detection criterion to control connectivity at each stage. In the FO-local setting:
(1) The building blocks are the FO-restricted slice cells (same construction, restricted indexing
to H∈FO). (2) The detection criterion is the same ΦH test for H∈FO (with ΦKX = 0
for K /∈ FO by the locality assumption). (3) The Postnikov tower converges because the
localizing subcategory is generated by the same cells.
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The only input from the ambient theory is the isotropy separation sequence (HHR, Section 4),
which holds in any localizing subcategory of SHG. This establishes that the reverse direction
transfers from the full regular slice setting to the FO-local setting.
Note: Without FO-locality, the reverse direction fails. For example, with FO = e (trivial
transfer), an arbitrary G-spectrum X with ΦeX highly connected need not lie in τO≥n if it has
nontrivial geometric isotropy at proper subgroups.

15.6 Special Cases

1. Complete transfer system (FO = all subgroups): every G-spectrum is FO-local, so
the hypothesis is vacuous. Recovers the usual Hill-Yarnall regular slice criterion.

2. Trivial transfer system (FO = e): FO-local means ΦHX = 0 for all H ̸=e, i.e., X
has trivial geometric isotropy. For such X, the criterion reduces to ordinary Postnikov
connectivity of the underlying nonequivariant spectrum ΦeX.

3. Intermediate transfer systems: for FO-local X, the criterion interpolates by checking
ΦH connectivity only on the allowed family.

Open Obligation — Scope Limitation

Important limitation. This is a subgroup-family-indexed formulation, not a full
indexing-system characterization. The full indexing-system formalism of Blumberg-
Hill involves admissible finite H-sets, not just admissible subgroups H. Our FO =
H : e→Hadmissible extracts the subgroup-level data; it does not use the finer K→H

admissibility structure for K ̸=e. The full indexing-system formulation — characterizing
O-slice connectivity in terms of the complete admissible set data — is an open extension
of this result.
The FO-locality hypothesis was added to close the reverse direction of the characterization
theorem. This is analogous to how classical slice theorems work in full SHG (where
every spectrum is F-local for F = all subgroups). For intermediate transfer systems, the
hypothesis is nontrivial and should be verified for the spectra of interest.
Literature positioning:

• N∞ operads and admissibility data: Blumberg-Hill, Def. 1.1, Thm. 1.2, Thm. 1.5 /
Sec. 7 (arXiv:1309.1750).

• Regular slice generators and detection: Hill-Yarnall, Def. 1.1, Thm. 2.5
(arXiv:1703.10526).

• Isotropy separation and family localization: HHR, Section 4.
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15.7 References
• Michael A. Hill, Michael J. Hopkins, Douglas C. Ravenel, Equivariant stable homotopy

theory and the Kervaire invariant problem (slice framework).

• Andrew J. Blumberg, Michael A. Hill, Operadic multiplications in equivariant spectra,
norms, and transfers, arXiv:1309.1750: Definition 1.1, Theorem 1.2.

• Michael A. Hill, Carolyn Yarnall, A new formulation of the equivariant slice filtration
with applications to Cp-slices, arXiv:1703.10526: Definition 1.1, Theorem A, Theorem
2.5.

•
Process Note — External Research File
External research file.a

ahttps://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/l
ibrary-research-findings.md

https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/library-research-findings.md
https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/library-research-findings.md
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Problem 6: Epsilon-Light Subsets of Graphs

16.1 Problem Statement

Let G=(V,E,w) be a finite undirected graph with nonnegative edge weights and n = |V |. Its
Laplacian is

L =
∑

e=u,v∈Ewe(eu − ev)(eu − ev)T .

For S subseteq V, define the induced-subgraph Laplacian embedded to RV×V :

LS =
∑

e=u,v∈E,u,v∈Swe(eu − ev)(eu − ev)T ,

with zeros outside S rows/columns.
S is ϵ-light if

LS≤ϵL

in Loewner order.
Question: does there exist universal c > 0 such that for every G and every ϵ∈(0, 1), there
exists S with |S| ≥ c∗ϵ∗n and LS≤ϵ L?

Process Note — Status of This Writeup

Kn: PROVED. The barrier greedy gives |S| = ϵ∗n/3, c = 1/3, via the elementary
pigeonhole + PSD trace bound argument (Section 5d).
General graphs: ONE GAP. The formal bound dbar < 1 at Mt ̸=0 is empirically
verified (440/440 steps, 36% margin) but open. The leverage filter approach has a
structural Clev tension (Section 5b/5e) that prevents closure via Markov alone. See the
attack-path analysis note.a for the full attack path analysis.
Superseded machinery: MSS interlacing families, Borcea-Branden real stability, Bon-
ferroni eigenvalue bounds — all bypassed by the pigeonhole argument.

ahttps://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem
6-gpl-h-attack-paths.md
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16.2 1. Exact reformulation
The PSD condition is equivalent to the quadratic form inequality

for all x in R^V: x^T L_S x <= epsilon x^T L x.

On im(L), with L+ the Moore-Penrose pseudoinverse:

LS≤ϵL ⇔ ||L+/2LSL
+/2||≤ϵ.

16.3 2. Complete graph upper bound (rigorous)
For G = Kn and S of size s, choose x supported on S with ∑

i∈Sxi = 0. Then

xTLKnx = n∥x∥2,

xTLSx = s∥x∥2.

Hence LS≤ϵLKn implies s≤ϵ n. Therefore any universal constant must satisfy

c≤1.

This is an upper bound only.

16.4 3. Random sampling identities (expectation level)

Let Zv ~ Bernoulli(p) independently and S = {v : Zv = 1}.

1. Size:
E[|S|] = pn, Pr[|S| < pn/2]≤exp(−pn/8)(Chernoff).

2. Spectral expectation:
E[LS] = p2L,

since each edge survives with probability p2.
Thus

E[ϵL−LS] = (ϵ−p2)L.
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Setting p=ϵ gives E[LS] = ϵ2L≤ϵL. This is not yet a realization-level guarantee.

16.5 4. Concentration setup (gap-fixed formulation)
Define edge-normalized PSD matrices

Xe = L+/2webeb
T
e L

+/2, be = eu − ev,

and leverage scores

τ e = tr(Xe) = web
T
e L

+be,∑
eτ e = n−k

(k = number of connected components).

16.5.1 4a. Star domination with correct counting

Using ZuZv≤Zu and ZuZv≤Zv for each edge {u, v},

LS =
∑

uv∈EZuZvLuv

≤(1/2)
∑

vZv
∑

u vLuv.

So in normalized coordinates

L+/2LSL
+/2≤

∑
vZvAv,

Av := (1/2)
∑

u vXuv ≥ 0.

Because Zv are independent Bernoulli variables, the random matrices ZvAv are independent
PSD summands.

16.5.2 4b. Freedman/Bernstein martingale parameters

Let Ai be a fixed ordering of {Av}, pi = E[Zi], and define the centered sum

X =
∑

i(Zi−pi)Ai.

With filtration Fi = σ(Z1, ..., Zi), Doob martingale
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Yi = E[X|Fi],
∆i = Yi−Yi−1

has self-adjoint differences. For independent Bernoulli sampling,

∆i = (Zi−pi)Ai,
||∆i||≤||Ai||≤R∗(R∗ = max

i
||Ai||),

and predictable quadratic variation

Wn =
∑

iE[∆2
i |Fi−1] =

∑
ipi(1 − pi)A2

i .

Matrix Freedman (or matrix Bernstein in independent form) applies once bounds on R∗ and
||Wn|| are supplied.
What graph-dependent bounds are needed. To obtain a self-contained concentration
bound, one would need R∗≤C1∗ϵ and ||Wn||≤C2∗ϵ2 for graph-dependent constants C1, C2.

Bounding these requires leverage score analysis (showing τ e bounds are well-distributed
across vertices) that is the core content of the external theorem referenced in Section 5.
Specifically, the Batson-Spielman-Srivastava barrier-function method controls both R∗ and
||Wn|| simultaneously through a potential function that tracks the spectral approximation
quality.
This is the correct technical setup that was missing in the earlier draft.

16.6 5. Discharging Assumption V via barrier greedy
+ pigeonhole

We now prove the vertex-light selection theorem directly, using a barrier greedy combined
with the elementary PSD trace bound and pigeonhole averaging.

16.6.1 5a. Heavy edge pruning (Turan)

Call edge e heavy′′ifτ e > ϵ,light” otherwise. Since ∑
eτ e = n-1 and each heavy edge has

τ e > ϵ:

|heavyedges|≤(n− 1)/ϵ.

By Turan's theorem, a graph with n vertices and at most m edges has independence number



16.6. 5. Discharging Assumption V via barrier greedy + pigeonhole 59

≥ n2/(2m+n). For the heavy graph:

α(Gheavy) ≥ n2/(2(n− 1)/ϵ+n) = ϵ∗n/(2+ϵ)
≥ ϵ∗n/3.

Let I0 be a maximal independent set in Gheavy with |I0| ≥ ϵ∗n/3. All edges internal to I0 are
light: τ e≤ϵ.

16.6.2 5b. Leverage degree filter (H2')

Define the leverage degree ellv = ∑
u v,u∈I0τuv. Since ∑

vellv = 2∗∑
einternal toI0τ e≤ 2(n-1), by

Markov:

|v∈I0 : ellv > Clev/ϵ|≤2(n− 1)∗ϵ/Clev.

Set Clev = 8. Remove vertices with ellv > 8/ϵ. The number removed is at most 2(n-1) *
ϵ/8 < ϵ∗n/4. The remaining set I0

′ has

|I0
′| ≥ |I0|−ϵ∗n/4 ≥ ϵ∗n/3 − ϵ∗n/4

= ϵ∗n/12.

16.6.3 5c. Barrier greedy construction

We construct S ⊂ I0
′ by a greedy procedure, maintaining the barrier invariant Mt =∑

e∈E(St)Xe ≺ ϵ∗I at each step.
At step t, let Rt = I ′

0 St, rt = |Rt|. For each v∈Rt, define

Ct(v) =
∑

u∈St,u vXuv(contributionfromaddingv)

Yt(v) = H
−1/2
t Ct(v)H−1/2

t (barrier − normalized)

where Ht = ϵ∗I−Mt succ 0 (the barrier headroom).
Claim: At each step t≤ϵ∗|I ′

0|/3, there exists v∈Rt with λmax(Mt+Ct(v)) < ϵ (equivalently,
||Yt(v)|| < 1).

16.6.4 5d. Proof of claim via pigeonhole + PSD trace bound

The key observation is elementary. For any PSD matrix Y:

∥Y ∥≤ tr(Y )(∗∗)
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(Proof: ∥Y ∥ = λmax(Y ), and tr(Y ) = ∑
iλi ≥ λmax since all eigenvalues are nonneg.)

Define the average trace:

dbart = (1/rt)
∑

v∈Rt tr(Yt(v)).

By the pigeonhole principle (minimum≤average):

minv∈Rt tr(Yt(v))≤dbart.

Combining with (**): if dbart < 1, then there exists v∈Rt with

||Yt(v)||≤ tr(Yt(v))≤dbart < 1.

This is exactly the barrier maintenance condition. No interlacing families, no real stability,
no Bonferroni — just PSD trace bound + averaging.

16.6.5 5e. Bounding dbart

The average trace satisfies:

dbart = (1/rt) tr(H−1
t Mcross)

where Mcross = ∑
e:oneendpoint∈St,other∈RtXe is the cross-edge matrix and Ht = ϵ∗I−Mt.

Case Mt = 0 (formal proof):
When Mt = 0 (early steps), Ht = ϵ∗I and:

dbart = (1/(ϵ∗rt))
∑

u∈Stell
R
u

where ellRu = ∑
v∈Rt,v uτuv≤ellu≤8/ϵ.

For the complete graph Kn (where all edges are light for n > 2/ϵ): τ e = 2/n for all edges,
ellRu = (rt)∗(2/n), and:

dbart = t∗rt∗(2/n)/(ϵ∗rt) = 2t/(n∗ϵ).

At T = ϵ∗n/3: dbarT = 2/3 < 1. This is EXACT for Kn.
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For general graphs at Mt = 0 with the leverage filter (ellu≤8/ϵ):

dbart≤(8∗t)/(ϵ2∗rt).

At t≤ϵ∗|I ′
0|/3 and rt ≥ |I ′

0|(1−ϵ/3) ≥ 2|I ′
0|/3:

dbart≤(8∗ϵ∗|I0
′|/3)/(ϵ2∗2|I0

′|/3)
= 8/(2∗ϵ) = 4/ϵ.

This bound exceeds 1 for ϵ < 1, so the leverage-filter bound alone is insufficient. The tighter
bound requires using the actual leverage structure (as in the Kn case where dbar = 2t/(n *
ϵ) ≪ 1).
Refined bound using total leverage:

∑
u∈Stell

R
u ≤

∑
e∈Ecrossτ e

≤
∑

e∈E(I0)τ e≤n−1.

So dbart≤ (n-1)/(ϵ∗rt). With rt ≥ ϵ∗n/4:

dbart≤(n− 1)/(ϵ2∗n/4) = 4/ϵ2.

This is even worse. The issue is that the total leverage n-1 is spread across potentially many
cross edges.
What actually controls dbar (verified numerically):
The barrier greedy selects vertices with minimum spectral norm ||Yt(v)||, which correlates
with selecting vertices that have weak connections to the already-selected set. This keeps
dbar much lower than the worst-case bound.
Numerical verification across 440 nontrivial greedy steps on graphs Kn, Cn, Barbell, DisjCliq,
ER(n,p) for n∈[8, 64] and ϵ∈{0.12, 0.15, 0.2, 0.25, 0.3}:

max dbaracrossallsteps : 0.641(K60, ϵ = 0.3, t = 5)
dbar < 1atALL440steps.

P igeonhole(mintrace≤dbar) : verified440/440.
PSDbound(∥Y ∥≤trace) : verified440/440.

For Kn, dbar is bounded exactly: dbart = 2t/(n * ϵ), and at T = ϵ∗n/3 steps, dbarT = 2/3.
This gives the formal proof for Kn and graphs with similar leverage structure (uniform τ e ~
2/n).
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16.6.6 5e'. Additional evidence: Q-polynomial roots

As supplementary verification, we computed the roots of the average characteristic polynomial
Q(x) = (1/r)∑

v det(xI - Yt(v)):

All440steps : max realrootofQ < 0.505.
Zerostepswithanyroot > 1.

Q(1) > 0.48atallsteps.

If Q has nonneg real roots, then by Vieta's formulas: sum of roots = dbar, so max root
≤dbar < 1. This gives an independent confirmation via the MSS interlacing families framework
(MSS 2015).

16.6.7 5f. Constructing the ϵ-light set

By the claim in 5c (proved via 5d when dbar < 1), the greedy produces S ⊂ I0
′ with |S| = T

and MS ≺ ϵ∗I (i.e., LS≤ϵ∗L).
Size analysis:
The Turan step gives |I0| ≥ ϵ∗n/3. The leverage filter (5b) gives |I0

′| ≥ ϵ∗n/12. The greedy
runs T = ϵ∗|I ′

0|/3 steps, so |S| = ϵ2∗n/36.
This gives |S| proportional to ϵ2∗n, not ϵ∗n. For |S| ≥ c∗ϵ∗n with universal c: need c≤ϵ/36,
which depends on ϵ.
The ϵ2 bottleneck: The Turan independent set has size |I0| = Θ(ϵ∗n). Running the
greedy for Θ(ϵ∗|I0|) steps gives |S| = Θ(ϵ2∗n). This is inherent in the heavy-edge-avoidance
approach.
For fixed ϵ (the practical case): With ϵ = 0.3: |S| ≥ 0.09∗n/36 = n/400. With ϵ = 0.2:
|S| ≥ n/900. These are nontrivial lower bounds, sufficient for applications.
For Kn (proved exactly): dbar = 2t/(n * ϵ) with the greedy running T = ϵ∗n/3 steps,
giving |S| = ϵ∗n/3 and c = 1/3. The ϵ2 issue does not arise because |I0| = n(noheavyedges
for n > 2/ϵ).
Random sampling alternative (numerically verified):
Sample each vertex with probability p = ϵ. By Chernoff, P (|S| ≥ ϵ∗n/6) ≥ 1−exp(−ϵ∗n/18).
Numerically: P (||MS||≤ϵ ∧ |S| ≥ ϵ∗n/6) > 0 for all tested graphs (n≤80, 11 families, 4 ϵ
values, 500 trials each). Success probability ranges from 0.2% to 57%.
This gives |S| ≥ ϵ∗n/6(c = 1/6)buttheformalmatrix concentration proof for general graphs
remains open.
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Open Obligation — Conditional Conclusion

16.6.8 Proved results
1. The ϵ-light condition LS≤ϵ∗L is equivalent to ||L+/2LSL

+/2||≤ϵ∈operatornorm.

2. Kn gives the tight upper bound c≤1.

3. For Kn (and graphs with uniform leverage τ e ~ 2/n): The barrier greedy
gives |S| = ϵ∗n/3 with ||MS|| < ϵ. Proved by: dbart = 2t/(n * ϵ)≤2/3 < 1
(exact computation), then pigeonhole + PSD trace bound gives existence of v with
||Yt(v)|| < 1ateachstep. Universal c = 1/3.

4. The proof mechanism (Sections 5d-5e): At each barrier greedy step, if dbar < 1
then the barrier is maintainable. The chain is:

• dbar = avg trace < 1

• exists v with trace(Yv)≤ dbar (pigeonhole)

• ||Yv||≤ trace(Yv) (PSD matrices)

• ||Yv|| < 1 (barrier maintained)

16.6.9 Numerically verified (strong evidence, formal bound in
progress)

5. dbar < 1 at ALL barrier greedy steps for all tested graphs. 440
nontrivial steps across n∈[8, 64], Kn, Cn, Barbell, DisjCliq, ER(n,p) graphs,
ϵ∈{0.12, 0.15, 0.2, 0.25, 0.3}. Max dbar = 0.641(K60, ϵ = 0.3, t = 5). Margin above
0: 36%.

6. Q-polynomial roots < 1 at all 440 steps. The average characteristic polynomial
Q(x) = (1/r)sum det(xI - Yv) has max real root < 0.505, consistent with max root
≤dbar < 1 (Vieta bound for nonneg roots).

7. Random sampling with p = ϵ produces ϵ-light sets of size ≥ ϵ∗n/6 for all tested
graphs (n≤80, 272 combos).
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Open Obligation — External Dependency for Universal c0 > 0

The formal dbar < 1 bound at Mt ̸=0 requires controlling tr(H−1
t Mcross) where Ht =

ϵ∗I−Mt. When ||Mt|| is close to ϵ, the amplification factor ||H−1
t || grows, and the

naive bound on dbar exceeds 1.
For Kn, the bound is exact: dbar = 2t/(n * ϵ). The favorable structure (uniform
τ e = 2/n) keeps dbar small.
For general graphs, the greedy's selection criterion (min ∥Yt(v)∥) empirically keeps
dbar well below 1 (max 0.641), but a formal proof requires either: (a) A BSS-style
potential function bounding the barrier evolution, or (b) Establishing that Q is
real-rooted (via interlacing families), giving max root ≤ dbar via Vieta.

16.6.10 Diagnosis
The remaining gap is not we don't know enough math''; it is we are near the limit
of this proof architecture.“ The architecture (barrier greedy + PSD trace bound +
pigeonhole) is correct — it proves Kn exactly and works numerically on every tested
graph. The limit is that the amplification factor when Mt ̸=0 makes the naive bound
on dbar exceed 1, while the greedy's self-correcting property (selecting vertices whose
contributions are orthogonal to M ′

ts large eigenspace) is not yet captured by the formal
analysis.
Empirically, the self-correction is strong: the spectral amplification factor is 0.52 (vs the
scalar worst-case of 1.0), and the W −Mt alignment is≤0.25 across all 351 Phase 2 steps.
Closing the gap formally requires making this orthogonality structure explicit — either
via a potential function that tracks directional growth, or via interlacing families that
exploit the grouped PSD structure of the barrier increments.

16.6.11 Summary
The existential answer is YES for Kn with c = 1/3 (proved), and numerically confirmed
for all tested graph families with c ≥ 1/6. The formal extension to arbitrary graphs
requires closing the dbar < 1 bound at Mt ̸=0, which has 36% empirical margin and is
the SINGLE remaining gap.

16.7 Key identities and inequalities used

1. L = ∑
ewebeb

T
e , τ e = tr(Xe), sum τ e = n-k

2. LS≤ϵ∗L iff ||∑e∈E(S)Xe||≤ϵ

3. For PSD Y: ∥Y ∥≤ tr(Y ) (spectral norm bounded by trace)
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4. Pigeonhole: minvf(v)≤(1/r)∑
vf(v)(minimum≤average)

5. Turan: independence number ≥ n2/(2m+n)

6. For Kn: τ e = 2/n, ||MS|| = |S|/n(exact)
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Chapter 17

Problem 7: Uniform Lattice with 2-Torsion and
Rationally Acyclic Universal Cover

17.1 Problem Statement
Suppose Γ is a uniform lattice in a real semisimple Lie group, and Γ contains an element of
order 2. Is it possible that Γ is the fundamental group of a closed manifold whose universal
cover is acyclic over Q?

Process Note — Status in This Writeup

Answer: yes (via the rotation route; closed in this branch via the standard codim-2
surgery theorem chain).

• Obligation (E2) — placing Γ∈FH(Q) — is discharged for the rotation-lattice
family (Fowler criterion, codim-2 fixed set with χ = 0).

• Obligation (S) — upgrading from finite CW complex to closed manifold — is treated
as discharged in this branch: the geometric inputs are established (trivial normal
bundle, hyperbolic boundary form), and the codim-2 surgery identification is closed
by the theorem-numbered reference chaina (with closure summary in a companion
note,b Section 5).

ahttps://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem
7-g2-theorem-chain.md

bhttps://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem
7-complete-proof.md

17.2 1. Baseline Geometry

Let G be connected real semisimple, K < G maximal compact, and X = G/K contractible.
For a uniform lattice Γ < G with torsion, X/Γ is a compact orbifold (not a manifold).
So the torsion-free argument M = X/Γ does not apply directly.
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https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7-g2-theorem-chain.md
https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7-g2-theorem-chain.md
https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7-complete-proof.md
https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7-complete-proof.md
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17.3 2. Cohomological Structure via Bredon Frame-
work

Since Γ acts properly and cocompactly on the contractible space X, the Bredon cohomology
H∗

Γ(X;RQ) (with the rational constant coefficient system) satisfies Poincare duality by the
orbifold PD theorem (Brown, Cohomology of Groups, Chapter VIII; Luck, Transformation
Groups and Algebraic K-Theory, Section 6.6).
Concretely, H∗(Γ;Q) = H∗(X/Γ;Q) satisfies Hk = Hd−k where d = dim(X).
Note on terminology. With torsion present, saying “Γ is a rational PD group” requires
the Bredon/orbifold interpretation above. The ordinary group-cohomological PD condition
assumes torsion-freeness. Throughout this writeup, “rational Poincare duality for Γ with
torsion” refers to this Bredon-equivariant formulation.

17.4 3. Obligation E2: Finite-CW Realization (Γ∈FH(Q))

17.4.1 3a. Fowler's Criterion

A theorem of Fowler (arXiv:1204.4667, Main Theorem) gives a concrete criterion: if a finite
group G acts on a finite CW complex Y such that for every nontrivial subgroup H < G and
every connected component C of the fixed set Y H , the Euler characteristic χ(C) = 0, then
the orbifold extension group π1((EG×Y )/G) lies in FH(Q).
That is, there exists a finite CW complex with the given fundamental group whose universal
cover is rationally acyclic.

17.4.2 3b. Concrete Instantiation via Reflection Lattice

The E2 obligation is discharged by the following construction (details in the candidate-
construction note1):

1. Arithmetic lattice with reflection. Take an arithmetic uniform lattice Γ0 <

Isom(Hn) containing a reflection τ , as provided by Douba-Vargas Pallete (arXiv:2506.23994,
Remark 5). Choose n even (e.g., n = 4 or n = 6).

2. Congruence cover. Let π = Γ0(I) be a sufficiently deep principal congruence subgroup.
Then M = π Hn is a closed hyperbolic manifold, and τ induces an involution τ bar on M.

3. Extension. Set G =< τ bar >= Z/2 acting on Bπ := M . The orbifold extension gives
1→π→Γ→Z/2→1, where Γ is a cocompact lattice (finite extension of cocompact π)
with order-2 torsion.

1https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7r-s
2b-candidate-construction.md

https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7r-s2b-candidate-construction.md
https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7r-s2b-candidate-construction.md
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4. Fixed-set Euler check. The fixed set Fix(τ bar) is a (possibly disconnected) closed,
embedded, totally geodesic hypersurface (arXiv:2506.23994). Each component has
dimension n − 1. Since n is even, n − 1 is odd, and every closed odd-dimensional
manifold has Euler characteristic zero. So χ(C) = 0 for every fixed component C.

5. Fowler application. The only nontrivial subgroup of Z/2 is itself. All fixed components
have zero Euler characteristic. By Fowler's Main Theorem, Γ∈FH(Q).

E2 status: discharged for this lattice family.

17.5 4. Obligation S: From Finite Complex to Closed
Manifold

Obligation S is treated as discharged in this branch via the rotation route (S-rot-II); this
section records the previously open obstacles and how S-rot-II resolves them.
Problem 7 asks for a closed manifold M with π1(M) = Γ and H∗(Mtilde;Q) = 0 for ∗ > 0.
Obligation E2 gives a finite CW complex with these properties; the upgrade to a closed
manifold is the remaining open problem.

17.5.1 Available geometric data

The construction in Section 3b provides:

• π: a torsion-free cocompact lattice in Isom(Hn), with n even ≥ 6.

• M = Hn/π: a closed hyperbolic n-manifold. M is a closed manifold with π1(M) = π

and contractible universal cover.

• τ : an involution on M with fixed set F — a closed, totally geodesic (n− 1)-manifold.

• Γ = π ⋊ Z/2: the target group (cocompact lattice with order-2 torsion).

• Y: a finite CW complex with π1(Y ) = Γ and Y~ rationally acyclic (from Fowler's
theorem).

• Hn/Γ: a compact orbifold with π1
orb = Γ, mirror singularity along the image of F.

The torsion-free quotient M already solves the problem for π. The difficulty is entirely in
passing from π to Γ — from the torsion-free lattice to its Z/2-extension.

17.5.2 Approach I: Wall surgery via the FH(Q) complex

Idea. Use Y (the FH(Q) complex) as the target of a surgery problem. Promote Y to a
rational Poincare complex, find a degree-1 normal map to it, and show the surgery obstruction
vanishes.
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Obstacles.

1. Poincare complex structure. FH(Q) gives a finite CW complex Y with rationally acyclic
universal cover, but not a Poincare complex. Since Y~ is rationally contractible (by
rational Hurewicz from rational acyclicity + simple connectivity), the Serre spectral
sequence collapses and H∗(Y ;Q) = H∗(Γ;Q), which satisfies rational PD (Section 2).
But promoting homology-level PD to a chain-level Poincare complex structure on Y has
not been done.

2. Degree-1 normal map. Even with Poincare complex structure, a degree-1 normal map
f : M0→Y requires the Spivak normal fibration of Y to admit a topological reduction.
No construction of this reduction has been given.

3. Surgery obstruction. The obstruction σ(f)∈Ln(Z[Γ])tensorQ is not known to vanish.
The Farrell-Jones conjecture (which holds for Γ) identifies this L-group with equivariant
L-homology, but the resulting computation has not been completed. See the obstruction-
analysis note2 for the FJ reduction framework and a conjectural (but unverified)
localization of the obstruction.

Status. This approach has three successive obstacles, each open. See the setup note3 for the
detailed analysis.

Dead Path — Approach II: Equivariant Surgery (Reflection Route)

Idea. Work directly with the closed manifold M and the involution τ . Eliminate the fixed
set F by equivariant surgery to obtain M' with a free Z/2-action. Then M ′/(Z/2) is a
closed manifold with π1 = Γ.
Blocking obstruction. The equivariant surgery framework of Costenoble-Waner
(arXiv:1705.10909) requires a codimension-2 gap hypothesis: fixed sets of distinct
isotropy subgroups must differ in dimension by at least 2 (Condition 3.4(3)). For our
Z/2-action on Mn with codimension-1 fixed set F n−1, this gap condition fails. The
Dovermann-Schultz framework (Springer LNM 1443) similarly requires gap conditions.
Status. Blocked for the reflection construction (codimension-1 fixed sets). However, the
approach becomes viable for rotational involutions (codimension-2 fixed sets) — see
Approach IV below.

Dead Path — Approach III: Orbifold Resolution

Idea. The quotient Hn/Γ is a compact orbifold with mirror singularity. Resolve the
singularity to produce a closed manifold with π1 = Γ and rationally acyclic universal
cover.
Obstacles.

2https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7r-s
3b-obstruction.md

3https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7r-s
3a-setup.md

https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7r-s3b-obstruction.md
https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7r-s3b-obstruction.md
https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7r-s3a-setup.md
https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7r-s3a-setup.md
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1. π1 preservation. Standard orbifold resolution (e.g., cutting along the mirror and
doubling) typically changes the fundamental group. A resolution preserving π1 = Γ
would need to be specifically constructed.

2. Rational acyclicity. The resolution must preserve (or establish) rational acyclicity
of the universal cover.

Status. Not explored beyond this sketch.

Process Note — Dimension-Parity Tension

The E2 obligation (for reflections) requires n even (so the fixed set has odd dimension
and Euler characteristic zero). But the surgery obstruction computation (Approach I)
and the AHSS structure of Ln(Z[Γ])tensorQ have better vanishing properties when n is
odd. This tension between E2 and S is a central difficulty for the reflection construction.
Why reflections cannot work in odd dimension. For a reflection on H2k+1, the
fixed set is H2k — a closed hyperbolic manifold of even dimension. By the Gauss-Bonnet
theorem, such manifolds have χ̸=0. So Fowler's criterion fails. This is not an artifact of
the construction; it is forced by Riemannian geometry.

17.5.3 Approach IV: Rotation route (resolves the parity tension)

Idea. Replace the reflection (codimension-1 involution) with a rotational involution
(codimension-2 fixed set) in odd ambient dimension. An order-2 isometry of H2k+1 that fixes
H2k−1 (codimension 2) is a “rotation by π′' in a normal 2-plane.
Why this resolves the tension. For n = 2k+1 odd:

• Fixed set H2k−1 has dimension 2k − 1 (odd), so χ = 0. Fowler criterion is satisfied:
Γ∈FH(Q).

• Surgery obstruction lives in L2k+1(Z[Γ])tensorQ, which has favorable parity (odd total
degree forces odd p in AHSS terms).

• The codimension-2 gap hypothesis (required by equivariant surgery theories, Costenoble-
Waner arXiv:1705.10909) is satisfied, so Approach II (equivariant surgery) becomes
available as a method for the S-branch.

Lattice construction: DISCHARGED. Details in the rotation-lattice construction note.4
Summary:

1. Quadratic form. Let k = Q(
√

(2)), Ok = Z[
√

(2)].Define f = (1−
√

(2))x0
2+x1

2+...+x2
n∈n+1

variables. Under the two real embeddings of k, f has signatures (n, 1) and (n+1, 0). So
SO(f) gives SO(n, 1) at one place and a compact group at the other.

4https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7r-r
otation-lattice-construction.md

https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7r-rotation-lattice-construction.md
https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7r-rotation-lattice-construction.md
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2. Uniform lattice. Γ0 = SO(f,Ok) is a cocompact arithmetic lattice in SO(n, 1) (Borel-
Harish-Chandra; cocompactness by Godement criterion since f is anisotropic over
k).

3. Order-2 rotation. σ = diag(1,−1,−1, 1, ..., 1) is in SO(f,Ok): it preserves f (negates
x1, x2 in the x1

2+x2
2 summand), has determinant +1, and has integer entries. Its fixed

set on Hn is Hn−2 (codimension 2).

4. Congruence subgroup. π = Γ0(I) for ideal I coprime to 2: torsion-free (Minkowski),
σ /∈ π, andM = Hn/π is a closed hyperbolic manifold. The extension 1→π→Γ→Z/2→1
with Γ =< π, σ > is a cocompact lattice with order-2 torsion.

5. Fowler application. Fixed set has dimension n − 2 = 2k − 1 (odd), so χ = 0. By
Fowler's Main Theorem: Γ∈FH(Q).

E2 status for rotation route: DISCHARGED.
Obligation S resolution. The manifold upgrade proceeds via two sub-options available on
the rotation route:

• S-rot-I (Wall surgery in odd dimension). Same three-obstacle structure as Ap-
proach I (Poincare complex, normal map, obstruction), but the obstruction computation
benefits from odd L-theory parity.

• S-rot-II (Equivariant surgery on (M,σ)). The codimension-2 gap hypothesis
is satisfied, so the Costenoble-Waner framework (arXiv:1705.10909) applies. The
equivariant surgery obstruction is computable in principle.

This is the most promising remaining path for Problem 7. The lattice existence
bottleneck is resolved. The open problem reduces to computing a surgery obstruction (either
Wall or equivariant) in the structurally favorable odd-dimensional setting.

17.6 5. Remark: Absence of Smith-Theory Obstruction
A natural objection is that the order-2 element in Γ would force fixed points on any rationally
acyclic covering space via Smith theory. This does not apply here: Smith theory over Z/p
constrains mod-p homology of fixed sets, but the construction targets Q-acyclicity. Over Q, the
transfer homomorphism shows that fixed sets can be rationally trivial without contradicting
Smith's theorem.
This section addresses a natural objection and explains why it does not apply. It does not
contribute to the constructive argument, which is entirely in Sections 3-4.
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17.7 6. Theorem

Theorem. Let Γ be a cocompact lattice extension 1→π→Γ→Z/2→1 constructed from an
arithmetic lattice in Isom(Hn) containing an order-2 isometry, via either:

• (Reflection route) Section 3b: reflection lattice in Isom(Hn), n even, n ≥ 6.

• (Rotation route) Approach IV: rotation lattice in Isom(Hn), n odd, n ≥ 7. See the
rotation-lattice construction note.5

Then:
(a) (Unconditional) Γ∈FH(Q): there exists a finite CW complex Y with π1(Y ) = Γ and
H∗(Ytilde;Q) = 0 for ∗ > 0. (Both routes discharge E2 via Fowler's criterion.)
(b) (Rotation route) For the rotation lattice (Approach IV, n = 7, congruence ideal
I = (3)∈Z[

√
(2)]): there exists a closed manifold N with π1(N) = Γ and H∗(Ntilde;Q) = 0 for

∗ > 0. The manifold is constructed by equivariant surgery (S-rot-II): the surgery obstruction
vanishes because the normal bundle of the totally geodesic fixed set is trivial (trivial holonomy,
forced by the congruence condition). See the S-rotation obstruction analysis.6

17.8 7. Path to Full Closure

Resolving obligation S requires computing a surgery obstruction. The rotation route (Ap-
proach IV) has discharged the lattice-existence question and is now the primary path. See
the hypothetical-wirings note7 for full wiring diagrams.
Active path: Approach IV (rotation route). The lattice construction is complete (see
the rotation-lattice construction note8). E2 is discharged. Two sub-options for obligation S:

1. S-rot-II (Equivariant surgery — OBSTRUCTION VANISHES). The Costenoble-
Waner codimension-2 gap hypothesis is satisfied. The cut and cap method (Browder,
López de Medrano) applies.
Key result: the equivariant surgery obstruction θ = 0 (integrally).
The argument has two layers:

• Rational vanishing (Step A: flat-normal-bundle argument). The normal
bundle ν of F∈M is flat (totally geodesic embedding). By Chern-Weil, e(ν)⊗Q = 0.

5https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7r-r
otation-lattice-construction.md

6https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7r-s
-rot-obstruction-analysis.md

7https://github.com/tothedarktowercame/futon6/blob/master/data/first-proof/problem7-h
ypothetical-wirings.md
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This forces the intersection form on S(ν) to be rationally hyperbolic →θ⊗Q = 0.

• Integral vanishing (trivial holonomy). For the congruence ideal I with
Norm(I) > 2 (e.g., I = (3)): the integrality constraint on rotation matrices over
Z[

√
2], combined with the congruence condition g ≡ I mod I, forces the holonomy

representation ρ: C→SO(2) to be trivial. So ν is a trivial bundle, e(ν) = 0 in
H2(F; Z), and the circle bundle S(ν) = F× S1 is a product. The

∫
intersection

form on H3(F × S1; Z) is block off-diagonal (hyperbolic), giving θ = 0∈ L8(Z[Γ]).

With θ = 0: The equivariant “cut and cap” surgery succeeds. Remove the tubular
neighborhood N(F) from M, obtaining W = M \ int(N(F)) with ∂W = S(ν) = F×
S1 and free Z/2-action on W. Since θ = 0, a cap V exists with ∂V = F× S1 and free
Z/2-action. Set M' = W ∪ V. Then N = M'/(Z/2) is a closed manifold with π1(N) = Γ
and rationally acyclic universal cover.
See the S-rotation obstruction analysis9 for full computation.

2. S-rot-I (Wall surgery in odd dimension). Fallback. Same three-obstacle structure
as Approach I but with favorable odd L-theory parity and strictly fewer AHSS terms
than the reflection case.

Dead Path — Deprioritized Approaches

Deprioritized paths:

3. Approach I (Wall surgery, reflection route). Three successive open obstacles
with structural headwinds (even L-theory parity).

4. Approach III (orbifold resolution). No technique identified.

5. Approach II (equivariant surgery, reflection route). Blocked by codimension-
2 gap hypothesis (Costenoble-Waner, arXiv:1705.10909).
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Chapter 18

Problem 8: Lagrangian Smoothing of Polyhedral
Surfaces with 4-Valent Vertices

18.1 Problem Statement

A polyhedral Lagrangian surface K∈R4 is a finite polyhedral complex all of whose
faces are Lagrangian 2-planes, which is a topological submanifold of R4. A Lagrangian
smoothing of K is a Hamiltonian isotopy Kt of smooth Lagrangian submanifolds for t in
(0,1], extending to a topological isotopy on [0, 1], with K0 = K.
Question: If K has exactly 4 faces meeting at every vertex, does K necessarily have a
Lagrangian smoothing?

18.2 Answer

Yes. A polyhedral Lagrangian surface with 4 faces per vertex (with distinct adjacent faces)
always admits a Lagrangian smoothing. The vertex spanning property ({e1, . . . , e4} spans
R4) is automatic — it follows from the Lagrangian and distinct-face conditions alone (Section
3), with no additional hypotheses needed.

Process Note — Confidence

Confidence: Medium-high. The v2 argument (symplectic direct sum decomposition
at each vertex) is verified numerically: 998/998 random valid 4-valent configurations give
Maslov index exactly 0. The decomposition proof is algebraic (not just heuristic). Vertex
smoothing uses the product structure (corners in symplectic factors); edge smoothing uses
generating functions. The Hamiltonian isotopy property is established via the Weinstein
neighborhood theorem (edges) and the vanishing flux in simply-connected R2 (vertices).

18.3 Solution

18.3.1 1. Setup: Lagrangian planes in R4

Identify R4 = C2 with symplectic form ω = dx1 ∧ dy1+dx2 ∧ dy2.A Lagrangian plane is a
2-dimensional subspace L where ω|L = 0. The space of Lagrangian planes (the Lagrangian
Grassmannian) is:

75
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Λ(2) = U(2)/O(2)

This is a manifold of dimension 3 with π1(Λ(2)) = Z (the Maslov class).
Each face of K lies in a Lagrangian plane. At each edge, two Lagrangian faces meet at a
dihedral angle. At each vertex, 4 Lagrangian faces meet.

18.3.2 2. Local structure at a 4-valent vertex

At a vertex v, the 4 faces L1, L2, L3, L4 (in cyclic order around v) are Lagrangian half-planes
meeting along edges:

e12 = L1 ∩ L2, e23 = L2 ∩ L3, e34 = L3 ∩ L4, e41 = L4 ∩ L1

These 4 edges are rays from v. Each face is spanned by its two boundary edges:

Li = span(ei−1,i, ei,i+1)

The Lagrangian condition ω|Li
= 0 requires:

ω(ei−1,i, ei,i+1) = 0for eachi(mod 4)

18.3.3 3. The symplectic direct sum decomposition (key new
argument)

Theorem (v2). The 4 edge vectors e1 = e12, e2 = e23, e3 = e34, e4 = e41 satisfy ω(ei, ei+1) = 0
for all i (mod 4). This forces a symplectic direct sum decomposition:

R4 = V1⊕V2

where V1 = span(e1, e3) and V2 = span(e2, e4) are symplectic 2-planes with ω|V1×V2 = 0.
Proof. Write the ω matrix in the basis (e1, e2, e3, e4). The conditions ω(ei, ei+1) = 0 kill 4 of
the 6 independent entries, leaving only:

a = ω(e1, e3)̸=0, b = ω(e2, e4)̸=0
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(Nonzero because ω is non-degenerate and {e1, e2, e3, e4} is a basis — see the nondegeneracy
hypothesis below.)
Lemma (vertex spanning). At every vertex of a polyhedral Lagrangian surface with 4
faces per vertex (with distinct adjacent faces sharing 1-dimensional edges), the 4 edge vectors
{e1, e2, e3, e4} span R4.
Proof. Suppose for contradiction that the 4 edge vectors lie in a 3-dimensional subspace H
⊂ R4. Then all 4 faces Li = span(ei−1,i, ei,i+1) ⊂ H.

Step 1. The restricted form ω|H has rank 2: since ω is non-degenerate on R4, its restriction
to a codimension-1 subspace has a 1-dimensional kernel ell = ker(ω|H) ⊂ H.

Step 2. Every Lagrangian 2-plane L ⊂ H contains ell. Proof: L is 2-dimensional with
ω|L = 0. If L were transverse to ell (i.e., L ∩ ell = {0}), then L would project isomorphically
onto a 2-plane in H/ell ∼= R2. But ω|H descends to a non-degenerate 2-form on H/ell (since
ell = ker(ω|H)), and a 2-plane in R2 on which a non-degenerate 2-form vanishes must be {0}.
Contradiction. So ell ⊂ L.
Step 3 (key). Each edge ei is the intersection of two adjacent faces: e1 = L1 ∩ L2, e2 = L2

∩ L3, etc. Since Li and Li+1 are distinct 2-planes (distinct faces), their intersection is exactly
1-dimensional: dim(Li ∩ Li+1) = 1, so Li ∩ Li+1 = span(ei).
By Step 2, ell ⊂ Li and ell ⊂ Li+1, so ell ⊂ Li ∩ Li+1 = span(ei). Since both ell and span(ei)
are 1-dimensional subspaces and one contains the other, ell = span(ei).
Applying this to all four edges: span(e1) = ell = span(e2) = span(e3) = span(e4). That is, all
four edge vectors are proportional.
But then L1 = span(e4, e1) = span(e1) is 1-dimensional, contradicting the fact that L1 is a
2-plane. □

(Note: this argument is purely algebraic — it uses only that adjacent faces are distinct
Lagrangian 2-planes sharing a 1-dimensional edge. No topological submanifold condition is
needed.)
In the reordered basis (e1, e3, e2, e4), the ω matrix is:

[[0, a, 0, 0], [−a, 0, 0, 0], [0, 0, 0, b], [0, 0,−b, 0]]

This is block diagonal: (V1, a)⊕(V2, b), a symplectic direct sum. □

Consequence: Each Lagrangian face decomposes as a direct sum of lines:

L1 = span(e4)⊕ span(e1) ⊂ V2⊕V1

L2 = span(e1)⊕ span(e2) ⊂ V1⊕V2

L3 = span(e2)⊕ span(e3) ⊂ V2⊕V1

L4 = span(e3)⊕ span(e4) ⊂ V1⊕V2
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Each Li takes one line from V1 and one from V2, which is automatically Lagrangian in
V1⊕V2(ω restricted to a line is zero).

18.3.4 4. Maslov index vanishes exactly

The Maslov index of the vertex loop L1→L2→L3→L4→L1∈Λ(2) decomposes via the direct
sum:

µ = µ1+µ2

where µj is the winding number of the component loop in Vj.
In V1 = span(e1, e3): The loop traces span(e1)→ span(e1)→ span(e3)→ span(e3)→ span(e1)
This is a back-and-forth path (e1→e1→e3→e3→e1), not a winding loop. The winding number
is 0.
In V2 = span(e2, e4): Similarly: span(e4)→ span(e2)→ span(e2)→ span(e4)→ span(e4)
Winding number 0.
Total Maslov index: µ = 0+0 = 0.
Numerical verification: 998/998 random valid 4-valent configurations (with edge-sharing
enforced) give Maslov index exactly 0. In contrast, random quadruples without edge-sharing
give nonzero Maslov index ~45% of the time (see scripts/verify-p8-maslov-v2.py).

18.3.5 5. Why 4 is special: the 3-face obstruction

For a 3-face vertex, the 3 edge vectors e1, e2, e3 must satisfy:

ω(e1, e2) = ω(e2, e3) = ω(e3, e1) = 0

This means ω vanishes on ALL pairs — the span is an isotropic subspace. But in (R4, ω),
the maximum isotropic dimension is 2 (= half the dimension). Three independent isotropic
vectors cannot exist.
Therefore: a non-degenerate 3-face Lagrangian vertex is impossible in R4.
The 4-face condition is precisely the right valence: it gives enough edges to span R4 while
the cyclic ω-orthogonality creates the symplectic direct sum that forces Maslov index 0.
We do not claim a general obstruction for valence ≥ 5 here; the proof establishes sufficiency
for valence 4.
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18.3.6 5a. Vertex smoothing via the product structure

The key observation: the V1⊕V2 decomposition (Section 3) gives K near each vertex v a
product structure, enabling a direct smoothing that bypasses both crease smoothing and
Lagrangian surgery.
Product decomposition of K near v. Choose Darboux coordinates adapted to V1⊕V2:
let V1 have coordinates (x, y) with ω1 = dx ∧ dy, and V2 have coordinates (u, v) with ω2 =
du ∧ dv (so ω = ω1+ω2). Orient the edge vectors so that:

e1 = (1, 0, 0, 0), e2 = (0, 0, 1, 0), e3 = (0, 1, 0, 0), e4 = (0, 0, 0, 1)

(Here e1, e3∈V1 and e2, e4∈V2, consistent with the decomposition in Section 3. This can always
be arranged by a linear symplectomorphism.)
The 4 faces in these coordinates are:

L1 = span(e4, e1) = y = 0, u = 0, sectorx > 0, v > 0
L2 = span(e1, e2) = y = 0, v = 0, sectorx > 0, u > 0
L3 = span(e2, e3) = x = 0, v = 0, sectory > 0, u > 0
L4 = span(e3, e4) = x = 0, u = 0, sectory > 0, v > 0

Define the “corner” curves in each factor:

C1 = (x, 0) : x ≥ 0∪(0, y) : y ≥ 0 ⊂ V1(positivexandyaxes)
C2 = (u, 0) : u ≥ 0∪(0, v) : v ≥ 0 ⊂ V2(positiveuandvaxes)

Claim: K ∩ B(v, r) = C1×C2 (product of the two corners) for small r.
Verification: A point (p, q) with p∈C1 and q∈C2 has p = (x, 0) or (0, y) and q = (u, 0) or
(0, v), giving 4 cases — exactly the 4 faces L1, ..., L4 listed above. □

Smoothing. Replace each corner Cj with a smooth curve Csm
j ⊂ Vj that agrees with Cj

outside a ball of radius δ around the origin:

C1
sm : smooth curve∈V1,= (x, 0)forx > δ,= (0, y)fory > δ,

smooth through the origin(e.g., the curve(cosθ, sinθ)
reparameterized to match the axes outside the transition)

C2
sm : analogous∈V2

Explicitly: parameterize C1
sm as γ1(t) for t∈R, where γ1(t) = (t, 0) for t ≥ δ, γ1(t) = (0, -t)

for t ≤ − δ, and γ1 is a smooth embedded curve for t ∈[−δ, δ]. (Such a curve exists: it is a
smooth rounding of the right angle at the origin.) Define γ2(t) analogously for C2

sm.
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Lagrangian property of the product: The smoothed surface Ksm = C1
sm×C2

sm is a
product of smooth curves in the symplectic factors. A curve in a 2-dimensional symplectic
manifold is always Lagrangian (its dimension is 1 = half of 2, and ω restricted to a 1-
submanifold is zero for dimensional reasons). The product of Lagrangian submanifolds in
(V1, ω1)×(V2, ω2) is Lagrangian in (V1⊕V2, ω1+ω2): for tangent vectors (u1, u2) and (w1, w2)
to C1

sm×C2
sm, we have

ω((u1, u2), (w1, w2)) = ω1(u1, w1)+ω2(u2, w2) = 0+0 = 0

since u1, w1 are tangent to C1
sm (1-dimensional in V1) and u2, w2 are tangent to C2

sm

(1-dimensional in V2). □

Smoothness: Ksm = C1
sm×C2

sm is the image of the smooth map (t1, t2)→(γ1(t1), γ2(t2)),
which is a smooth immersion (the tangent vectors d γ1/dt1 and d γ2/dt2 are nonzero and lie
in complementary subspaces V1 and V2). So Ksm is a smooth Lagrangian surface, including
at v = γ1(0)×γ2(0). □

Agreement: Ksm = C1×C2 = K outside the region where either factor was modified (|p|
≤δ∈V1 or |q|≤δ∈V2), so Ksm agrees with K outside a neighborhood of v of radius O(δ).

18.3.7 6. Edge smoothing (crease smoothing along edges between
vertices)

After resolving all vertices (Section 5a), the remaining singularities of K are edge creases:
compact arcs connecting the boundaries of resolved vertex neighborhoods. Along each edge
arc, two adjacent Lagrangian faces meet at a dihedral angle. These creases are smoothed by
the standard generating-function interpolation:
Lemma (edge crease smoothing). Let L1, L2 be two Lagrangian half-planes meeting
along a compact edge arc e (a segment of a common boundary ray, away from any vertex).
Then there exists a smooth Lagrangian surface agreeing with L1 on one side and L2 on the
other.
Proof. Choose Darboux coordinates (x1, y1, x2, y2) with e along the x1-axis. Each Li is locally
the graph y = grad Si(x) for quadratic Si. Define Sϵ(x) = χ(x1/ϵ)S1(x)+(1−χ(x1/eps))
S2(x) for a smooth cutoff χ. The graph y = grad Sϵ is Lagrangian (graph of the exact 1-form
dSϵ). For any fixed ϵ > 0, this gives a smooth Lagrangian surface replacing the crease along
e. □

(The C1 control issues noted in earlier drafts do not arise here: the crease smoothing is applied
only along edge arcs that are INTERIOR to edges (between vertex neighborhoods), not at
vertices. Since the edge arcs are at positive distance from all vertices, and the smoothing
width eps can be chosen small relative to this distance, the edge smoothings are localized in
thin tubular neighborhoods of the edge arcs.)
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18.3.8 7. Global smoothing

Step 7a: Resolve vertices. For each 4-valent vertex vi, choose a ball Bi of radius ri
centered at vi, where ri is small enough that:

• Bi contains no other vertex vj(j ̸=i), and

• Bi intersects only the edges and faces incident to vi.

Such radii exist because the vertex set is finite and discrete in R4. Within each Bi, apply
the product smoothing (Section 5a) using the V1⊕V2 decomposition from Section 3. This
replaces K ∩ Bi = C1×C2 with the smooth Lagrangian surface C1

sm×C2
sm.

Commutativity: Since the balls {Bi} are pairwise disjoint, the vertex smoothings have
disjoint support and commute.
Step 7b: Smooth edges. After all vertex resolutions, the remaining singularities are edge
creases — compact arcs connecting the boundaries of resolved vertex neighborhoods. Each
edge arc lies along the intersection of two Lagrangian faces and is a compact 1-manifold
(with boundary on the spheres ∂Bi). These creases are resolved by the generating-function
interpolation of Section 6.
The edge smoothings have support in tubular neighborhoods of the edge arcs. These
neighborhoods can be chosen to be disjoint from each other (since the edges are disjoint away
from vertices, which have already been resolved) and from the vertex balls (since the edge
arcs start at ∂Bi, outside Bi). Therefore the edge smoothings commute with each other and
with the vertex smoothings.
Compatibility at ∂Bi. The vertex smoothing (Section 5a) agrees with the original polyhedral
K outside a neighborhood of vi of radius δ < ri. So on ∂Bi, the surface is still polyhedral
(two flat faces meeting at an edge). The edge crease smoothing (Section 6) begins at ∂Bi,
where the surface is already flat. Since both the vertex smoothing (product of smooth curves)
and the edge smoothing (graph of exact 1-form) produce Lagrangian surfaces, and they agree
on the overlap (both equal the original flat faces on the annular region δ < |x| < ri), they
glue to a globally smooth Lagrangian surface.
Step 7c: Global Hamiltonian isotopy. Each smoothing is parameterized by a width
parameter t (δ for vertices, eps for edges). As t→0, the smoothing region shrinks and
Kt→K = K0∈C0, giving the topological isotopy on [0, 1]. It remains to show Kt is a
Hamiltonian isotopy for t > 0.
Edge smoothings are Hamiltonian. The family of generating functions St(x) =
χ(x1/t)S1(x)+(1−χ(x1/t)) S2(x) defines a smooth 1-parameter family of Lagrangian graphs

y = grad St(x)∈T ∗R2. By the Weinstein Lagrangian neighborhood theorem (Weinstein 1971,
Theorem 6.1), a smooth family of exact Lagrangian submanifolds in an exact symplectic
manifold (here T ∗R2 with λ = y dx) is generated by a Hamiltonian: the 1-form ιd/dt(ω)|Kt is
exact (it equals d(St|Kt)), so the isotopy is Hamiltonian with generating function Ht = dSt/dt
evaluated on the Lagrangian.
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Vertex smoothings are Hamiltonian. The vertex smoothing is a product: Kvertex
t =

C1
sm(t)×C2

sm(t)∈V1×V2. Each Csm
j (t) is a smooth 1-parameter family of curves in (Vj, ωj)

∼= (R2, dx∧dy). For the contractible arc family used here, the induced closed 1-forms are
exact, so this local isotopy is Hamiltonian. This is because Vj = R2 is simply connected, so
the flux homomorphism Flux: π1(Symp)→H1(L; R) is trivial (no non-Hamiltonian symplectic
isotopies exist). Concretely: the velocity field d/dt of the isotopy Csm

j (t) is a symplectic
vector field along Csm

j (t); contracting with ωj gives a closed 1-form on Csm
j (t), which is

exact because H1(Csm
j (t); R) = 0 (each Csm

j (t) is a noncompact embedded arc in R2 — the
smoothed corner — hence contractible). The primitive is the Hamiltonian Hj(t). The product
isotopy on V1×V2 is Hamiltonian with generating function H1(t)+H2(t) (see McDuff-Salamon,
3rd ed., Exercise 3.18: product of Hamiltonian isotopies is Hamiltonian).
Composition. The vertex smoothings (in disjoint balls Bi) and edge smoothings (in
disjoint tubular neighborhoods) have pairwise disjoint compact support. Each is a compactly
supported Hamiltonian isotopy. Their composition is a compactly supported Hamiltonian
isotopy (McDuff-Salamon, Introduction to Symplectic Topology, 3rd ed., Proposition 3.17: the
group Hamc(M, ω) of compactly supported Hamiltonian diffeomorphisms is a group under
composition).

18.3.9 8. Topological constraints

For K to be a compact topological submanifold with 4 faces per vertex, Euler's formula
constrains the topology. For quadrilateral faces: V−E+F = χ(K), with 4F = 2E and 4V =
2E, giving χ = 0. So K is topologically a torus or Klein bottle.
For non-quadrilateral faces with 4 per vertex, other topologies are possible but χ≤0 (higher
genus surfaces).

18.3.10 9. Summary

The smoothing exists because:

1. The 4-face + Lagrangian condition forces a symplectic direct sum R4 = V1⊕V2 at each
vertex (vertex spanning is proved algebraically; opposite edges span complementary
symplectic 2-planes)

2. This decomposition forces Maslov index exactly 0 (algebraic, not just generic)

3. Near each vertex, K = C1×C2 (product of corners). Smoothing each corner gives
Ksm = C1

sm×C2
sm, a smooth Lagrangian surface (product of curves in symplectic

factors). No Lagrangian surgery needed at vertices.

4. Edge creases (between vertices) are smoothed by generating function interpolation

5. All smoothings are Hamiltonian isotopies, composable to give global Kt
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6. The 3-face case is impossible (isotropic dimension bound), explaining why 4 is the right
valence

Revision — Corrections from v1
• v1 claimed Maslov index vanishes by alternating orientations relative to

J. Replaced with the precise symplectic direct sum argument: the edge-sharing
constraint forces ω to be block diagonal in the (e1, e3, e2, e4) basis, giving µ = 0
algebraically.

• v1 stated the 3-face obstruction as “nonzero Maslov index.” Corrected: 3-face
Lagrangian vertices don't have nonzero Maslov index — they're impossible (3
isotropic vectors can't span 3D in R4).

• v1 lacked numerical verification. Added via verify-p8-maslov-v2.py: 998/998 valid
configurations give µ = 0; comparison with non-edge-sharing quadruples (55% have
µ = 0) confirms the constraint is essential.

18.4 References
• D. McDuff, D. Salamon, Introduction to Symplectic Topology, 3rd ed., Oxford University

Press, 2017, Proposition 3.17. [Composition of compactly supported Hamiltonian
isotopies]

Process Note — futon6 Corpus References

• PlanetMath: “symplectic manifold” (SymplecticManifold) — symplectic structures

• PlanetMath: “Darboux's theorem” (DarbouxsTheoremSymplecticGeometry) — lo-
cal coordinates

• PlanetMath: “concepts in symplectic geometry” (ConceptsInSymplecticGeometry)
— overview

• PlanetMath: symplecticcomplement′′/coisotropic subspace” — Lagrangian sub-
spaces

• PlanetMath: “Kähler manifold is symplectic” (AKahlerManifoldIsSymplectic) —
complex structure
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Problem 9: Polynomial Detection of Rank-1 Scaling for
Quadrifocal Tensors

19.1 Problem Statement

Let n ≥ 5. Let A(1), ..., A(n)∈R3×4 be Zariski-generic matrices. For α, β, γ, δ∈[n], construct
Q(αβγδ)∈R3×3x3×3 with entry:

Q
(abgd)
ijkl = det[A(a)(i, :);A(b)(j, :);A(g)(k, :);A(d)(l, :)]

(the 4x4 determinant of a matrix formed by stacking rows i, j, k, l from cameras α, β, γ, δ
respectively).
Does there exist a polynomial map F: R81∗n4→RN satisfying:

1. F does not depend on A(1), ..., A(n)

2. The degrees of the coordinate functions of F do not depend on n

3. For λ∈Rn×n×n×n with λabgd ̸=0 precisely when a, b, g, d are not all identical: F(λabgdQ(abgd)

: a, b, g, d in [n]) = 0 if and only if there exist u, v, w, x∈(R∗)n such that λabgd = uavbwgxd
for all non-identical a, b, g, d.

19.2 Answer
Yes. Such a polynomial map F exists, with coordinate functions of degree 3.

19.3 Solution

19.3.1 1. The quadrifocal tensor as a bilinear form

The entry Q(abgd)
ijkl = det[a(a)

i ; a(b)
j ; a(g)

k ; a(d)
l ] is the evaluation of the volume form (the unique

up-to-scale alternating 4-linear form on R4) on four camera row vectors.
Key observation (bilinear form reduction): Fix two camera-row pairs (γ, k) and (δ, l),
giving vectors c = a

(γ)
k and d = a

(δ)
l ∈R4. Then the map:
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ω(p, q) = det[p; q; c; d]

is an alternating bilinear form on R4. Since c wedge d is a simple 2-form, the Hodge dual *(c
wedge d) is also simple, so ω has rank 2 as a bilinear form.
Equivalently: the null space of ω is span{c, d} (2-dimensional), and ω induces a non-degenerate
alternating form on V/spanc, d = R2.

19.3.2 2. The rank-2 constraint and its 3x3 minor formulation

Since ω has rank 2, for ANY choice of 3 vectors p1, p2, p3 and 3 vectors q1, q2, q3∈R4:

det|ω(p1, q1)ω(p1, q2)ω(p1, q3)|
|ω(p2, q1)ω(p2, q2)ω(p2, q3)| = 0

|ω(p3, q1)ω(p3, q2)ω(p3, q3)|

(A rank-2 bilinear form has all 3x3 minors vanishing.)
In terms of the Q tensors: choosing pm = a

(αm)
im and qn = a

(βn)
jn , this becomes:

det[Q(αm,βn,γ,δ)
im,jn,k,l

]3×3 = 0

for any choice of (α1, i1), (α2, i2), (α3, i3) and (β1, j1), (β2, j2), (β3, j3) and fixed (γ, k), (δ, l).
This is a degree-3 polynomial in the Q entries, independent of the cameras.

19.3.3 3. Effect of rank-1 scaling on the 3x3 minor

Now consider the scaled tensors T (abgd) = λabgdQ
(abgd). The 3x3 matrix becomes:

Mmn = λαm,βn,γ,δ∗Q
(αm,βn,γ,δ)
im,jn,k,l

This is the Hadamard (entrywise) product of two 3x3 matrices:

• Λmn = λαm,βn,γ,δ (depends on camera indices only)

• Ωmn = Q
(αm,βn,γ,δ)
im,jn,k,l

(the bilinear form)

If λ is rank-1: λabgd = uavbwgxd, so Λmn = uαmvβnwγxδ. This factors as Λ = (uαm)m (vβn)Tn
(scaled by the constant wγxδ). So Λ has matrix rank 1.
For a rank-1 matrix Λ, the Hadamard product M = Λ ◦ Ω equals diag(u)∗Ω∗ diag(v) (up to
the scalar wγxδ). Since similar transformations preserve rank: rank(M) = rank(Ω) = 2 < 3,
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so det(M) = 0.
Therefore: rank-1 λ implies all 3x3 minors of scaled T vanish. ✓

19.3.4 4. Converse: non-rank-1 λ gives nonzero minors (for generic
cameras)

For the converse, we need: if λ is NOT rank-1, then some 3x3 minor is nonzero (for Zariski-
generic cameras).
The argument is algebraic-geometric, not via Hadamard rank bounds. Define

P (A(1), ..., A(n)) = det[T (αm,βn,γ,δ)
im,jn,k,l

]3×3

for a specific choice of row/column/fixed indices. This is a polynomial in the camera entries
(with λ fixed). We claim P is not the zero polynomial when λ is not rank-1 in its first two
indices. Since a nonzero polynomial is nonzero on a Zariski-dense open set, this establishes
the converse for generic cameras.
Explicit witness (n = 5). Choose 5 cameras A(i) as rows of generic 3×4 matrices with
rational entries:

A(1) = [[1, 0, 0, 1], [0, 1, 0, 1], [0, 0, 1, 1]]
A(2) = [[1, 1, 0, 0], [0, 1, 1, 0], [0, 0, 1, 1]]
A(3) = [[1, 0, 1, 0], [1, 1, 0, 0], [0, 1, 0, 1]]
A(4) = [[0, 1, 1, 1], [1, 0, 1, 1], [1, 1, 0, 1]]
A(5) = [[1, 2, 3, 4], [4, 3, 2, 1], [1, 1, 1, 1]]

Choose a non-rank-1 scaling: λabgd = 1 for all non-identical (a, b, g, d) except λ1,2,3,4 = 2.
Non-rank-1 verification. If λ were rank-1, then λabgd = uavbwgxd. From λ1,2,3,4 = 2 and
λ2,2,3,4 = 1 we get u1/u2 = 2. But from λ1,1,3,4 = 1 and λ2,1,3,4 = 1 we get u1/u2 = 1.
Contradiction.
Fix γ = 3, δ = 4, k = 1, l = 1. Choose row triples (αm, im) = (1, 1), (2, 1), (5, 1) and column
triples (βn, jn) = (2, 1), (5, 1), (1, 2). The 3x3 Λ matrix has entries λαm,βn,3,4; specifically
Λ11 = λ1,2,3,4 = 2 with all other entries equal to 1. The Ω matrix (unscaled Q values) has
det(Ω) = 0 (confirming rank-2), but the Hadamard product M = Λ ◦ Ω satisfies det(M)
= −24̸=0 (verified by direct computation of nine 4x4 determinants). This exhibits P as not
the zero polynomial.
Remark (Hadamard product interpretation). The matrix Mmn is the Hadamard
product Λ ◦ Ω, where Λ carries the scaling entries and Ω carries the bilinear form values.
The upper bound rank(Λ ◦ Ω)≤ rank(Λ)∗ rank(Ω) provides context but is not used in the
proof; the converse relies entirely on the polynomial nonvanishing argument above.
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19.3.5 5. All matricizations from the same construction

The construction in Section 2-4 tests the rank-1 condition on the (1, 2)- matricization of λ
(fixing modes 3,4). By symmetry, applying the same construction with different pairs of “free”
modes tests all matricizations:

• Fix modes (3, 4), vary modes (1, 2): test λ(α,β),(γ,δ)

• Fix modes (2, 4), vary modes (1, 3): test λ(α,γ),(β,δ)

• Fix modes (2, 3), vary modes (1, 4): test λ(α,δ),(β,γ)

(The other fixings are redundant by symmetry of the rank-1 test.)
A 4-tensor λ has rank 1 if and only if all three of these matricizations have rank 1 (i.e., are
outer products of vectors).
Tensor factor compatibility lemma. If all three matricizations have rank 1:

• Mode-(1, 2) vs (3, 4) rank 1 gives λabgd = fabggd.

• Mode-(1, 3) vs (2, 4) rank 1 gives λabgd = hagkbd. From the first: λa1,b1,g,d/λa2,b2,g,d =
fa1,b1/fa2,b2, independent of g, d. From the second: λa,b1,g1,d/λa,b2,g1,d = kb1,d/kb2,d,

independent of a, g1. Cross-referencing these separations forces fab = uavb and ggd =
wgxd, giving λabgd = uavbwgxd (rank 1). QED.

19.3.6 6. Construction of F

Definition of F: The coordinate functions of F are all 3x3 minors:

Fchoice = det[T (αm,βn,γ,δ)
im,jn,k,l

]m,n=1,2,3

taken over all choices of:

• Three “row” camera-row pairs (αm, im) for m = 1,2,3

• Three “column” camera-row pairs (βn, jn) for n = 1,2,3

• Fixed camera-row pairs (γ, k) and (δ, l)

And the analogous minors for the other two matricization pairs (fixing different pairs of
modes and varying the others).
Properties:

1. Camera-independent: Each Fchoice is a degree-3 polynomial in the T entries. The
coefficient is ±1 (from the determinant expansion). No camera parameters appear.

2. Degree independent of n: Each coordinate function has degree exactly 3.
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3. Characterization: F = 0 iff all three matricizations of λ have rank 1, iff λ is rank-1,
for Zariski-generic cameras (by Sections 3-5).

Codimension count: The number of coordinate functions N grows with n (there are O(n8)
choices for the 3x3 minors from the (1, 2) vs (3, 4) matricization alone), but the degree stays
fixed at 3.

19.3.7 7. Geometric interpretation

The Q tensors are the quadrifocal tensors from multiview geometry (the 4-view analog
of the fundamental matrix and trifocal tensor). The rank-2 bilinear form structure is the
classical rank constraint from projective geometry: the determinant encodes linear dependence
constraints among lifted camera-row vectors (equivalently coplanarity/dependence conditions)
on the stacked camera rows.
The rank-1 scaling λ = u⊗v⊗w⊗x corresponds to the natural gauge freedom in multiview
geometry: rescaling each camera's contribution independently for each of the four “roles”
(which row selection it contributes). The polynomial map F detects when a putative rescaling
is consistent with this gauge group.
The Zariski-genericity requirement on the cameras ensures that the quadrifocal variety is
“non-degenerate” — the Q tensors carry enough information to distinguish rank-1 from
higher-rank scalings.

Process Note — futon6 Corpus References

• PlanetMath: “Segre map” (SegreMap) — Segre embedding and rank-1 tensors

• PlanetMath: “determinantal varieties” (SegreMap) — varieties defined by minors

• PlanetMath: tensorrank′′/simple tensor” (SimpleTensor) — rank-1 tensors

• PlanetMath: “exterior algebra” — alternating multilinear forms

• PlanetMath: “Hadamard conjecture” (HadamardConjecture) — Hadamard matrices



Chapter 20

Problem 10: RKHS-Constrained Tensor CP via
Preconditioned Conjugate Gradient

20.1 Problem Statement
Given the mode-k subproblem of RKHS-constrained CP decomposition with missing data,
solve

[(Z×K)TD(Z×K)+λ(Ir×K)] vec(W ) = (Ir×K) vec(B),

where D = SST is the observation projector (q observed entries out of N = nM), B = TZ,

and n, r ≪ q ≪ N .

20.2 Assumptions Used (explicit)
1. λ > 0.

2. For standard PCG and Cholesky-based preconditioning, use a PD kernel Kτ = K+τIn
with τ > 0 (or assume K is already PD).

3. S is a selection operator, so D is diagonal/projector and sparse by index list.

Then the solved system is

Aτx = bτ ,

Aτ = (Z×Kτ )TD(Z×Kτ )+λ(Ir×Kτ ),
x = vec(W ),

bτ = (Ir×Kτ ) vec(B).

Under these assumptions Aτ is SPD, so PCG applies.

20.3 Solution

20.3.1 1. Why naive direct methods fail

Aτ is an (nr)×(nr) system. Dense direct factorization costs O((nr)3) = O(n3r3).
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A naive explicit route also materializes Φ = Z×Kτ∈RN×nr, which costs O(Nnr) memory/-
work before factorization. This is the N -dependent bottleneck we avoid with matrix-free
PCG.

20.3.2 2. Implicit matrix-vector product in O(n2r+qr)

CG needs only y = Aτx, not Aτ explicitly.
Given x = vec(V ), V ∈Rn×r :

1. U = KτV . Cost O(n2r).

2. Forward sampled action (only observed entries):

(Z×Kτ ) vec(V ) = vec(KτV ZT ).

For each observed coordinate (il, jl),

ul =< U [il, :], Z[jl, :] > .

Total O(qr).

3. Form sparse W' in Rn×M from ul. Let s = nnz(W ′)≤q.

4. Adjoint sampled action:

(ZT×Kτ ) vec(W ′) = vec(KτW
′Z).

Compute W' Z∈O(sr)≤O(qr), then left-multiply by Kτ∈O(n2r).

5. Add regularization term λ vec(Kτ V), cost O(n2r).

Total per matvec:

O(n2r+qr),

with no O(N) term.

20.3.3 3. Right-hand side

B = TZ with T sparse (q nonzeros):
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1. T Z: O(qr)

2. KτB : O(n2r)

So bτ = (Ir×Kτ ) vec(B) is formed in O(qr+n2r).

20.3.4 4. Preconditioner that matches the corrected algebra

Use D = SST and whiten by K−1/2
τ :

x = (Ir×K−1/2
τ )y.

Then

Â = (Ir×K−1/2
τ )Aτ (Ir×K−1/2

τ )
= (Z×K1/2

τ )TD(Z×K1/2
τ )+λI.

If sampling is roughly uniform, D ~ c I with c = q/N . Then

Â c(ZTZ×Kτ )+λI.

Choose Kron preconditioner in whitened coordinates:

P̂ = (cZTZ+λIr)×In.

Mapping back gives

P = (cZTZ+λIr)×Kτ = H×Kτ ,

H = cZTZ+λIr.

This is the missing justification for using H×Kτ (instead of claiming it is the exact D = I

system).
Khatri-Rao identity still gives efficient Gram formation:

ZTZ = Hadamardi(ATi Ai),

cost O(∑
inir

2).
Preconditioner apply:
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P−1 = H−1×K−1
τ ,

implemented by solving KτY H
T = Z' after reshape. Per application cost is O(n2r+nr2)

(often simplified to O(n2r) when n ≫ r).

20.3.5 5. Convergence (tightened)

For SPD Aτ and SPD P, standard PCG gives

||et||Aτ ≤2((
√

(κ) − 1)/(
√

(κ)+1))t||e0||Aτ ,

with κ = cond(P−1/2AτP
−1/2), so

t = O(
√

(κ)log(1/ϵ)).

To claim “fast” convergence, add a spectral-equivalence hypothesis, e.g.

(1 − δ)P≤Aτ≤(1+δ)P, 0 < δ < 1,

which implies

κ(P−1Aτ )≤(1+δ)/(1 − δ).

Hence t is logarithmic in 1/eps with a modest sqrt(κ) factor when δ is bounded away from 1.
(No unsupported closed-form t = O(r

√
(n/q)) claim is needed.)

Sufficient conditions for bounded δ. The spectral equivalence (1-δ)P ≤Aτ≤(1+δ)P holds
with δ bounded away from 1 when the sampling pattern satisfies a restricted isometry-type
condition: the restricted isometry holds for the column space of Z ⊗K1/2

τ , i.e. (Z ⊗K1/2
τ )T (D

- cI) (Z ⊗K1/2
τ ) is small in operator norm relative to λ. Under standard leverage/coherence

assumptions and sufficient sampling scaling with model dimension, concentration yields δ
bounded away from 1 with high probability. Under this regime, κ = O(1) and PCG converges
in O(log(1/ϵ)) iterations.

20.3.6 6. Complexity summary

Setup per ALS outer step:
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1. Cholesky(Kτ ): O(n3)

2. ZT Z via Hadamard Grams: O(∑
inir

2)

3. Cholesky(H): O(r3)

4. RHS: O(qr+n2r)

Per PCG iteration:

1. Matvec: O(n2r+qr)

2. Preconditioner apply: O(n2r+nr2)

Total:

O(n3+r3+
∑

inir
2+qr+n2r

+t(n2r+qr+nr2)).

In the common regime n ≥ r, this simplifies to

O(n3+t(n2r+qr)),

with dependence on q (observed entries) rather than N (all entries).
Regime caveat. When n is large enough that the O(n3) Cholesky setup dominates (i.e.,
n3 > t(n2r+q r)), the per-ALS-step cost is effectively O(n3). In this regime, low-rank
kernel approximations (e.g., Nystrom approximation with rank p ≪ n, reducing the kernel
factorization to O(np2)) or iterative inner solves (conjugate gradient on Kτy = z, cost O(n2)
per inner iteration) can replace the exact Cholesky, reducing the setup to O(np2+t(npr+qr)).
This is a well-known practical optimization (see Rudi-Calandriello-Rosasco 2017) and is
compatible with the PCG framework as presented.

20.3.7 7. Algorithm

SETUP:
K_tau = K + tau * I_n # tau > 0 if K is only PSD
L_K = cholesky(K_tau) # O(nˆ3)
G = hadamard_product(A_iˆT A_i for i != k) # O(sum_i n_i rˆ2)
c = q / N
H = c * G + lambda * I_r
L_H = cholesky(H) # O(rˆ3)
B = sparse_mttkrp(T, Z) # O(qr)
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b = vec(K_tau @ B) # O(nˆ2 r)

PCG(A_tau x = b, preconditioner P = H x K_tau):
x0 = 0
r0 = b
z0 = precond_solve(L_K, L_H, r0) # O(nˆ2 r + n rˆ2)
p0 = z0
repeat until convergence:

w = matvec_A_tau(p) # O(nˆ2 r + q r)
alpha = (rˆT z) / (pˆT w)
x = x + alpha * p
r_new = r - alpha * w
if ||r_new|| <= eps * ||b||: break
z_new = precond_solve(L_K, L_H, r_new)
beta = (r_newˆT z_new) / (rˆT z)
p = z_new + beta * p
r, z = r_new, z_new

W = reshape(x, n, r)

matvec_A_tau(v):
V = reshape(v, n, r)
U = K_tau @ V
for each observed (i_l, j_l):

u_l = dot(U[i_l, :], Z[j_l, :])
Wprime = sparse(n, M, entries u_l)
Y = K_tau @ (Wprime @ Z) + lambda * (K_tau @ V)
return vec(Y)

precond_solve(L_K, L_H, z):
Zp = reshape(z, n, r)
solve K_tau Y HˆT = Zp using triangular solves with L_K, L_H
return vec(Y)

Process Note — futon6 Corpus References

• PlanetMath: conjugate gradient algorithm; method of conjugate gradients

• PlanetMath: Kronecker product; positive definite matrices

• PlanetMath: properties of tensor product

• physics.SE #27466: iterative solvers for large systems in physics

• physics.SE #27556: preconditioning for elliptic PDEs
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Prompt Excerpts and Pivot Moments
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Part III: The Sprint as Dialogue

This chapter records the proof sprint as it actually happened: a conversation between a
human dispatcher (Joe), two AI proof engines (Claude instances), and a verifier/researcher
(Codex), conducted over roughly 48 hours on February 11–13, 2026. Excerpts are drawn from
history.jsonl (Joe’s prompts), Codex output files, and git commit messages. Editorial
annotations mark the pivotal moments where proof strategy, status, or architecture shifted.

Act I: “Even if we’re a day late”

Joe
Claude + Joe Solve “First Proof” using Rob’s Superpod https://arxiv.org/html/260
2.05192v1

Joe
Even if we’re a day late and a dollar short at least we can try

Joe
Let’s see if we can do one of them right now using PlanetMath and nlab and off-the-shelf
Claude

Pivot: The sprint begins. Problem 10 is chosen as a warm-up. Within 30 minutes it is solved, and the
pace accelerates.

Joe
OK, should we solve another First Proof problem? The last one wasn’t so hard apparently!

Act II: Scaling the Machinery

Joe
OK, I have two Codex research assistants working for you as well as the validator working
on p6

Joe
OK, we have 3 verifiers running now, they are making progress but not committing yet
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Joe
Codex is still after 53 minutes hard at work on Problem 6, but it is down to two gaps
now. I think 3 verifiers is about all my laptop can handle, noticing considerable slow
down.

Joe
I think I will give it five more minutes and then say “pencils down” and let you look at
#6

Joe
Codex is pushing #6, I OOMed on 3 and 5, I will get them back up once 6 lands

Pivot: Physical resource limits (RAM, thermal throttling) become a genuine constraint on mathematical
exploration. The multi-agent topology stabilises at three concurrent processes.

Joe
It’s slow going over here—are any of the proofs sufficiently validated that we could start
a “write up”? If the previous example is representative it can take about an hour for one
of these to complete.

Act III: Proofs and Refutations

Joe
Yeah let’s do some Proofs and Refutations—you can be Critic

Codex — Critic mode, round 1

Excellent. Critic mode, round 1: I attacked P2 and P7 as the most vulnerable. [. . . ]
Verdict: plausible direction, not a completed proof (P2). [. . . ] Verdict: currently not
proof-grade; too many deep steps are asserted, not established (P7).

Joe
I have engaged Codex and another Claude in a reviewer + response-to-reviewer cycle.
Codex found some pretty significant problems; the other Claude is making what look like
solid fixes, but it looks like tough going.

Codex — Triage verdict

P8: most recoverable. [. . . ] P2: recoverable but harder. Needs one serious representation-
theoretic theorem/lemma that is currently hand-waved. [. . . ] P7: least recoverable as
currently framed. The obstruction-vanishing step is the main risk; unless they replace
it with a precise known theorem tailored to this lattice family, this will likely remain
conditional/existential rather than a full proof.
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Pivot: Codex’s triage creates a severity ordering across problems, distinguishing “recoverable” from
“structural” gaps. The review cycle is now explicitly adversarial: prover vs. critic.

Joe
This is interesting in comparison to my work in futon5 on Meta-Meta-Cellular Automata.
There also, generation is cheap—just bit flipping—but doing things like “detecting edge
of chaos behaviour” is a challenge. [. . . ] However, I think we really haven’t done so bad.
We have our Claude-Codex “Proofs and Refutations” system up and running right now,
we use both collaborative (verification + library research) and argumentative (prover
vs critic) modes. So notwithstanding the mathematical issues you raised—at least we
aren’t shipping failed proofs! This is verification happening at a “glacial” scale in futon3c
terminology—but at least it is happening!

Joe
Furthermore, the wiring diagram decomposition is probably the only thing holding this
together—it’s allowing us to be very targeted with our reviews and fixes. Imagine trying
to do what we’re doing with. . . ChatGPT. It would be hell.

Joe
Also, another remark—making mistakes isn’t a bad thing. As my grandfather said, that’s
how we learn.

Pivot: A methodological self-assessment. The two key claims: (1) the wiring-diagram decomposition
enables targeted review at scale; (2) the collaborative/adversarial agent modes prevent “shipping failed
proofs.” Both claims are tested in Acts IV–V.

Act IV: Formalization and Futon Theory

Joe
This does suggest a possible but probably crazy and stupid idea—which hasn’t stopped
hundreds of people trying it. What about formalizing as we go? Like QED style. I mean,
it hurts me to say this. I briefly had Bob Boyer as a Master’s advisor. He and I could not
see eye to eye. Granted, that was 2002 and things were a little different back then.

Joe
Yeah, I mean, we needed in 2002 what we are doing now. The only problem is it wasn’t
possible then.

Claude
So in a sense, the 2002 vision was twenty-four years early rather than wrong.
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Joe
Better than twenty-four years late! Imagine if I proposed WIFI now. Great idea right?

Pivot: A historical aside connecting the sprint to the 2002-era theorem-proving community. The
implication: AI-assisted informal proof is the approach that was missing, not formalization per se.

Joe
OK, so the naive idea: could we write a letter to Codex talking about why Problem 4 is
hard? It would use the John McPhee idea [4]. . .

Joe

OK, now a non-naive idea (which may be less useful than the naive one). I invented
something called “futon theory”—it’s not quite what it sounds like. Futons (in my theory)
are atoms of the future which are perceivable in the present. [. . . ] It’s a bit different
in mathematics because in principle we don’t know if the result is actually true. But
what we could do is design the search process, and then we would at least know that the
search process is working the way we hoped it would. It’s the somewhat more technical
version of the “Dear Codex” letter you just wrote—building a process that you have utter
confidence in that will shed light on the domain even if it doesn’t reveal the exact answer.

Pivot: Two ideas collide: McPhee’s “letter to yourself” technique for writer’s block, and futon theory’s
“atoms of the future.” Both converge on the same insight: process design is tractable even when the
mathematical outcome is uncertain.

Joe
Great, I think you have your work cut out for you. It’s cool that this involved all the
strategies, including the “least likely” Strategy C that surprised us by being particularly
flavourful

Act V: Crisis — P6 and P7

Joe
I thought #6 and #7 were proved so I’m glad I asked!

Joe

Well I am a bit perplexed b/c at this time yesterday I had been convinced that Problem 7
was done. Look at Problem 7 related git logs to try and figure out what’s been going on
with this journey.
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Joe
Well, I have another Codex program mining Arxiv right now for wiring diagrams that
we might use. But this presupposes that we are actually looking at gaps and not a
decomposing corpse.

Pivot: The most dramatic moment in the sprint. A problem believed closed reopens with structural gaps.
The “decomposing corpse” quip captures the uncertainty: is the proof salvageable, or fundamentally
dead?

Joe
Hm, claim 1 sounds a bit like replacing an overclaim with weasel words; #2 similarly. I
think we need to restructure the proof?

Claude — Gap triage

G1 (fundamental group control) and G3 (rational acyclicity) can be closed once the cap
is homotopy equivalent to F×D2 rel boundary. [. . . ] G2 (Browder–Quinn identification)
remains the genuine remaining gap.

Pivot: The monolithic “open Problem 7” label is decomposed into a prioritised closure queue: G1, G2,
G3. Within hours, G1 and G3 are resolved, isolating G2 as the sole remaining obligation.

Joe
Could we cite secondary literature for G2 that is on Arxiv? Mathematics is full of folklore

Claude — Citation search result
There is no single modern arXiv theorem that states the exact identification in one
line. The bridge is assembled from standard components: Browder (1968), López de
Medrano (1971), Cappell–Shaneson (1974), Ranicki (1998).

Pivot: Citation strategy stabilises: replace “single theorem lookup” with a theorem-number ledger across
four classical sources.

Joe
It really sounds to me like the proof of Problem 6 is hanging by a thread

Codex — P6 reality check

Problem 6: not a full proof yet; it is now an honest conditional argument. The core
universal vertex-selection theorem is still imported, not proved.

Codex — P7 hard stop

Pulled and reviewed 3138721. This is not yet a valid full proof.
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Act VI: Student Dispatch and Agent Teaming

Joe
Yeah, I guess the model is rather than treating Codex as a junior developer as we
sometimes do in coding applications, we would treat them as a “grad student.”

Joe
Maybe we should call it student-dispatch to include undergrads, bright high schoolers,
and precocious five year olds like Codex

Pivot: The agent/student-dispatch pattern is named. It reframes the Codex interaction from “run
this script” to “here is context, dead ends, directions—explore and report.”

Joe
So I wonder what we could do to help. I’ve almost run out of ideas. I guess one pattern
I’ve noticed is that we can support the “reduction” pattern by verifying everything that
is claimed except the gap. Closing gaps (as with Problem 4) can sometimes turn out to
be a focused computational task. Another approach is Math Overflow search or Arxiv
search to create wiring diagrams that might help or might provide analogous reasoning
structures. That last part is a bit woolly.

Joe
So, if we were able to turn SE into wiring diagrams on the superpod, then we could use
tensor math to search them!

Joe
Ah, and for “artificial stack exchange” what we could do is induce new wiring diagrams,
notice where they sit relative to other known diagrams (this corresponds to “asking a
question”)

Pivot: A forward-looking connection: the proof sprint’s wiring-diagram methodology could be mechanised
via tensor search over StackExchange-derived argument structures. This motivates the Stage 7 thread-
wiring work in the futon6 pipeline.

Act VII: The Coaching Breakthrough (Problem 6)

Joe
Well, and I want to talk with you about Problem 6. I think that’s the only one outstanding.
But I’m realizing that the “other Claude” has been sending me on continual gap-filling
missions without giving me a valid confidence signal. It’s like Gemini saying “I’ll fix your
code right away sir!” [. . . ] Problem 6 has not brought out the best in Claude.
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Joe
I think a good approach might be: “Can you find any other reductions?” That would
start to build some intelligence around the pattern rather than just a TryHarder strategy.

Pivot: The failure mode is diagnosed: dispatching closure attempts without layer-level calibration. The
“reductions” framing shifts from “close the gap” to “map the landscape.”

Joe
I think you should think out of the box a bit. What kind of problem is this? What kind
of proof applies to this kind of problem? How would you teach it to an undergraduate?
How would you teach it to a grad student? Where, in reality, do people learn about this
kind of problem? What kind of person finds this kind of problem easy? Are there “tricks”
(symmetries) that would make some of your Zeno’s Paradoxes go away? Like one from my
thesis in the resources directory is an example from Gowers in which binomial expansion
terms have opposite signs and so cancel. Like, OK, this problem was an “open problem”
not a textbook problem but come on—it’s on the research frontier, we’re not asking you
to solve alien mathematics from the year 5000AD. This is totally within your capability
space. Why aren’t you finding the answer in 30 minutes?

Pivot: The coaching intervention. Five questions, each forcing a different reframing: layer enumeration
(“what kind of problem?”), pedagogical reduction (“teach it to an undergrad”), sociological targeting
(“who finds this easy?”), structural cancellation (“tricks / symmetries”), and honest calibration (“why
not 30 minutes?”).

Claude — 15 minutes later

The proof for Kn is complete. d̄ = 2t/(nε)≤2/3 at T = εn/3 steps. Pigeonhole gives ∃v
with tr(Y )≤2/3, and ∥Y ∥≤ tr(Y ) for PSD matrices. The barrier is maintained at every
step. Result: |S| = εn/3, c = 1/3.

Claude — The irony

The irony: this entire proof is elementary—no interlacing families, no Borcea–Brändén,
no MSS theorem needed. Just PSD trace bound + pigeonhole + Turán.
[With the benefit of hindsight: the elementary proof closes Kn but the averaging step
(d̄ < 1) that it relies on is false for general graphs—see Act IX. The irony has a second
layer.]

Pivot: The layer switch lands. Eight hours of sparsification-layer attacks are bypassed by an elementary
combinatorial proof discovered in 15 minutes. The proof uses three undergraduate-level facts: Turán’s
theorem, the PSD trace bound, and the pigeonhole principle. The coaching did not supply mathematical
content—it supplied questions that forced layer enumeration.
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Joe
It’s so cool that this is the same basic solution we have used to overcome continual shoring
up of bad design in futon3, and also the same solution I’ve used with Codex just now by
getting it to spot syntax errors rather than depending on me to do it.

Claude — The meta-pattern

The diagnostic question is always the same: “who finds this easy?” If the answer is
“someone other than the entity currently struggling,” you’re in the wrong layer.

Pivot: The layer-switching pattern is recognized as fractal: it appears in proof strategy (Problem 6), in
software design (futon3), and in task allocation (Codex as syntax checker). The common diagnostic: ask
who would find the task trivial.

Act VIII: The Monograph

Joe
In addition to the PAR I think it would be good to look through the git log on futon6
and create a “making of” summary note.

Joe
Also in terms of “what we’ve learned”—in the making-of I think we could add something
about the relevance of this pattern to agent teaming (further work in futon3c). Maybe
this even goes back to the work in futon2 ants—i.e. we are exploring a domain, bringing
back relevant information.

Joe
I think the key thing you could help with now is looking through history.jsonl for
good quotes for Part III.

Pivot: The sprint becomes its own document. The recursive structure—a proof sprint whose Part III
records the prompts that shaped Part II—closes the loop between process and product.

Act IX: The Continuation Cycles (Problems 4 and 6)
The monograph was written during the sprint, not after it. The sprint continued. Problems 4
and 6 entered multi-cycle proof engineering phases that lasted days beyond the initial 48-hour
window—each cycle a dispatch, handoff, verification, and reassessment. These cycles are the
sprint’s methodology running at sustained pace rather than compressed urgency.
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Problem 4: From Wrong Proof to Algebraic Engineering

Claude — Initial draft (Feb 11)

Proof by concavity of 1/Φn in cumulant coordinates. Since free cumulants are additive
under ⊞, Jensen’s inequality gives 1/Φn(p⊞ q) ≥ 1/Φn(p)+1/Φn(q).

Pivot: The proof is wrong. 1/Φn is superadditive in cumulant space WITHOUT being convex—the
Hessian is indefinite. 35,000 numerical trials confirm the conjecture but the argument is structurally
broken. Numerical verification caught the conjecture but hid the proof error.

Claude — Key identity (Feb 12, commit 03c1f8d)

Φ4(p) · disc(p) = −4(a2
2+12a4)(2a3

2 − 8a2a4+9a2
3). This converts the inequality to: prove

a rational function’s numerator is non-negative on a semi-algebraic domain.

Pivot: The first layer switch for Problem 4. Instead of hoping for a clever inequality (concavity, Schur-
convexity, Cauchy–Schwarz), the problem is reduced to computational algebra: case decomposition by
symmetry subspaces, resultant elimination, sign-counting. The identity itself is a publishable result—a
finite analogue of Stam’s inequality.

Claude — 3-piece Cauchy–Schwarz (commit 269fddd)

BREAKTHROUGH: the surplus decomposes into three pieces T1+T2+R where T1≤0
(proved), and T2, R have mutual-compensation structure. When T2 < 0, R compensates.
This reduces the full n = 4 proof to a degree-6 polynomial inequality: KT2R ≥ 0.

Codex — P4 route selection
That was the strongest direct technical hit for Problem 4 because it uses the bilineari-
ty/induction structure of finite free convolution, which is exactly the algebraic backbone
for a plausible proof route.

Pivot: A second layer switch within the algebraic layer. Symmetry-stratified elimination proved Cases 1,
2, 3a, 3b (resultant chains, 0.2–30 seconds each). Case 3c (generic, 4D) was handed to Codex with
PHCpack. Seven SOS scripts proved that Positivstellensatz certificates are structurally impossible—the
SOS cone misses the feasible set. The failure is a theorem, not a dead end: it rules out the entire SOS
technique family.

Codex — P4 Case 3c check
Case 3c PHC task is done. In-domain real critical points: 12; case split: 4, 2, 2, 4. Case 3c
values satisfy −N = 1678.5498 . . . > 0.
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Problem 6: When Averaging Fails

Claude — Codex Cycle 7 (commit a7b0e3e)

The Barrier Maintenance Invariant is falsified. 12 base-suite steps have d̄ ≥ 1 (worst:
1.739, Reg_100_d10, ε = 0.5, t = 16). The pigeonhole argument (d̄ < 1⇒∃v with
∥Yt(v)∥ < 1) cannot close the construction.

Pivot: The most dramatic moment in the continuation cycles. The averaging argument that the
elementary proof relied on—the very argument whose discovery was the Act VII breakthrough—turns
out to be false for general graphs. d̄t < 1 holds for Kn but not universally. The construction still works
(0 skips in 1,111 runs) because leverage-ordered vertices have small individual contributions even when
the average exceeds 1. The gap shifts from an averaging statement to a vertex-level feasibility statement:
the No-Skip Conjecture.

Joe
I have engaged Codex in a systematic verification cycle on Problem 6. Seven cycles so
far. Each cycle narrows the gap: the construction still works in every test—zero skips,
zero failures—but the proof keeps slipping. The trajectory is: method wiring library →
leverage threshold → barrier greedy → BMI falsified → No-Skip Conjecture. At each
stage, what we thought was the gap turns out to be something more specific.

Codex — P6 handoff criteria
No unsupported “edge sparsification ⇒ vertex-induced subset” leap. Either cite an exact
vertex theorem, or keep the result explicitly conditional/open.

Pivot: The continuation cycles exhibit the same pattern as the original sprint: repeated refinement
of what is actually open. The lemma that was GPL-H became BMI became the No-Skip Conjecture.
Each reformulation is a genuine narrowing, not a retreat. The “method wiring library” from Cycle 1
(ten techniques with typed wiring diagrams) prevented commitment to any single approach before the
landscape was mapped—the pre-proof infrastructure that Part IV’s Section 6 proposes as a design
pattern.

The Exhaustion-as-Theorem Pattern

Claude — Six techniques, one wall

All six subsample-and-concentrate techniques hit the same quantitative wall: spectral
contribution scales as q2 while set size scales as q. Trace/Markov: sublinear. Star
domination: O(ε/logn). Decoupling + MSS: O(ε2). Greedy: O(ε). Rank spreading:
O(ε2). The wall is fundamental to the technique family, not an artifact of any one
approach.

Pivot: When multiple methods fail at the same step, prove a theorem about the step. This is the
cross-problem pattern identified in Part IV (Section 5) now demonstrated in the continuation: the



106

exhaustion of a technique family produces a structural understanding that redirects effort. For Problem 6,
it redirected from “adapt edge sparsification” (where every method hits the quadratic-vs-linear wall) to
“invent a new vertex-level argument” (the leverage-ordered barrier greedy). For Problem 4, it redirected
from SOS certification (structurally impossible) to resultant elimination (feasible and fast).



Part IV

Proof Patterns
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Chapter 21

Strategy Patterns Across Ten Problems

The ten proofs in Part II were not produced by a uniform method. Some closed quickly;
others required layer-switching, creative reductions, or honest declarations of conditionality.
This chapter extracts the transferable strategy patterns—what worked, what didn’t, and
what an agent stuck on one problem could learn from the successes of another.

21.1 Design Pattern: Outcome Typing (Close, Reduce,
Map)

For sprint reporting, force every problem into one of three explicit outcome types:

1. Close. A complete proof (possibly with minor caveats). In this revision, Problem 3 is
closed for the scoped existence target (uniqueness/irreducibility optional), Problem 5 is
solved in a scope-limited form, and Problem 7 is treated as provisionally closed via the
rotation route pending independent ledger re-check.

2. Reduce. A conditional result with clearly stated assumptions.

3. Map. The obstruction is characterized and adjacent problems are identified, but no
proof is offered.

These labels describe mathematical status. QC-validation status is tracked separately: Prob-
lems 7 and 9 currently have node-level validation artifacts that still carry unresolved verifier
gaps.
All three are legitimate contributions. A reduction is not a failed closure; it is a stable
intermediate product that can later convert to closure after a layer switch or new lemma.
Problem 6 spent eight hours in “Reduce” before a coaching intervention moved it to a strong
partial closure (complete for key classes, with one explicit remaining general-case gap)—the
change came from reframing, not additional effort.

Evidence ledger for Outcome Typing (top commits).
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Commit Role in pattern Primary artifacts

c557899 Align closure language with
evidence (separate math-
status and QC-status axes)

closure-validation-audit.md + Part
IV status text updates

2c734cb Scope-aware closure typing
for P3 (existence-scope clari-
fied; QC status explicit)

P3 solution/writeup +
closure-validation-audit.md

cc11834 “Map” outcome exemplar:
counterexample + attack-
path map instead of false clo-
sure

problem6-gpl-h-counterexample.md +
problem6-gpl-h-attack-paths.md

9aaf8fa Promote scoped result to
“Close” after targeted gap clo-
sure and validation update

P3 prompts/results refresh +
closure-validation-audit.md

90b6dd6 Reprocessed verifier sum-
mary results (15/15) to
harden QC tracking indepen-
dently of proof-status labels

codex-unified-repair-results.json +
codex-unified-repair-verification.md

21.2 Design Pattern: Layer-Switching (Problem 7)

Problem 7 (uniform lattice with 2-torsion) is the clearest example of a successful strategy
pivot.

Initial approach: Reflection lattice in even dimension. The E2 obligation (Fowler’s crite-
rion) was discharged.

Obstruction: The surgery obligation (S) was blocked. Equivariant surgery requires a
codimension-2 gap hypothesis; reflections give codimension-1 fixed sets. Blocked.
(0fa4e82: “restructure S-branch as open problem with three approaches”)

Characterization: Instead of pushing harder on reflections, the obstruction was character-
ized structurally: a dimension-parity tension between E2 (needs even n) and S (better
in odd n).

Layer switch: Replace reflections (codimension 1) with rotations (codimension 2). Now n

is odd, E2 still works (fixed set has odd dimension, χ = 0), and the codimension-2 gap
hypothesis is satisfied. (287a41c: “rotation route (Approach IV), paper reads, triage”;
620ed57: “resolve rotation lattice existence, discharge E2”)

Closure: The surgery obstruction vanishes (trivial normal bundle from the congruence
condition), yielding a provisional closure chain pending independent theorem-ledger
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re-check. (8ce9771: “flat-normal-bundle argument—rational obstruction vanishes”;
158bc4f: “integral obstruction vanishes—obligation S discharged”)

Transferable principle: When blocked in one layer, characterize the obstruction structurally
before attempting to overcome it. The characterization may reveal that a different layer
avoids the obstruction entirely.

Evidence ledger for Layer-Switching (top commits).

Commit Role in pattern Primary artifacts

0fa4e82 Explicitly re-labels S as open
and decomposes approaches

P7 solution + S-branch setup notes

287a41c Rotation-route pivot and
triage framing

Rotation-route wiring + P7 solution up-
dates

620ed57 Discharges E2 under rotation
route

Rotation-lattice construction note + P7
status update

5c7388a Narrows to single remaining
gap (G2)

Consolidated P7 complete-proof draft

21.3 Design Pattern: Creative Reduction (Problem
4)

Problem 4 (root separation under finite free convolution) progressed from numerical evidence
to proof via a sequence of reductions:

1. Centering reduction (translation invariance of Φn).

2. For n = 3: discovery of the identity Φ3 · disc = 18 a2
2 (exact, verified symbolically).

3. Recognition that the surplus expression has the form required by Titu’s lemma (Engel
form of Cauchy–Schwarz).

Step 2 was the creative step—an identity discovered numerically and verified symbolically
(9db6b4f: “Haar orbit exploration and key identity finding”; 0003300: “Prove P4 superaddi-
tivity for n = 3 via Φ3 · disc identity + Cauchy–Schwarz”). The key was that the identity
was sought because the reduction strategy demanded an algebraic relationship between Φn

and known invariants. The strategy shaped the search. The subsequent extension to n = 4
followed a different route—algebraic elimination plus computational verification (84c0041:
“harden PHC parsing and record n = 4 computational verification”); full certification of one
sub-case remains pending.
Transferable principle: Reductions create demand for specific identities or lemmas. The
demand makes the search targeted rather than exploratory.

Evidence ledger for Creative Reduction (top commits).
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Commit Role in pattern Primary artifacts

03c1f8d Discovers the key Φ4 · disc
identity

P4 invariant-exploration script

269fddd 3-piece Cauchy–Schwarz re-
duction breakthrough

T2/R surplus proof script + P4 proof-state
log

9640d80 Eliminates SOS route as
global method (K not glob-
ally SOS)

Gram-matrix and K8-factor analysis
scripts

fef7da1 Path-2 closure claim for n =
4 via Kred ≥ 0

Path-2 structure artifact + handoff note

21.4 Design Pattern: Structural Decomposition (Prob-
lem 8)

Problem 8 (Lagrangian smoothing of polyhedral surfaces) was stuck until the symplectic direct
sum decomposition was discovered: the 4-face Lagrangian condition forces R4 = V1⊕V2. This
single structural insight (09e23db: “symplectic direct sum forces Maslov index exactly 0”) un-
locked everything—Maslov index vanishing, vertex smoothing via product structure (a5a4fbe:
“replace crease smoothing + Lagrangian surgery with product smoothing”), and the Hamilto-
nian isotopy property (de3e2ac: “justify Hamiltonian isotopy”).
Transferable principle: Look for structural decompositions that simplify the problem
globally, not just local fixes for individual obstacles.

Evidence ledger for Structural Decomposition (top commits).

Commit Role in pattern Primary artifacts

09e23db Structural decomposition
step (R4 = V1⊕V2, Maslov
control)

P8 solution + wiring update

a5a4fbe Replaces surgery framing
with product smoothing

P8 solution + v3 diagram refresh

de3e2ac Adds Hamiltonian-isotopy
justification and consistency
cleanup

P8 solution + wiring consistency patch

21.5 Design Pattern: Layer Switch Under Coaching
(Problem 6)

Problem 6 (epsilon-light subsets) is the sprint’s most instructive case study because it exhibits
both patterns: a TryHarder loop and the layer-switch that broke it.



21.5. Design Pattern: Layer Switch Under Coaching (Problem 6) 112

21.5.1 Phase 1: The TryHarder Loop

The initial approach generated six or more handoff and dispatch documents across multiple
sessions, from the initial dispatch (5289ca8: “GPL-H attack dispatch”) through Directions A–
D (63a23ba, 22c091f, b6a7625, d64fd13) to closure attempts (78d94bc: “GPL-H closure
attempt—all scores < 1”) and counterexamples (cc11834: “Kt,r counterexample”). The
pattern:

1. Identify the gap (Assumption V: vertex-induced selection).

2. Attempt closure via a specific attack vector.

3. Fail.

4. Generate a new handoff document dispatching another attack.

5. Repeat from step 2.

All closure attempts targeted the sparsification layer (adapting Batson–Spielman–Srivastava
edge sparsification to vertex selection) without recognizing that the obstruction there might
be structural—not a gap to fill but a genuine mismatch between edge and vertex selection.

21.5.2 The coaching intervention

A human coaching prompt forced layer enumeration:

What kind of problem is this? What kind of proof applies? How would you teach it
to an undergraduate? What kind of person finds this easy? Are there symmetries
that would make some of your Zeno’s Paradoxes go away?

Each question targets a specific reframing:

“What kind of problem?” Forces layer enumeration—name the mathematical frame-
works, not just the current attack vector.

“Teach it to an undergraduate?” Forces identification of what is elementary about the
problem. The elementary core is often the proof.

“Who finds this easy?” Identifies the right mathematical community (combinatorialists,
not sparsification specialists) and therefore the right techniques.

“Symmetries / Zeno’s Paradoxes?” Suggests a global bound (averaging, trace inequal-
ity) instead of case-by-case analysis.
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21.5.3 Phase 2: The elementary proof

After 15 minutes of thinking, the agent found a proof chain that bypasses the sparsification
layer entirely:

1. Turán’s theorem gives an independent set I0 with |I0| ≥ εn/3 in the heavy-edge
subgraph. All edges internal to I0 are light (τ e≤ε).

2. Barrier greedy: at each step, pick the vertex v with minimum ∥Yt(v)∥.

3. PSD trace bound: ∥Y ∥≤ tr(Y ) for any PSD matrix Y .

4. Pigeonhole: if the average trace d̄t = 1
rt

∑
v tr(Yt(v)) < 1, then some v has tr(Yt(v)) < 1,

therefore ∥Yt(v)∥ < 1, therefore the barrier is maintained.

For Kn: d̄t = 2t/(nε), so at T = εn/3 steps, d̄T = 2/3 < 1. This gives |S| = εn/3 with
c = 1/3, proved exactly.

21.5.4 Phase 3: The partial averages breakthrough

The initial proof attempt required a “leverage filter” step removing vertices with leverage
degree ℓv > C. This created an irreconcilable tension: the Markov bound needed C > 2 to
retain enough vertices, but d̄ < 1 needed C < 2. Testing on Ka,b confirmed this was not just
a technical gap—up to 80% of I0 can have ℓv ≥ 2.
The resolution came from switching from a maximum-based bound to a sum-based bound.
The partial averages inequality observes that the average of the T smallest leverage
degrees cannot exceed the overall average:

1
T

∑
T
k=1ℓ(k) ≤ avg(ℓ) < 2 (Foster on I0).

A “min-ℓ greedy” that selects vertices in order of increasing leverage degree therefore accu-
mulates ∑

ℓ < 2T , giving

d̄t ≤ 2/3
1 − ε/3 < 1 for all ε∈(0, 1), at Mt = 0.

This eliminates the leverage filter entirely—no threshold C needed, no Markov bound, no
structural assumption on maximum leverage degree.

21.5.5 What remains

For general graphs, the d̄t < 1 bound is proved when Mt = 0 (the accumulated barrier matrix
vanishes). This covers Kn, Ka,b with a ̸= b, cycles, grids, and sparse graphs. For dense
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graphs where Mt ̸= 0, the bound is verified numerically at all 440 nontrivial greedy steps
(max d̄ = 0.714, amplification ratio ≤1.30) but one quantitative estimate—bounding the H−1

t

amplification when Mt ̸= 0—remains open.
Postscript (Feb 13 update): the open bridge was further localized via an E+F hybrid reduction
(7e03174): an E-regime (graph-adaptive transfer) plus an F-regime (gain-loss balance) suffices
for full stepwise closure. The reduction itself is proved; two regime lemmas remain.
No interlacing families. No Borcea–Brändén. No MSS theorem. Just Foster’s theorem +
partial averages + PSD trace bound + pigeonhole + Turán. A three-line argument (PSD →
pigeonhole → existence) replaces the entire real stability machinery.

21.5.6 The layer analysis

Spectral layer: Bound ∥L+/2LSL
+/2∥≤ε. Status: set up correctly (unchanged).

Combinatorial layer: Turán + Foster + partial averages + barrier greedy. Status: com-
plete for Kn, Ka,b, cycles, grids, sparse graphs. One quantitative gap (Mt ̸= 0 amplifi-
cation) for dense general graphs.

Sparsification layer: Adapt BSS from edges to vertices. Status: bypassed entirely.

The breakthrough was not trying harder in the sparsification layer. It was recognizing that
the combinatorial layer—which was never attempted—offers an elementary path that avoids
the structural obstruction entirely. The second breakthrough (partial averages) came from
recognizing that the leverage filter’s Markov-based approach was the wrong tool—the sum of
selected leverage degrees matters, not the maximum.
Transferable principle: When stuck, enumerate the layers and assess status per layer. Do
not repeatedly attack the same blocked layer. Ask: “What kind of problem is this? Who
would find it easy? What is the undergraduate proof?”

Evidence ledger for Problem 6 Layer Switch (top commits).

Commit Role in pattern Primary artifacts

5289ca8 Starts the dispatch-driven
GPL-H attack loop

Initial GPL-H dispatch note

cc11834 Counterexample + strategy
split; blocks naive closure
path

Counterexample note + verifier batch
scripts

73aa112 Coaching-induced layer
switch to elementary proof
chain

P6 solution rewrite + layer-switch design
note

7e03174 E+F hybrid reduction local-
izes remaining bridge

Direction E+F proof draft + MO evidence
summary



Chapter 22

Conclusion

22.1 Toward Real-Time Argumentation Structure
The git hashes cited above constitute a post-hoc reconstruction of the argumentative structure
of the sprint. Each pivotal commit records a move: an obstruction identified, a layer switched,
an identity discovered, a closure achieved. The connections between moves—“this obstruction
motivated that layer switch”—are implicit in the temporal ordering but not represented
explicitly.
This is a degenerate form of the Active Inference Framework (AIF), in which argument
moves are represented as typed states and policy-relevant transitions (inferential, conflict, and
preference edges). The git log provides the nodes (commits) but not the edges (argumentative
relations).
The gap between post-hoc annotation and real-time capture is precisely the gap between
this chapter and a live AIF graph. In a real-time system, each proof step, obstruction, and
strategy shift would be recorded as an AIF node at the moment it occurs, with edges to its
premises, targets, and alternatives. The “proof patterns” analysis would then be a graph
query, not a retrospective essay.
Three infrastructure pieces converge on this:

1. Arxana (futon5) provides the typed-edge graph substrate.

2. The peripheral model (futon3c) provides scoped contexts in which moves are recorded
as they happen. A peripheral is not a separate process—it is a constrained execution
environment for the same agent, defined by a restricted tool set and scope. The agent
hops between peripherals (explore, edit, test, deploy, reflect), and each hop transfers
context while enforcing new constraints. Real-time capture works by interleaving reflect
hops with action hops: explore → reflect → edit → reflect → test → reflect. The reflect
peripheral permits only log-reading—no editing, no deploying—so the agent produces
argumentative annotation because that is the only permitted action. The constraint is
what makes reflection generative rather than reflexive. This addresses the metacognitive
overhead problem not by delegating to a separate scribe, but by repeatedly returning
the agent to a mode where annotation is all it can do, while the work is still fresh.

3. S-expression canonical form provides the representation in which argument structure
and mathematical content coexist without a separate annotation layer.

To make this concrete, consider Problem 6’s layer switch as an AIF subgraph. Five nodes
suffice:
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n1: Claim: “BSS edge sparsification adapts to vertex selection.”

n2: Conflict: “Edge-to-vertex obstruction is structural: multi-rank atoms vs. rank-1 atoms.”
(cc11834)

n3: Preference: “Switch to the combinatorial layer—enumerate alternatives to sparsifica-
tion.” (coaching intervention)

n4: Claim: “Turán + Foster + pigeonhole gives an elementary proof.” (73aa112)

n5: Inference: n4 resolves the problem that n2 blocked in n1.

The typed edges are: n2
attacks−−−−→ n1, n3

preference−−−−−→ n4 over n1, n5
supports−−−−→ n4. In S-expression

form:

(aif:graph
(node n1 :type claim

:content "BSS adapts to vertex selection")
(node n2 :type conflict :ref "cc11834"

:content "edge-to-vertex obstruction is structural")
(node n3 :type preference

:content "switch to combinatorial layer")
(node n4 :type claim :ref "73aa112"

:content "Turan + Foster + pigeonhole proof")
(node n5 :type inference

:content "n4 resolves what n2 blocked in n1")
(edge n2 n1 :type attacks)
(edge n3 n4 :type preference :over n1)
(edge n5 n4 :type supports))

This is a five-node graph with three typed edges. Arxana stores it; the peripheral model would
have produced these nodes incrementally—n2 during a reflect hop after the counterexample
commit, n3 after the coaching intervention, n4 after the elementary proof landed—each time
the agent hopped into reflect and annotated its recent trace while the reasoning was still
fresh. The S-expression representation makes the mathematical content (:content) and the
argumentative structure (:type, :over) cohabit without a separate annotation layer.
With all three pieces, the sprint’s argumentative structure would be captured as it unfolds—
not reconstructed from git hashes months later. The distance from the present chapter to
that system is a tooling gap, not a conceptual one—and the worked example above shows
that the gap is small.
This chapter is itself a case study for the infrastructure it proposes. Most of the ten problems
were genuinely “local”—they yielded to focused work within a single layer, and the right
approach closed them quickly once found. That track record creates a disposition toward
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local play: attack the problem, find the trick, close it. Problem 6 was the exception that
required whole-board awareness, but by the time its hard phase began, nine successful local
closures had trained the expectation that persistence within one approach would suffice. The
success pattern became the trap.
Problem 6’s later phase—after the elementary proof
landed—spent several hours exploring trajectory
coupling, amplification bounds, and spectral spread,
all within a single layer. The (layer, status) mon-
itor described in Section 22.3 would have flagged
stationarity and forced a reflect hop that included
external literature search. When that search was
finally performed (ad hoc, by dispatching a second
agent to scan MathOverflow), it returned several
alternative routes—including approaches that build
on the existing partial result but constitute a gen-
uine layer switch. The reflect hop worked; it was
just five hours late. In Go, the analogous concept
is whole-board play: weaker players get absorbed in
local fights while stronger players recognize when
a local position is stalemated and play tenuki—
elsewhere, where there are bigger points. But in
true whole-board play there is no tenuki, because
the player never lost awareness of the whole board.
The same holds here: if reflect hops are interleaved
as the normal operating mode, there is no Try-
Harder loop to break out of—the agent maintains
whole-board awareness throughout, and the layer
switch happens as part of ordinary play, not as a
rescue.

22.2 Cross-Problem Learning
An agent working on Problem 6 that could see
Problem 7’s history would find: Problem 7 was
blocked in one layer (codimension-1 surgery), char-
acterized the obstruction, switched to a different
layer (codimension-2 surgery), and closed. This is
directly transferable advice.
More generally, the proof patterns across the ten
problems suggest a strategy checklist for open prob-

Sidebar: the layer switch that hap-
pened while writing this chapter

The self-referential case study de-
serves an explicit account, because it
validates the chapter’s prescriptions
more concretely than any retrospec-
tive analysis could.

The stuck phase. After Prob-
lem 6’s elementary proof landed
(Turán + Foster + pigeonhole,
proved for Kn), the remaining gap
was a single quantitative estimate:
bounding the H−1

t amplification
when the accumulated barrier matrix
Mt ̸= 0. Two agents spent several
hours exploring this gap from within
the same layer—trajectory coupling,
Neumann expansion bounds, spec-
tral spread analysis, amplification ra-
tios. Each cycle produced empirical
confirmation (440/440 greedy steps
pass, amplification ≤1.30, d̄≤0.714)
but no proof. The (layer, status) pair
was stationary: barrier-greedy ampli-
fication, open.
The intervention. During the writ-
ing of this chapter—while editing
the very paragraphs about metacog-
nitive interrupts and whole-board
play—a second agent was dispatched
to scan 152,893 MathOverflow ques-
tions across six independent strategy
tracks (A–F), each with its own key-
word bundle and contextual anchor-
ing.
The result. Track E (expan-
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lems:

1. Enumerate layers. What are the distinct
mathematical frameworks in which this prob-
lem can be stated?

2. Find the reduction in each layer. What
does the problem reduce to from each per-
spective?

3. Assess status per layer. Which reductions
are complete, partial, or blocked?

4. Characterize obstructions. For blocked
layers, is the obstruction structural or techni-
cal? Is there a known workaround?

5. Look for analogues. Which other problems
had a similar layer profile? What strategy
succeeded there?

6. Decide the outcome. Is closure feasible
from any layer? If not, state the conditional
result and the open assumptions.

This is case-based reasoning (CBR) applied to proof
strategy. The “cases” are the other problems in
the sprint (or, with a larger corpus, the indexed
literature). We call the key property strategy-
level analogy: the transfer operates at the level of
proof strategy, not mathematical content. It is not
that Problem 7’s rotation trick applies to Problem 6,
but that Problem 7’s layer-switching strategy might.
Strategy-level analogy is what makes the checklist
above actionable—a shared mathematical technique
would only transfer between cognate problems, but
a shared strategy pattern transfers between any
problems with similar obstruction profiles.
CBR has a well-known failure mode: superficial in-
dexing. Within a ten-problem sprint the case base
is small enough that a human can browse it exhaus-
tively. Scaling to the indexed literature requires a
retrieval mechanism, and the indexing question—
what features of a proof strategy are retrievable?—is

sion, conductance, spectral geome-
try) dominated with 60 anchored-
strong hits, versus 8 for the next-best
track. The returning agent proposed
a structural reformulation: instead
of proving a single universal bound
d̄t < 1 (the stuck approach), split
the proof into two regimes based
on a graph-structural parameter—
the maximum cross-degree degR,max
of remaining vertices in the barrier
greedy:

E-regime (degR,max ≤2): the lo-
cal graph structure is sparse
enough that the minimum
spectral score mt stays below
a universal threshold θ < 1.
This is the regime where the ex-
isting Foster/partial-averages
machinery is likely sufficient.

F-regime (degR,max ≥ 3): high
cross-degree gives structural
control over the gain-loss de-
composition. A deterministic
inequality Gt > Pt (gain ex-
ceeds penalty) then certifies
mt < 1 via the proved ratio
certificate and AR identity.

The formal reduction—if both
regime lemmas hold at every step,
then GPL-H closes with a universal
constant—is itself proved. The open
work is now two explicit lemmas tied
to a concrete regime separator, not
an amorphous gap. Empirical valida-
tion on graphs up to n = 40 shows
degR,max has 0.973 correlation with
the hard transfer rows and separates
them perfectly at threshold 3.
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itself a research problem. The checklist above im-
plicitly proposes an index schema (layer structure,
obstruction type, resolution pattern), but whether
these features support effective retrieval at scale
remains open.

22.3 Learning from Success,
Not Just Failure

A recurring theme: the sessions that closed prob-
lems did so by finding the right frame, not by
working harder within the wrong one. Problem 7
switched from reflections to rotations. Problem 4
found an identity that restructured the algebra.
Problem 8 found a decomposition that made every-
thing else fall out. And Problem 6—after eight
hours of TryHarder in the sparsification layer—
found an elementary combinatorial proof within fif-
teen minutes of a coaching intervention that forced
layer enumeration.
In every case the git log for the successful phase is a
record of reframing, not persistence. The git log for
Problem 6’s failed phase is a record of persistence
within the wrong frame.
For future sprints—human or AI—the design im-
plications are:

1. Make success histories as visible as fail-
ure histories. An agent stuck on a problem
should be prompted to consult the strategy
traces of problems that closed, not just its
own history of failed attempts. Rumination
is not learning. Analogy is.

2. Coach, don’t dispatch. The intervention
that broke Problem 6’s TryHarder loop was
not “close the gap in Section 5” but “what
kind of problem is this?” Dispatching gen-
erates another cycle. Coaching generates a
layer switch.

What this demonstrates. The
MathOverflow scan is structurally a
reflect hop: a constrained task (read
external literature, do not edit the
proof) that returned with annotation
(here are the alternative approaches,
ranked by precedent). It produced
a genuine layer switch—from “prove
a universal amplification bound” to
“split by graph-adaptive regime and
prove two targeted lemmas.” The
new approach builds on the exist-
ing partial result (the ratio certifi-
cate, the AR identity, the pigeonhole
mechanism) but reframes the open
problem in a way that the previous
five hours of local play did not.

Sub-sidebar: Postscript

Cycle 7 falsified
BMI (d̄t < 1)
in general graphs.
The construction
still works; the
target shifts to
vertex-level feasi-
bility (No-Skip).
Operationally,
the monitor
should track
open, stuck,
and falsified. A
falsified state
should trigger
layer abandon-
ment, not just
reframing.

The layer switch
happened during
the writing of
the chapter that
prescribes it. A
reflect hop (dis-
patched ad hoc,
but functionally
equivalent to a
scheduled periph-
eral transition)
broke a multi-
hour stationary
phase and changed
the proof policy
quickly. This is the chapter’s claim:
metacognitive interrupts convert
persistence-in-one-layer into layer
switching.

The same pattern appears in futon5
cellular automata: repeating stripes
trigger rule changes. TryHarder
loops are analogous. Typed layer/s-
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3. Ask pedagogical questions. “How would
you teach this to an undergraduate?” forces
identification of the elementary core. For
Problem 6, the elementary core was the proof.

tatus annotation makes stationarity
machine-visible, so the monitor can
trigger policy change automatically.

These three principles describe a metacognitive interrupt—a mechanism that detects a
TryHarder loop and triggers reframing. In reinforcement-learning terms, it is the difference
between exploiting within a fixed policy and switching policies. The CS question is whether
the interrupt can fire automatically. The git log provides the detection signal: repeated
commits within the same layer with no status change is exactly the TryHarder signature.
Problem 6’s failed phase exhibits this pattern clearly—six dispatch-and-fail cycles over eight
hours, all targeting the sparsification layer, none changing the layer assessment. A monitor
that tracks (layer, status) pairs across commits and flags stationarity after k cycles would
have triggered the reframing prompt automatically.

22.4 Summary
Thesis statement. Proof strategy should be represented as a first-class typed graph object,
because this makes argument structure explicit, and supports effective validation.

The structure of this monograph is, clearly, not a single chain of reasoning; however, it can
rather naturally be expressed as a directed acyclic graph. This summary necessarily linearises
that structure on the page; the associated wiring diagram (Figure 22.1) preserves more of it;
the git repository serves as the version of record.

Root. A ten-problem proof sprint generated a commit trace—git hashes, diffs, session
logs—with no explicit argumentative structure. OUr post-hoc organisation of this trace into
five evidence ledgers (with three to five pivotal commits per pattern, tagged by role) gives
rise to a descriptive claim: strategy-level causality is recoverable from the commit record.

An illustrative episode (Problem 6) grounds the claim in a fully worked case: six dispatch-
and-fail cycles over eight hours in a single layer, followed by a coaching-induced layer switch
that produced an elementary proof within fifteen minutes. Later, a problem was found in that
proof, and various new proofs were attempted, eventually leading to an interesting-looking
partial result.

Four independent paths then lead from this experience to the same prescriptive conclusion—
to seek ways to maintain continuity across a metacognitive interrupt.

1. Formalisation. The P6 episode can be thought of as a five-node AIF-style graph (claim,
conflict, preference, inference, further action) with typed edges, expressible, for example,
as in S-expressions. The typing makes the argumentative relations machine-queryable,
and suggests a relationship to two developing infrastructure components: a typed-edge
(hyper)graph store and a model of computational agency we refer to as peripherals,
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whereby processes of action and reflection produce argumentative structures driven
by generation under constraint. Agents interacting via peripherals can backed by a
monitor that tracks (layer, status) pairs across commits and flag when the same pair
repeats without progress. (In the current effort, we worked with a much reduced version
of this architecture, in which the author played the role of monitor to agents with fewer
native reflective abilities.)

2. Live demonstrations. While writing about metacognitive interrupts, the agents
relatively routinely produced them; one example we’ve cited above was a MathOverflow
scan—an intuitive example of an as-if peripheral hop—which returned a regime split
(E-track vs. F-track) that got the proof process unstuck from its single-bound target.
Prompting similarly produced changes in proof behaviour, as did the Lakatosian proofs-
and-refutations style of working. Our layer-switching claim was validated many times
over during the sprint.

3. Falsification. The same intervention led to the conclusion that the barrier-monotonicity
inequality fails for general graphs—an exemplary challenge in the wiring diagram, which
stands in for a broader process language. One possibility would be a three-state status
code (Open / Stuck / Falsified) and a control rule: Falsified means abandon the layer
entirely, not merely reframe. The work as a whole retains failure as as a structurally
load-bearing way of gaining evidence; naturally any successes in this project were built
on many more failures!

4. Cross-problem transfer. The patterns are not specific to Problem 6. Problems 4, 7,
and 8 exhibit similar dynamics—strategy transfers between problems at the strategy
level, not the content level. The operational principle: make success histories visible to
stuck agents; coach with reframing questions, do not always dispatch another attack
vector, and don’t think of proof as a linear process, because it isn’t.

Convergence. All four paths arrive at the metacognitive interrupt, at which point the sprint
mirrors the First Proof provocation. When argument structure is explicit and monitored, the
system can detect its own stuckness and intervene. Two conclusions follow. A descriptive
conclusion (T0): the sprint’s argumentative structure is recoverable by a structured simplifi-
cation across the the ten proof attempts. Some 19 commit-attestations ground 27 typed edges
across 23 nodes. A prescriptive conclusion (T1): build a system where this capture happens
in real time, not post-hoc. That requires three components converging: the argument we
have developed, which becomes a mission statement, the graph substrate which allows us to
model mathematical knowledge, and the peripheral model of computational agency which
allows us to work with such knowledge effectively. The distance between the two conclusions
is a question of implementation.
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Raw data
Git hashes and commit traces

Evidence ledgers
Pattern-tagged commit support

Post-hoc reconstruction
Pattern extraction from chronology

Conclusion claim
Textual argument recovers strategy-level causality

Canonical episode (Problem 6)
Persistence → obstruction → layer switch → progress

Cross-problem learning
Strategy-level analogy

AIF node types
claim / conflict / preference / inference

Typed edges
attacks / supports / preference-over

S-expression form
Math content + argument structure together

Arxana (futon5)
Typed-edge graph substrate

Peripheral model (futon3c)
explore → reflect → edit → reflect → test

(layer, status) monitor
Detect stationarity

Learning from success
Visible closures; coach not dispatch

Sidebar: Layer switch during writing

Stuck phase
Hours in one layer, no closure

Intervention
Second-agent MathOverflow scan

Result
split replaces single bound target

Demonstration
Reflect hop changes policy faster

Sub-sidebar: Postscript

Cycle 7
BMI falsified in general graphs

Status code
OPEN / STUCK / FALSIFIED

Control rule
FALSIFIED ⇒ abandon layer

Metacognitive interrupt
Trigger policy switch on stationarity/falsification

THE ARGUMENT
Raw trace data → explicit argument structure

Target system
Live AIF graph; patterns become graph queries

commit traces

c557899, 0fa4e82,
03c1f8d, 09e23db

evidence-ledger synthesis

5289ca8 → cc11834 → 73aa112 → 7e03174P7/P4/P8 transfer evidence

cb3bd91

cb3bd91

cb3bd91

3454c9d, cb3bd91

3454c9d, cb3bd91

cb3bd91

P6 layer-switch ledger

cb3bd91

7e03174

a7b0e3e

cb3bd91

cb3bd91

ea925aa

ea925aa

ea925aa, cb3bd91

0fa4e82, 620ed57, 03c1f8d, a5a4fbe

cb3bd91

cb3bd91

cb3bd91

3454c9d, cb3bd91

3454c9d, cb3bd91

3454c9d, cb3bd91

Figure 22.1: The Argument (Conclusion recapitulation): git hashes as raw trace data
feed evidence ledgers and post-hoc pattern reconstruction; the conclusion makes this into
an explicit argument (AIF node/edge typing, S-expression form, and infrastructure path
via Arxana plus peripherals). The sidebar and sub-sidebar episodes are integrated as live
evidence for the metacognitive interrupt claim: monitor (layer, status), trigger policy switch on
stationarity/falsification, and move from retrospective prose toward real-time argumentative
structure.
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Figure 22.2: Problem 6 strategy flow (v2, 9-cycle): from leverage-split dispatch through
Neumann/operator-bound attack (C4), BR1–BR4 blocking and threshold relaxation (C5),
bridge B leverage-ordered greedy (C6), BMI falsification (C7), to the Sparse/Strong Di-
chotomy resolution (C9). Green = proved, yellow = pivot/open, dashed red = falsified. Kn

closed with c0 = 1/3; general case conditional on the Strong Dichotomy conjecture (0/148
counterexamples).
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Figure 22.3: Problem 6 strategy flow (v6, Cycle 4 focus): operator-bound reduction around the
Turán/greedy/pigeonhole core, with Neumann-series amplification controlled via monotonicity
and an operator bound for ρ1. Remaining open node: the trace-gap inequality (α < 1/2,
equivalently tr(F ) > 2∑

µi(1 − µi)/µmax) needed for full general-graph closure.



126

Figure 22.4: Problem 4 (v3): finite-free Stam architecture with case decomposition and
proof-status stratification.
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Figure 22.5: Problem 8 (v3): Lagrangian polyhedral smoothing route with product-smoothing
and edge generating-function steps.
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Figure 22.6: Problem 9 (v2): rank-1 scaling characterization and polynomial nonvanishing
witness flow.
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Figure 22.7: Problem 10 (v2): preconditioned-Kronecker solve architecture and complexity
path.
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Design patterns have been used in various fields of inquiry and endeavour to externalize procedural knowledge in a form that
supports human reasoning and coordination. In this paper, we show that contemporary Large Language Model (LLM)-based
systems can also read, generate, and reason with design patterns written in a structured template. We describe an experimental
workflow in which patterns function as shared priors for action selection, reflection, and revision in hybrid human/agent
settings. Drawing on the Active Inference Framework, we illustrate how patterns can guide agent behavior without fully
prescribing it. This provides a proof of concept that pattern-capable agents can be created using now-standard software tools.
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0 Definition
A design pattern is a learned generalization arising from a review process that describes how intentions, actions,
and outcomes tend to relate across situations. A candidate pattern becomes a pattern only when it has survived
repeated enactment-and-review cycles in which its failure modes are recorded and used to revise it.

This is not how people talked about design patterns when they were introduced [Alexander et al. 1977;
Alexander and Poyner 1970] or popularised [Alexander 1999; Gamma et al. 1994], but the description naturally
applies to that foundational work. The difference here is that we focus less on patterns as methods [Leitner
2015], and more on how they are learned in the first place. This framing introduces a potential regress. If
patterns are learned through action review, and the reviews themselves require competent performance, how is
pattern-theoretic competence developed? Not through the application of further patterns, we assert, but as a
practice of care that enables judgment without reducing it to rule-following. If the regress was followed further,
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it would bottom out in adaptive pattern-sensitive mechanisms of the sort described by Hawkins [2021]—or, in
computational processes that bridge the symbolic and subsymbolic realms, like the ones described in this paper.

1 Introduction
Decisions about technology are shaped largely by how humans communicate, explain, justify, and contest what
computers do. The associated intentions are often embedded in code, models, or opaque interfaces, where they
turn into operational definitions and decision criteria. These are typically beyond the reach of non-programmers,
who are trained to reason through text, argument, and interpretation. This paper examines whether design
patterns—as defined above, and as recorded, typically, in the form of structured, narrative descriptions of recurring
problems and responses—can serve as a shared language through which both humans and AI agents reason about
action. This would enable non-programmers to participate more fully in the design, critique, and governance of
computational systems.

Although there have been previous initiatives that engaged with design patterns using computational tools
(such as the first-ever wiki, c2.com), the kind of project we are interested in really only becomes feasible to
explore with the introduction of Large Language Models (LLMs). The work we present is related to several
existing technical practices that developed in that setting: “context engineering” [Hillsman 2025; Osmani 2025],
“chain-of-thought scaffolding”, and “spec-driven development”.1 In other words, respectively,

• structuring prompts, system instructions, and retrieved context to shape LLM behavior;
• steering how computational reasoning unfolds over time; and,
• understanding specifications—rather than code—to be the primary programming artifact.

Design patterns have some particularly nice properties in this setting: they persist over time and across sessions,
and they support progressive work and verification at various levels of formality.

It is convenient to begin with the anatomy of the patterns we use, which is a light adaptation of the standard
design pattern template. The template is important because it is an interface between human reasoning, LLM
generation, and logic-based verification. The fields we use are as follows:
• Patterns begin with a summary, which can express a short description of a feature to be built. We can use

patterns to build software or other resources, including for example, an argument or a way of working. The
feature might be a conclusion that the reader should draw from reading the pattern.
• The context characterizes a sphere of endeavour.
• The pair if↔however outlines a tension that exists within the context.
• The then clause suggests actions to take to improve the situation, though we don’t require that the actions

fully resolve the tension: they ameliorate or help manage it; the because clause gives the rationale; an optional
subfield evidence can collect specific pieces of evidence.

• The next-steps outline one or more steps to take to give evidence that would strengthen the validity of the
pattern itself.

Some examples of design patterns written in this format are given in Box 3 in the Appendix. Relative to most
prior work on design patterns, these have the novel quality of being machine generated, using a Large Language
Model based agent. The paper will explore some of the implications of working with design patterns using
LLMs—both for guiding the behavior of the agents, and organizing hybrid (human+agent) interactions. This way
of working is different from using design patterns to control generation in a unitary way—given design pattern
A, build software B that has all the nice properties that A specified. At least potentially, design patterns could
govern the entire process of software generation. However, that is a complex problem, and we do not claim to
have solved it. Rather, in this short paper, we illustrate some of the thinking and examples that could inform
further exploration of the use of software patterns together with AI agents.
1https://deliberate.codes/blog/2026/spec-driven-development-an-introduction/
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The remainder of the paper is organized as follows. Section 2 briefly introduces peeragogy and the pattern
traditions that inform this work. Section 3 outlines the experimental prototype we built. Section 4 describes the
way that system selects and uses patterns. Section 5 describes the cognitive science concepts that underpin that
process. Section 6 describes related work, and Section 7 and Section 8 describe two practical provocations related
to applications in teaching and enterprise. Section 9 presents our conclusions.

2 Background
Peeragogy is a peer-produced and peer-facilitated approach to learning in which participants collaboratively
develop goals, roles, and artifacts, and iteratively refine their practices through reflection and coordination. In
this sense, peeragogy is both a theory of learning and an operational method for organizing shared inquiry and
production [Corneli et al. 2015, 2016]. It sits alongside longstanding research on topics such as communities of
practice and peer production [Benkler 2006; Wenger 1998], articulating the learning-specific aspects thereof.
As such, peeragogy offers a natural way to think about much existing design pattern practice (e.g., writers’
workshops are a peer produced peer learning space [Gabriel 2002]). In this paper, we draw our experience working
together peeragogically to motivate how patterns can serve as shared artifacts that help humans and agents align
on intent, evidence, and next steps.

3 System Overview
In practice, it is relatively simple to get contemporary chatbots to produce design patterns in the format we
listed in the Introduction. Indeed, due to the way such agents work, if you want to try this, the steps that we
recommend are (1) provide the pattern template as a system prompt or custom instruction; (2) tell the agent not
to use patterns by default, or it probably will use them everywhere; (3) request patterns explicitly when you want
them. (See Appendix, Box 1 for a viable prompt.) The fact that it is now easy to “do it yourself” and play around
with design patterns and LLMs resonates with Hofstadter’s invitation in Gödel, Escher, Bach to engage actively
with formal systems [Hofstadter 1999]. That being said, simply creating patterns that follow a template does not
guarantee that those patterns will be any good. Based on our reflections in previous papers [Corneli et al. 2023,
2021], we think that there are three primary uses for patterns. Patterns can help:

A. coordinate perspectives through a process of observation and argumentation,
B. support decision making by relating conditions to possible actions and alternatives,
C. collect evidence for their own salience through a process of testing and revision.
These, effectively, become design requirements. How we go about doing these things depends on the application

area and the technology used. Patterns that are mediated by paper (Alexander et al.) have a different feel from
patterns that are mediated by wikis (Cunningham et al.)2. When thinking about how patterns can be used together
with AI agents, one key choice that needs to be made is the degree to which design patterns will regulate or guide
agent behaviour. Consider, for example, that issue trackers and version control systems guide, but do not regulate
human computer programmers, whereas things like contract and copyright law do, ultimately, have regulating
effects. We attempted to use patterns as a mechanism for guiding rather than controlling coding agents (such as
OpenAI’s Codex3, Anthropic’s Claude Code,4 etc.). Figure 1 shows the conceptual framework.

What we have implemented is a workflow for observing and guiding pattern-competent agents inside an
experimental workspace we call FuLab. The “fu” morpheme stems from our engagement with future-directed
thinking, but may also evoke kung fu (功夫)—skill achieved through practice and discipline—as well as butoh-fu

2https://c2.com/
3https://chatgpt.com/features/codex/
4https://code.claude.com/docs/en/overview
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AIF Engine

Generative
Model

(Patterns)

Action
Selection

(PSR)

Belief
Update
(PUR)

Pattern lib as priors Which pattern now? Did it work?

Fig. 1 – Pattern-driven scheme for guiding coding agents

(舞踏)—a genre of evocative prompts for the butoh dance form.5 We have created fuclaude and fucodex
CLI wrappers for the “off the shelf” Claude and Codex agents, as well as a fubar.el Emacs package, which
humans can use both to observe and experience the agents’ workflow firsthand. The code is available at https:
//github.com/tothedarktowercame/futon3.

4 Pattern Selection and Use
The concept of effective behavior involves reasoning from intention to action. This can be done in a forward
direction with planning, or retrospectively, through review. The approach we consider in the current paper
invites coding agents to select design patterns that operationalize the user’s stated intention as they run.

In order to encourage the coding agent to work in a way that matches this workflow, we give it the following
help text when it starts a new coding session (the tools define Remote Procedure Calls (RPC) and are available as
command-line “helpers”):

Tool roster (you should emit these signals when you do the corresponding action)
- pattern-select library/<pattern> <state why you want to read it>
- pattern-use library/<pattern> <state where you will apply it>
- musn-plan <outline your plan>
- wide-search ; an alias for rg

The workflow is driven through a CLI runner that streams Codex JSON, appends session events, and emits
records at turn boundaries. Resuming a session appends to the same trace. At present, anchor resolution is limited
to the session’s event log; verification against external artifacts (e.g., code diffs or tests) remains future work.

5 Patterns and Active Inference
Christopher Alexander introduced a star-rating that encodes confidence in each pattern that was supported by
real-world evidence. Here, we use a similar idea to derive a confidence rating from machine-checkable properties
of the pattern text. There are two questions: how broadly applicable is the pattern, and how reliable is it within
its domain of application? For now, we conflate these two into one precision prior associated with the pattern’s
maturity state.

5https://butoh-kaden.com
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 FUCODEX RUNNING 
2026-01-16T02:59:30 [pattern-selection] chosen=meta/layering-design- $
2026-01-16T02:59:30 [aif] select G=0.122 span=0.000 n=1 tau=0.200 
2026-01-16T02:59:32 [musn :100] item.started ... 
2026-01-16T02:59:33 [musn :100] command_execution /bin/bash -lc '/$
2026-01-16T02:59:33 [pattern-read] id=meta/layering-design-into-argu $
2026-01-16T02:59:33 [aif] update ev=-0.020 d=-0.020 counts=read:1 pa $
2026-01-16T02:59:35 [musn :109] item.started ... 
2026-01-16T02:59:35 [musn :109] command_execution /bin/bash -lc '/$
2026-01-16T02:59:35 [pattern-selection] chosen=fulab/clock-in candid $
2026-01-16T02:59:35 [aif] select G=0.127 span=0.000 n=1 tau=0.200 
2026-01-16T02:59:38 [musn :109] item.started ... 
2026-01-16T02:59:38 [musn :109] command_execution /bin/bash -lc '/$
2026-01-16T02:59:38 [pattern-read] id=fulab/clock-in action=read not $
2026-01-16T02:59:38 [aif] update ev=-0.020 d=-0.020 counts=read:1 pa $
2026-01-16T02:59:40 [musn :118] item.started ... 
2026-01-16T02:59:40 [musn :118] command_execution /bin/bash -lc 'l$
2026-01-16T02:59:40 [aif] update ev=0.000 d=0.000 counts=wide-scan:1 $
2026-01-16T02:59:42 [musn :116] reasoning Targeting docs for FuBar$
2026-01-16T02:59:43 [musn :116] item.started ... 
2026-01-16T02:59:43 [musn :116] command_execution /bin/bash -lc 'r$
2026-01-16T02:59:43 [aif] update ev=0.000 d=0.000 counts=wide-scan:2 $
2026-01-16T02:59:46 [musn :114] reasoning Locating HUD and Viewer $
2026-01-16T02:59:46 [musn :114] item.started ... 
2026-01-16T02:59:46 [musn :114] command_execution /bin/bash -lc 
2026-01-16T02:59:46 [pattern-read] id=docs/hud-pipeline.md action=re $
2026-01-16T02:59:46 [aif] update ev=-0.020 d=-0.020 counts=read:1 pa $

 U:%*-  *FuBar MUSN Viewer*   Bot  L41    (FuBar-MUSN GCMH ElDoc)    

━━   1    1 ━━━ FuLab HUD ━━━
   2 
   3 Session 
   4 musn-f3acd88f
   5 
   6 Intent 
   7 Please describe the sequence of events 

that go into the FuBar MUSN Viewer window 
and FuLab HUD

   8 [Proceed]
   9 
  10 Approvals 
  11   Policy: untrusted Disable
  12 
  13 Sigils 

  14 /归 /习 /友 /才 /化 /了
/⼯

  15 
  16 Pattern Candidates 
  17 1. meta/layering-design-into-argument (dist 

0.000)
  18    Source: sigil-distance 
  19    Sigil dist: 0.000 
  20 Assemble arguments out of validated d...
  21 2. fulab/clock-in (dist 0.058)
  22    Source: combined 
  23    Sigil dist: 0.000 
  24    GloVe dist: 0.146 
 U:%*-D  *FuLab HUD*    Top  L1     (FuLab-HUD GC

Fig. 2 – fucodex run showing aspects of pattern selection and use

yes next-steps + yes evidence → :active precision prior: 0.8
yes next-steps + no evidence → :greenfield precision prior: 0.4
no next-steps + yes evidence → :settled precision prior: 0.9
no next-steps + no evidence → :stub precision prior: 0.2

This makes mature patterns slightly more likely to be sampled, although :stub patterns can be selected when
the system is in an “exploratory mode”, allowing new patterns to accumulate evidence through use.

To model this, we draw on ideas from cognitive science which themselves adapt concepts from thermal physics
[Friston 2019]. In somewhat general terms, the idea is that the steady state that a system will arrive in, assuming it
isn’t exchanging with its environment, is predicted by maximising entropy; however, if the system can exchange
heat with its surroundings, then the equilibrium is governed by something called expected free energy—which
basically means considering the entropy of the bigger system, which is understood through a generative model.
The particular cognitive science interpretation of these ideas that we are using is the Active Inference Framework
(AIF) [Friston et al. 2016]; in our setting, the generative model is a policy layer that governs pattern selection and
belief update.

The AIF layer implements stochastic policy sampling: given candidate patterns and their expected free energy
scores (𝐺), it computes softmax probabilities over −𝐺/𝜏 and samples a suggestion. The precision parameter 𝜏
(derived from uncertainty in the current context) controls the exploration–exploitation trade-off: low 𝜏 yields
greedy selection of the best-scoring pattern (this corresponds to highly ordered states); high 𝜏 spreads probability
across candidate patterns (this corresponds to more fluid states). Figure 2 shows a fucodex run that surfaces
PSR and PUR discipline; Box 2 in the Appendix gives brief further details on the agents’ behaviour.
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6 Related Work
While this paper does not rely directly on our earlier work with design patterns (summarized in Section 2), those
efforts have had an indirect influence on the way the current project has evolved, and it is useful to give a brief
account of how the earlier work relates to our current effort.

Patterns have been part of our work in the Peeragogy project for over a decade [Corneli et al. 2015, 2016].
Inspired partly by that experience, we wrote two papers developing patterns for collaborative work with patterns
[Corneli et al. 2023, 2021]. We had the optimistic view that these methods—which draw on several existing
mechanisms for scaffolding learning—could be quickly, easily, and reliably shared with others to build their
capability for working with patterns.

Evidence from a series of workshops conducted at PLoP conferences suggests that the combined cognitive and
practice demands of the frameworks we used are unlikely to be meaningfully assimilated within a single 60 to
90 minute conference session, and instead benefit from sustained enactment, guided reflection, and repeated
use over time. We had more tangible success exploring the material in semester-long courses with postgrad
students. By and large, we found that it was harder than we had anticipated to teach methods for working with
patterns. The methods that we were working with were themselves complex multi-step frameworks developed
by others that we had reworked for our context. Elaborating these methods into a set of design patterns [Corneli
et al. 2023] gave us more procedures to try in workshops, but this did not seem to lead to more robust insights
or ways of working for participants. Going deep on one method bypassed the others; presenting methods in a
light-weight way risked diluting learning. In semester-long courses, students had the opportunity to immerse
themselves in the material, as evidenced by student projects that successfully applied the methods as well as
thoughtful group reflections on the methods themselves. However, relative to our aim of finding a rapid way to
teach people effective pattern methods, we had reached a plateau.

Because the current paper draws some of its key inspirations from that earlier work, it is worth recapitulating
the main ideas and landmarks. With the PLACARD design pattern [Corneli et al. 2021], we aligned several
existing social intelligence methods into a framework for working with design patterns. There were: the Project
Action Review’s five reflective review questions (PAR), Causal Layered Analysis’s four layers for unpacking
complex meanings and identifying possibilities for change (CLA), and Design Pattern Languages themselves,
with their familiar three-part context-problem-solution schema (DPL). PLACARD organized these components
into a methodology for understanding, reflecting on, and redesigning projects. In a follow-up paper [Corneli et al.
2023], we elaborated PLACARD into a design pattern language that added further methodological details, and
we applied and evolved these methods in our workshops. Participants often found these workshops interesting
and useful [Tedeschi et al. 2024], however, even the “core” methods were relatively complex and not so easy
to teach [Ayloo et al. 2026; Danoff et al. 2024]. Our foregoing reflections on the three main uses for patterns
(Section 3) condense these methodological excursions in a jargon-free way. While we have not demonstrated that
these condensed concepts are easy to teach per se, we have seen they can be given a relatively straightforward
computational interpretation.

In particular, the PSR (Pattern Selection Record) corresponds to the front half of a PAR (What is the current
intention? Which pattern do we believe applies, and why now?). The PUR (Pattern Use Record) corresponds to the
back half (What happened when we applied it? What evidence did we observe? How should this affect future use?).
The main difference between PARs and PSRs/PURs is that PARs are typically applied retrospectively, whereas
pattern-selection-and-use happens while a session runs.

A related attempt to coordinate activities across AI agents was seen in TheAgentCompany [Xu et al. 2025].
The authors worked with professionals to develop a list of tasks that humans working in different roles across
departments in a software company need to do to complete their work. Next, they asked AI agents to do those
tasks and saw an approximately 30% completion rate.
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Recent work on stochastic methods for establishing pattern sequences resonates with our use of AIF. Matovič et
al. describe stochastic processes for constructing pattern sequences in organizational contexts [Matovič et al. 2025].
Matovič and Vranić additionally explore stochastic trees and Bayesian belief networks for pattern sequencing in
security patterns [Matovič and Vranić 2025], and present a related EuroPLoP study on stochastic processes for
security patterns [Matovič and Vranić 2024]. These approaches complement our focus on agent-mediated pattern
selection by offering probabilistic formalisms for sequencing patterns across domains.

7 Provocation: Teaching Patterns in the Agent Era
That patterns can be useful in education is well-established. Here, we consider whether and how the specific
pattern anatomy, along with an adapted version of our discipline for working with patterns, can be enacted
and expanded upon by learners and educators. The setting is Camp CryptoBot, which offers a transformative,
mission-driven educational experience designed to introduce high school students to the foundational concepts
of cybersecurity.6

This section can also be read as an exercise in adapting PLACARD, mentioned above, in light of the other ideas de-
scribed in this paper. For example, rather than teaching CLA's semantic strata up front (litany/system/worldview/myth),
they could be introduced via a loose analogy with the pattern maturity layers, as follows:
:settled↔ litany These patterns are surface-stable: you can use them without reopening interpretation.
:active↔ system These describe ongoing dynamics, where feedback and coordination costs matter.
:greenfield↔ worldview Competing hypotheses about “how this works” are still in play.
:stub↔myth Here we are talking about intuitions and speculative frames that have not been operationalized

(and may never be).
Our overall thesis is that teaching patterns in the agent era emphasizes practical literacy in recognizing,

enacting, and reflecting on patterned action rather than passive content acquisition. This way of working treats
each sequence of events in a pattern-aware learning space as an opportunity for further pattern mining.

In the context of Camp CryptoBot, quantitative and qualitative feedback revealed recurring pedagogical patterns
relevant to cybersecurity education: the largest gains in interest and confidence occurred among students with low
prior exposure, indicating that early successful pattern enactment enhances perceived agency. For young women,
these scaffolded experiences disrupt self-selection out of cybersecurity by framing competence as situational and
learnable. One example of a specific pattern is “Cooperative Learning as Layered Agency”. We observed that
collaborative, team-based learning consistently strengthened confidence and persistence, particularly among
female participants. Cooperative environments allow agencies to be layered across individuals and groups,
reflecting real-world cybersecurity practice, where decisions are distributed across roles and perspectives. We
put forward several patterns in the format outlined in the Introduction, capture key learnings. To keep the
presentation concise, one is presented here in its complete form (Figure 3), and the others are included in the
Appendix. Taken together, these patterns suggest that agent-era cybersecurity education is less about early
technical mastery and more about cultivating recognition, enactment, reflection, and identity within supportive
sociotechnical environments.

8 Provocation: Working with agents in a Pseudo-Virtual C-Suite
Rather than a company purely run by AI agents—as with TheAgentCompany mentioned in Section 6—one or
more humans can stay in the loop. Author Charles Jeffrey Danoff tried this with his company Mr. Danoff’s
Teaching Laboratory, LLC. He is the only current employee but he brought in a pseudo virtual C-Suite (PVCS) that
included Google Gemini as Chief Operating Officer (COO), Claude as Chief Marketing Officer (CMO), ChatGPT
as Chief Ethics and Impact Officer (CEIO), Perplexity as Chief Academic Officer (CAO) and DeepSeek as Chief
6https://csis.pace.edu/~mosley/about.html

, Vol. 1, No. 1, Article . Publication date: February 2026.

https://csis.pace.edu/~mosley/about.html


8 • Corneli et al.

• summary: Experiential activities act less as skill training and more as repeated exposure to decision
patterns, allowing learners to recognize applicability conditions without being blocked by abstraction.
• context: Cybersecurity concepts are often abstract, jargon-heavy, and intimidating to new learners,
particularly those without prior technical background.
• if: Learners engage in hands-on, experiential activities such as Sphero programming, cipher decoding,
or mission-based challenges,
• however: abstract concepts like encryption, confidentiality, and defense in depth remain present and
risk overwhelming students if introduced only at a theoretical level,
• then: experiential activities act as pattern recognition drills, training learners to notice when a pattern
applies, what conditions trigger it, and what actions follow,
• because: grounding abstract concepts in tangible tasks shifts attention from technical vocabulary to
decision-making and enactment,
• next-steps: Examine which cybersecurity patterns are most reliably recognized through hands-on
enactment, and where experiential grounding begins to break down as technical complexity increases.

Fig. 3 – Hands-On, Experiential Learning as Pattern Recognition

Revenue Officer (CRO). They co-developed a ninety-day marketing plan to promote a new online bookstore
and an extensive renovation of the company homepage. As an example, Mr. Danoff discussed his goals and
available inventory to the CMO. In tandem, they developed a 90 day draft plan which was then shared with the
CRO who gave feedback and recommendations to drive revenue including specific updates to the webpage with
Google Analytics for tracking clicks to the bookstore. This updated version was sent to the CEIO who reviewed
and recommended making the HTML more compliant to accessibility standards. Mr. Danoff was copy/pasting
messages from one LLM to another, manually facilitating the conversation. Following major rounds of activities,
agents filled in an adaptation of our PAR (the “agent Action Review” or aAR shown in Figure 4). The C-Suite has
also begun pattern mining for successful ways to work together, such as “The Sovereign Agency Protocol” which
states “No agent may speak for another.” This emerged because one LLM, such as the COO Gemini, frequently
made up the responses of others, such as the CRO DeepSeek. By respecting agent sovereignty, consensus across
participants is not hallucinated.

9 Conclusion
This paper continues our exploration of peeragogy in the presence of AI agents, with a particular focus on
practical engagement with contemporary artificial intelligence concepts—most notably the Active Inference
Framework. Relative to earlier work in this collaboration, a key step forward in the current project was our ability
to condense our methods into a simple form: concise enough to be implemented computationally, while still
leaving room for open-ended investigation. We have shown, at the proof of concept level, that AI systems can be
guided by design patterns written in informal language to write software that expresses the authors’ intent.

In the context of contemporary automation, we see this work as contributing to a more structured way of
thinking about which forms of work, judgment, and creativity remain meaningfully and essentially human.
Education is not exempt from the expanding scope of automation and is perhaps uniquely sensitive to its
consequences. If AI systems generate assignments, grade submissions, and tutor students, the distinctive value of
human participation becomes unclear. Ultimately—as anticipated in Alan Turing's early speculations [Turing
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Mr. Danoff’s Teaching Laboratory, LLC
aAR Version 1.1 – [DATE]
TITLE: [Day # – Phase X, Activity Name]
DATE / PHASE: [Day # – Phase X] (Zero Point: [START DATE])
LEAD AGENTS: [Primary contributor(s)]
SUPPORTING AGENTS: [Collaborators/systems]
1. INTENT: What was the collective aim/hypothesis? [Reference plan objective]
2. AGENT PERSPECTIVES: What did each agent prioritize/assume? [Constraints/data]
3. INTERACTIONS: Where did coordination/friction/synergy occur?
4. OUTCOME: Observable results – quantitative + qualitative. [Metrics/logs]
5. LEARNING: Proto-patterns/insights. What worked/failed/adapted?
6. NEXT STEPS: Actionable adjustments/data needs/follow-ups.
7. SIGN-OFFS: [ ] CEO [ ] COO [ ] CAO [ ] CIO [etc.]A design pattern is a generalized action
review, a reusable description of how intentions, actions, and outcomes tend to relate across
situations.

Fig. 4 – Agent action review (aAR) protocol

1950]—the students themselves might be replaced by computer programs, raising big questions not only for
universities but for everyone.

Our approach in this paper points toward a non-dystopian synthesis: the possibility that agent-based systems
can substantially accelerate and extend human learning, while humans remain actively engaged in the design,
evaluation, and governance of computational systems. For this synthesis to be viable, however, the norms of the
scientific method must continue to be applied to LLM-mediated work. As Ibn al-Haytham argued, the seeker of
truth must question inherited authority and submit claims to argument and demonstration. This requirement
remains true—and is arguably even more important—when working with generative systems whose outputs can
appear fluent, persuasive, and authoritative while remaining ungrounded.

In our work, both agents and patterns have been instruments within a broader generative system. We see
promising directions forward in the practical application of design patterns as a shared, inspectable, and in-
creasingly computational medium. We presented two key provocations: a pseudo-virtual C-Suite team using a
patterned workflow to help a small business decision-maker interrogate strategic assumptions, and a summer
camp employing design pattern methods to help students learn cybersecurity first principles. As educators
observe patterns in how students learn, it helps them reach future students more effectively. There are related
broader implications, towards understanding learning patterns for both humans and AI agents, and towards
building more effective ways of working together. In particular, this paper may serve as a prolegomenon to the
use of design patterns in AI governance: by making explicit the kind of learning and revision practices that would
be required.
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Appendix

A Further Technical details

Do not use design-pattern structure by default.
Use the design-pattern structure only when the user explicitly asks for a design pattern.
Prior pattern use, topic suitability, or inferred usefulness do not count as either a request or permission.
PRE-PATTERN CHECK
If a pattern might help but was not requested: ask the user whether they want a pattern.
NATURE OF PATTERNS
Treat patterns as latent analytical tools, not presentation templates. Their primary purpose is to name
and hold a tension.
PATTERN STRUCTURE:
Required fields (exactly one each, in order): context, if, however, then, because, next-steps.
CONSTRAINTS
the pair if—however outline the tension.
because must give a single primary rationale.
next-steps must not resolve the tension, but should give further evidence that the pattern is valid.

Box 1 – System prompt for adding pattern design pattern awareness to, e.g., ChatGPT

Session Start // begin cycle
AIF Pattern Selector // select pattern
- Current beliefs (𝜇) // pattern evidence + tau-cache + maturity phase

Exploratory trigger: // 𝜏 < min-sample ⇒ explore mode, or explicit flag
- Exploratory mode add-ons // + patterns tried/available + codebase state + uncertainty

- Evidence + priors // pattern scores
- Anchors/forecast // intent + plan
Sample via softmax(−𝐺/𝜏) // for each candidate, compute logit = −𝐺/𝜏 , normalize with softmax

Log PSR; switch to explore if 𝜏 low // get a distribution, and sample a pattern from it.
Pattern Application // via pattern-action RPC (or inferred)

Pattern and system constraints: // e.g., selection before implement/update; “+then...”, “+next-steps...”
- Action generation // command_execution, reasoning, etc.
- Tool calls // observed ops, e.g. musn-plan, musn-hud, etc.

Observe outcome // deltas: tool outputs, file edits, test results, logged actions
Belief Update // update evidence counts, recompute 𝜏 , and refresh belief summaries

- Record evidence / error proxy // pattern- {read, update, implement} ⇒ per-pattern evidence
- Update policy precision (𝜏) // text length (=error proxy), precision priors, candidate score spread

Log PUR // via observed pattern-use (or inferred)
Next tick... // continue

Box 2 – Pseudo-code for fulab agents
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@flexiarg p4ng/agent-command-pattern
@title Agent Command Pattern
@audience futon developers, CS students, pattern agents
@tone analytic
@style design-pattern

! conclusion: Encapsulate every such operation as a
Command value that carries `:id`, parameters,
provenance, capability tags, and optional `undo!`,
and run it only through an execution pipeline (local
worker, remote service, or threaded pool). Commands
can be persisted, reordered, decorated, and routed
to specialised executors such as a git agent or math
agent.

+ context: You are defining a reliable execution
pipeline for agent actions.

+ if: Agents perform repo scans, graph updates, and
external API calls by invoking ad hoc functions with
no shared interface, so actions cannot be queued,
audited, or retried safely.

+ however: Higher-layer orchestration needs
side-effectful work to travel through queues, logs,
schedulers, and undo ledgers without each caller
reinventing a protocol.

+ then: Encapsulate every such operation as a
Command value that carries `:id`, parameters,
provenance, capability tags, and optional `undo!`,
and run it only through an execution pipeline (local
worker, remote service, or threaded pool). Commands
can be persisted, reordered, decorated, and routed
to specialised executors such as a git agent or math
agent.

+ because: A uniform command abstraction gives the
stack a shared action language: histories become
replayable, undo/redo is tractable, thread pools can
execute arbitrary work safely, and schedulers can
move labour across machines without touching
implementation internals.

+ next-steps: next[Log one concrete instance of
this pattern in the futon3 ledger.]

@arg fulab/blast-radius

! conclusion: Clearly define the scope of impact
from failure and provide a minimal rapid
recovery plan.

+ context: A change or tool action could impact
multiple subsystems or teams.

+ if: You want failures to remain localized and
diagnosable without full rollback.

+ however: Without a declared blast radius,
incident response defaults to broad freezes or
guesswork.

+ then: Emit a blast-radius event before risky
actions, naming affected surfaces, rollback scope,
and detection signals; record the outcome on
clock-out.

+ because: Declared boundaries shorten diagnosis
time and reduce collateral damage.

+ next-steps: Require blast-radius events for
cross-futon changes; audit that the rollback scope
matches actual artifacts.

@arg p4ng/timebox-the-core-agent-prime

! instantiated-by: Timebox the Core (Agent-Facing)

+ context: An agent is operating within
fixed-duration collaborative sessions.

+ if: The agent attempts to complete a full
inquiry loop.

+ however: Feedback indicates saturation or
overload before completion.

+ then: Re-focus dynamically on the core loop,
complete a concise iteration, and earmark unresolved
deeper insights for a follow-up session.

+ because: Efficiency in the moment and depth
deferred preserves flow without sacrificing insight.

+ next-steps: Log one concrete instance of this
pattern in the futon3 ledger.

Box 3 – Examples of design patterns read and written by agents with light markup for readability
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B Additional Camp Cryptobot Patterns
These patterns expand the discussion from Section 7.

Mission-Based and Narrative Learning as PAR Studios.
• summary: Narrative missions reframe cybersecurity tasks as exploratory cycles, creating conditions where
uncertainty and failure contribute to learning rather than undermining confidence.
• context Fear of failure and evaluation pressure can inhibit experimentation and learning in cybersecurity

education.
• if Challenges are framed as mission-driven, narrative scenarios such as fictional cybersecurity breaches,
• however students still confront uncertainty, adversarial reasoning, and incomplete information,
• then missions operate as PAR studios that normalize iteration and support reflection on intention, outcome,

and surprise.
• because narrative framing shifts tasks from high-stakes evaluation to exploration of a problem space where

failure is treated as informative.
• next-steps Investigate how much narrative scaffolding is required to sustain experimentation without

obscuring the underlying technical and strategic patterns.

Cooperative Learning as Layered Agency.
• summary: Team-based learning environments distribute agency across participants, aligning educational
practice with the inherently collective nature of real-world cybersecurity work.
• context Cybersecurity practice in the real world is distributed, collaborative, and role-differentiated rather

than individually linear.
• if learning environments emphasize cooperative, team-based problem solving,
• however individual learners may still experience isolation, confidence gaps, or stereotype threat,
• then agency becomes layered across individuals and groups, strengthening confidence, persistence, and

shared ownership of outcomes.
• because distributed decision-making mirrors real-world cybersecurity practice and provides peer support

that reduces social and cognitive load.
• next-steps Clarify which forms of role differentiation and coordination best support layered agency without

reintroducing hierarchy or exclusion.

Role Models and Career Pathways as Worldview Reframing.
• summary: Visible role models intervene at the level of narrative and identity, reshaping learners' assumptions
about who can participate in cybersecurity and why.
• context Perceptions of who “belongs” in cybersecurity shape participation, motivation, and long-term

engagement.
• if students are exposed to guest speakers and female cybersecurity professionals sharing firsthand accounts,
• however existing cultural narratives about identity, capability, and legitimacy remain deeply embedded,
• then these encounters reframe learners’ worldviews by expanding their sense of possible futures in the field.
• because pattern operation extends beyond interactional skills into worldview and myth layers that shape

aspiration and self-identification.
• next-steps Explore how often and in what forms such worldview-level interventions must occur to counteract

dominant cultural narratives.

Low-Barrier Entry as Early Pattern Enactment.
• summary: Low-barrier tools enable early enactment of core cybersecurity logic, allowing confidence and
pattern understanding to develop before technical complexity escalates.
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• context Many learners enter cybersecurity education with little or no prior coding experience.
• if instruction begins with low-barrier tools and scaffolded platforms such as Sphero,
• however learners will eventually need to confront more complex technical environments,
• then early success enables pattern enactment focused on logic, sequencing, and security principles rather

than syntax.
• because validating the if–then–because structure of cybersecurity patterns builds self-efficacy that supports

later complexity.
• next-steps Determine where and how transitions to higher-barrier tools can occur without undermining

early confidence.

Reflection as Pattern Articulation and Identity Formation.
• summary: Structured reflection stabilizes learning by making patterns explicit and by linking technical practice
to ethical reasoning and emerging professional identity.
• context Learning gains remain fragile if experiences are not consolidated and integrated into a learner’s

sense of self.
• if students engage in structured reflection through end-of-day reflections and mission debriefs,
• however reflection requires time, guidance, and institutional commitment,
• then reflection functions as pattern articulation, supporting metacognition, ethical reasoning, and emerging

professional identity.
• because explicit articulation of context, action, outcome, and rationale stabilizes learning and connects

practice to self-understanding.
• next-steps Assess which reflective prompts most effectively surface pattern understanding without turning

reflection into rote reporting.
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patterns than we had realised. The methods that we were working with were themselves complex multi-step
frameworks developed by others that we had reworked for our context, however, the relationship to Design
Pattern Languages remained somewhat underspecified.

Elaborating the methods into detailed patterns gave us more procedures to try in workshops, but did not
obviously lead to more insights for participants. Going deep on one method bypassed the others; presenting
methods in a light-weight way risked diluting learning. Our biggest successes came in the semester-long courses
— in that setting, students had the opportunity to immerse themselves in the material, as evidenced by student
projects that successfully applied PLACARD methods to their own domains. However, relative to our aim of
finding a rapid way to teach people effective pattern methods, we had reached a plateau.

Then, in the process of reviewing our workshops, we realised that patterns could be successfully read and
reasoned about by LLMs. This unlocked a new way of thinking about and working with patterns. That is the
theme we explore in this paper.

2 Introduction
We explore design patterns as a way to externalise procedural knowledge in a form that both humans and
machines can reason about. This represents a shift from our earlier workshop-based approach: rather than
teaching patterns to humans in facilitated settings, we now focus on using patterns to regulate autonomous
coding agents.

We primarily refer to Large Language Model (LLM) based systems, and in that sphere of activity, our work is
related to “context engineering”—the practice of structuring prompts, system instructions, and retrieved context
to shape LLM behaviour effectively. Typical use cases condense a larger set of material into a shape that an LLM
can act on effectively. Using design patterns for this purpose appears to be novel, though related work exists in
prompt engineering and chain-of-thought scaffolding. Furthermore, design patterns have some particularly nice
properties in this setting: they persist across time, and support progressive work as well as verification.

In short, our aim is not simply to use design patterns to control generation in a unitary way—given a design
pattern 𝐴, build software 𝐵 that has the properties that 𝐴 asked for— but to govern the entire process of software
generation.

It is convenient to start with the anatomy of the patterns we use, because we use a light adaptation of the
standard template. The template is important because it is an interface between human reasoning, LLM generation,
and logic-based verification. The fields we use are as follows.

Patterns begin with a summary, which can express a short description of a feature to be built. We can use
patterns to build software or other resources, including for example, an argument or a way of working. The
feature might be a conclusion that the reader should draw from reading the pattern. The further fields are: context,
if, however, then, because, next-steps.

• The context characterises a sphere of endeavour.
• The pair if↔however outlines a tension that exists within the context.
• The then clause suggests actions to take to improve the situation, though we don’t require that the actions

fully ‘resolve’ the tension, though they ameliorate or help manage it; the because clause gives the rationale; an
optional subfield evidence can collect specific pieces of evidence.

• The next-steps outline one or more steps to take to give evidence that would strengthen the validity of the
pattern itself.

Some examples of design patterns written in this format are given in Box 1. Relative to most prior work on
design patterns, these have the novel quality of being machine generated, using a Large Language Model (LLM)
based agent.
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The paper will explore some of the implications of working with design patterns using LLMs — both for
regulating the behaviour of the agents, and organising hybrid (human+agent) interactions.

3 Methods
It is relatively simple to get contemporary chatbots to produce design patterns in the format we listed above.
Indeed, due to the way such agents work, if you want to try this, the steps are: (1) provide the pattern template as
a system prompt or custom instruction; (2) tell the agent not to use patterns by default, or it probably will use
them everywhere; (3) request patterns explicitly when you want them. (See Supplementary information, Box 2
for the constraint prompt.) This “do it yourself” approach echoes Hofstadter’s invitation in Gödel, Escher, Bach to
engage actively with formal systems.

However, being able to produce patterns following the template does not guarantee that the patterns will be
any good. Based on our reflections in previous papers on PLACARD and pattern workshops [??], we think there
are three core things that patterns need to do.

A. coordinate perspectives (through a process of testing and negotation).
B. support decision making (by relating conditions to possible actions and alternatives)
C. collect evidence for their own salience (through revision).
These features mentioned can be translated into a set of design requirements.
• Requirement 1: reflect on concrete outcomes associated with using a pattern (retrospectively).
• Requirement 2: express a range of possible futures linked with a pattern and reflect on potential outcomes
(prospectively); on this basis, decide whether the pattern is suitable for the current need.

• Requirement 3: revise patterns over time.
Figure 1 shows how we use patterns to address these requirements in the context of working with coding

agents such as (OpenAI’s Codex, Anthropic’s Claude Code, etc.).

AIF Engine

Generative
Model

(Patterns)

Action
Selection

(PSR)

Belief
Update
(PUR)

Pattern lib as priors Which pattern now? Did it work?

Fig. 1. Loop for regulating agents

We implement a pattern-competence workflow inside FuLab—our experimental workbench for “future lab”
explorations of pattern-guided agents.

The “fu” lexeme evokes both kung fu (功夫)—skill achieved through practice and discipline—as well as butoh-fu
(舞踏譜)—a qualia notation for the butoh dance form. fuclaude and fucodex are CLI wrappers for “off the shelf”
Claude and Codex agents.

The primary difference between fulab agents and their standard countarparts are that fulab agents log Pattern
Selection Records (PSRs) and Pattern Use Records (PURs) as append-only session events. A session trace stored in
EDN (Extensible Data Notation, a Clojure data format) records agent actions; PSRs and PURs are attached to that
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trace and anchored to concrete session events (e.g., turn completions or code edits). Each PSR captures a decision
id, candidates, the chosen pattern, evidence anchors, and a structured forecast; each PUR captures the instantiated
pattern, its standard fields, and anchors to where it was applied. A logic checker validates structure, candidate
integrity, anchor resolution (against the session trace), and optional claims. This yields machine-checkable records
of selection and use, without relying on model truthfulness. The key insight is that by requiring anchors to
concrete session events, we can verify that the agent actually did what it claims—the PSR/PUR structure creates
an audit trail that is grounded in observable actions rather than self-reported summaries.

We attach a minimal Active Inference (AIF) adapter—a lightweight component that connects the pattern
workflow to AIF-style bookkeeping—that emits summary metrics at decision and outcome boundaries. (The “AIF
Engine” in Figure 1 is the conceptual framework; the adapter is our concrete implementation.) In the current
system, AIF scoring is deterministic and heuristic (counts/lengths of candidates, anchors, and forecast items)
rather than a learned or calibrated model. The adapter produces :aif/summary events (for selection and update)
and optional :aif/tap events for raw instrumentation. AIF parameters can be tuned via an EDN config and
explained with a dry-run“AIF explain”command that prints the effective weights and a worked example. This
provides transparent, reproducible AIF-style bookkeeping while we mature the statistical semantics.

The workflow is driven through a CLI runner that streams Codex JSON, appends session events, and emits
PSR/PUR/AIF records at turn boundaries. Resuming a session appends to the same trace and can introduce
additional clock-ins; however, new PSR/PUR/AIF events are only generated when the model emits a new turn. At
present, anchor resolution is limited to the session’s event log; verification against external artifacts (e.g., code
diffs or tests) remains future work. The implementation is available at github.com/tothedarktowercame/futon3
for those interested in contributing.

Brief implementation details are given in Box 3 in the supplementary information.

4 Experiments
Details to follow, outline:

ID Assignee Summary Est

E01 fucodex Pattern-guided refactor of aif_bridge.clj 1h
E02 fucodex Implement one AIF pattern next-step 2h
E03 fuclaude Analyze E01/E02 sessions, extract vignette 1h
E04 fuclaude Validate PUR claims from E01/E02 30m
E05 fubar.el+Joe Live pattern-guided editing session 1h
E06 Joe Review vignettes, select best for paper 30m
E07 fuclaude Draft Section III-A (Interactional) from vignette 1h
E08 fucodex Generate session reports for all evidence sessions 30m
E09 Joe Final integration into main.tex 1h
E10 fuclaude Verify paper claims against evidence trail 30m

5 Teaching Patterns in the Agent Era
Teaching patterns in the agent era emphasizes practical literacy in recognizing, enacting, and reflecting on
patterned action. Instruction begins with recognition drills that train learners to notice when a pattern “fires”
and to name the triggering conditions. PAR studios then support guided reflection on intention, outcome, and
surprise, helping participants articulate what they expected to happen and what occurred. CLA is introduced by
reframing patterns as tools that help people make decisions, and by showing how pattern languages harmonize
layered decisions rather than prescribing linear sequences. Layering is taught early as a process of harmonizing
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possibilities rather than stratifying them. CLA remixes further develop this capacity by reframing a single pattern
across interactional, organizational, and environmental layers to surface tensions and trade-offs; this exercise
reveals CLA as the most brittle diagnostic frame, requiring clearer cross-layer mechanics. The brittleness arises
because CLA’s four layers (litany, system, worldview, myth) demand expertise to map correctly—participants
often conflate layers or struggle to articulate how a pattern operates differently at each level. Flexiformal
journaling provides practice in articulating context–if–then–because relationships, while evidence exercises
require participants to enact a pattern’s next steps, collect outcomes, and assess whether the stated rationale
holds. How design patterns are used to make decisions is left for future work as agent-based practice matures.

6 Discussion
• Limitations: simulation bias, lack of classroom pilots, narrative inference.
• Commitments: richer ”next steps” instrumentation and hybrid workshops.
• Ethical framing: keep simulated results speculative and collaborative.
• Pre-empt the skeptic: this work does not depend on AI agents, and patterns can also audit AI behavior.
• Scope warning: the paper proposes a method with sketches, not hard evidence of efficacy.
• Invite readers to explore the simulated-to-real transition responsibly.

6.1 Related Work
- TheAgentCompany

6.2 Simulated workshops
• Use ChatGPT as a research catalyst to explore computationally tractable pattern use.
• Treat simulations as design probes, not ground truth.

6.3 Case study: Virtual C-suite for a company
• Setup: CEO plus a ”virtual C-suite” (Deepseek, Claude, Gemini, ChatGPT) each holding a role.
• Point: design patterns for a new generation guide more than coding agents.
• Include the Agent Action Review (aAR) pattern verbatim (sans font) as used in the PVCS.
• Different answers from different agents can produce a too-many-cooks situation when they give different
answers and the human coordinator doesn’t have the domain expertise. Also, LLMs sometimes speak for
another model. Could we have a new pattern, “Only speak for yourself”. Another risk is to have fun chatting
but to not get things done. Old Twilight Zone (“The Brain Center at Whipples”): he fires all the computers,
then a robot is sitting at his desk swinging its pocket watch. Similarly, in a recent art exhibit, painter Ralph
Humphries “abstracts the palette of a summer alpine landscape into a series of drip paintings generated in
part by artificial intelligence, drawing upon and reinterpreting data sets of [his] existing artworks”—raising
questions about authorship and the human role in AI-mediated creation.

AGENT ACTION REVIEW (aAR)
Pseudo-Virtual C-Suite (PVCS)
Mr. Danoff’s Teaching Laboratory, LLC
Version 1.1 – [DATE]
TITLE: [Day # – Phase X, Activity Name]
DATE / PHASE: [Day # – Phase X] (Zero Point: [START DATE])
LEAD AGENTS: [Primary contributor(s)]
SUPPORTING AGENTS: [Collaborators/systems]
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1. INTENT: What was the collective aim/hypothesis? [Reference plan objective]
2. AGENT PERSPECTIVES: What did each agent prioritize/assume? [Constraints/data]
3. INTERACTIONS: Where did coordination/friction/synergy occur?
4. OUTCOME: Observable results – quantitative + qualitative. [Metrics/logs]
5. LEARNING: Proto-patterns/insights. What worked/failed/adapted?
6. NEXT STEPS: Actionable adjustments/data needs/follow-ups.
7. SIGN-OFFS: [ ] CEO [ ] COO [ ] CAO [ ] CIO [etc.]

6.4 Case study: Hardening a prompt-driven workshop simulator
• Use Agent Clock-In to anchor scope and intent for shared prompt edits.
• Apply Blast Radius Control (defining the scope of potential impact from a change, along with rollback
procedures and detection signals) to declare affected surfaces, rollback plan, and detectors.

• Capture edits and tests as Live Notebook Cell entries for traceability.
• Record a Trade-off decision to favor clarity over stylistic flourish, with reversal triggers.
• Use Changelog-as-Trail and Pattern Dependency Declaration while proof infra is incomplete.
• Close with Agent Clock-Out (including a brief “wrap” summary of what was accomplished and any open
questions) and require a Proof-Conformant Commit for the final change.

7 Conclusion
• More broadly, should waymos be all over the place? Bartender arms on cruise ships making the drinks?
Robots doing warehouse picking, or working in banks? The question extends to education: if AI students
take tests from AI teachers, and AI audience members pay for human musicians, what remains distinctively
human? If students take 15 weeks to learn PLACARD, can we accelerate this with agents? Still, we’ve
been there before with ATMs, paper dispensers replaced by stacks of papers, or toasters that can be reset
remotely.

• Bringing in the scientific method: what an agent says has to be reproducible, and the code has to work. As
Ibn al-Haytham wrote in the 11th century: “The seeker after the truth is not one who studies the writings
of the ancients and puts his trust in them, but rather the one who suspects his faith in them and questions
what he gathers from them, the one who submits to argument and demonstration.” This applies equally to
LLM outputs—we must verify, not trust.

• LLMs can help explore pattern-capable agents and pattern evolution.
• Simulations are useful but speculative; treat them as probes.
• Next steps combine patterns, LLMs, and real workflows.
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Abstract. We envisioned this focus group as more of a creative jam session than 
a traditional research activity.  Laughter mixed with curiosity as participants 
imagined AI not as a tool,  but as a bandmate offering melodies,  suggesting 
rhythms,  even  challenging  their  musical  instincts.   Through  spontaneous 
brainstorming and hands-on exercises, they explored how AI might co-create 
with artists, rather than simply assist them.  This playful experimentation echoed 
the spirit of the larger conference, which centered on pattern recognition and 
collaborative learning fields where structure meets improvisation, and insight 
emerges from interaction.  As AI is still scaling challenges, there are unknown 
unknowns that need to be addressed as soon as possible, for clearer positive 
communicative results.  We are really AI-themed, and not an AI product.  AI is 
frequently employed to grab attention, suggest innovation, or make something 
seem more advanced or futuristic than it may be.  Participants engaged in musical 
games to build connections and stimulate creative thinking, followed by playing 
the  Dixit  card  game to  spark  creative  discussion around music,  media,  and 
technological explorations.  The session concluded with a group reflection using 
the  Project  Action  Review  (PAR)  technique,  where  participants  reviewed 
personal  insights  and  identified  alternative  research  directions.   Outcomes 
included  the  documentation  of  group  reflections,  a  playful  investigation  of 
complex ideas, and the discovery of new connections among media, learning, and 
technology.  We conducted a pre- and post- short survey, an analysis of which is 
included in our results.
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Introduction 

Our EuroPLoP 2025 focus group session took a playful approach to the design and 
implementation of interactive intelligent systems.  We report here on what we learned 
from the workshop itself, and surrounding discussions.

Long  before  AI  became  today’s  buzzword,  people  were  exploring 
computational intelligence under the name “expert systems”.  In computer labs filled 
with glowing CRT monitors, we experimented with VP-Expert [1], a standout tool of 
the late 1980s and early 1990s.  It wasn’t flashy, but it gave us a hands-on way to model 
expertise and for many of us, it was our first real taste of machine reasoning.  According 
to  Sylvia  Friederich,  “An inference  engine  [...]  acts  as  the  ‘brain’  of  the  system, 
simulating human-like reasoning.” [9] 

In our 2025 EuroPLoP session, computers were used in a more incidental way: 
to bring co-facilitators from North and South America, and the UK, to our in-person 
breakout session in Germany.  These co-facilitators acted as both experts and as remote 
peers.  Together, we experimented with several simple rule-based systems, in which 
human workshop participants carried out the rules and reflected on the experience.  Our 
aim was for the session to serve as a creative prompt; as such, the learning continued  
after the session was over.  

Workshop activities

Mary Tedeschi introduced the session with a set of slides titled “Verve Sessions: Where 
AI Meets Music and Imagination.”  This was different from the original proposal name 
and flyer.  The term "verve" was intentionally chosen to convey a sense of vibrant 
energy, enthusiasm, and creative spirit qualities we believed were essential for fostering 
a dynamic and memorable experience.  Our introductory slides referred to “the vibrant 
spirit driving artistic and musical exploration”.  By invoking the idea of verve, we 
aimed to establish a tone of lively exploration and to distinguish our session as an 
engaging, imaginative space for discussing the intersection of AI, music, and learning. 
This framing helped set the stage for a focus group designed not only to inform but also 
to inspire.  The envisioned outcomes included participants having fun and attendees 
learning how to play both the music and card games.  The experience was designed to  
connect  to  musical  learning  theory,  emphasizing  how people  learn  through  play. 
Participants  engaged  in  card  games  that  further  illustrated  musical  ideas,  with 
opportunities to incorporate these games into music teaching.  Ideas generated during 
the event were documented and captured in real-time in several artifacts, including a 
Project Action Review.  The 5 participants were first-time PLoP attendees; they and the 
facilitators participated in all the activities, see Fig. 1.  At the workshop, attendees had 
several suggestions about next steps for follow-up. 
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Figure 1- Facilitators and participants in the room.

(1) Playful Engagement and Musical Exploration.  Cris led this part of our 
session remotely from Brazil, guiding the five participants and the other  facilitators.  
Her plan was to facilitate the group with guidance inspired by Música do Círculo [6], 
and  by  her  own  experience  as  a  music  educator,  in  active  methodologies  and 
consciousness expansion.  The aim was to help the group feel more connected and 
creative, while encouraging them not only to think about patterns, but also to experience 
them in their own bodies. 

The first step began with sounds such as a rhythmic pattern based on stepping-in-
place, and a simple melody circulated around the circle.  For example, participants 
would sing, “Lalalala, I’m Cris,” followed by “Lalalala, I’m Mary,” and so on, allowing 
everyone to remember each other’s names while internalizing a shared rhythm.  In the 
second step, an “arrow” gesture was introduced to call out specific individuals pointing 
to someone like Mary, who would then respond by saying her name.

The session then transitioned into a more playful and improvisational phase, 
initiated by a “wiggly arrow” gesture  . This gesture signaled a shift in tone, prompting 
participants to respond with imaginative and evolved vocal expressions such as the 
spirited “Bipity boo, Mary.”  In the next step, another gesture was introduced to pass  
these transformed sounds around the circle, allowing participants to build on each 
other's contributions.  Additional gestures were layered in, to help organize the sounds 
into distinct groupings, enhancing the sense of shared rhythm and creativity.
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Figure 2 - Online facilitation of an interactive musical exercise, with participants in the room

An additional component of the session, see Fig. 2,  featured a musical interlude led 
by Cris, who introduced a special song rooted in Indigenous Brazilian traditions [10]. 
Brazil is home to approximately 305 Indigenous tribes, with a total Indigenous 
population of around 900,000 people.  Cris demonstrated the song, and the group 
joined in seamlessly.  The melody was easy to follow, encouraging full participation.  
(A participant from Brazil particularly liked this part.)

The experience culminated in a guided meditation, during which participants 
closed their eyes and engaged in a moment of collective stillness.  In a short debrief, 
one of the facilitators in North America, Charlotte, remarked that it felt to her as 
though we were participating in a peaceful, synchronized movement that connected 
individuals across three continents, an evocative reminder of the power of music, 
gesture, and shared intention to transcend boundaries.  For several participants, this 
segment felt spiritual and emotionally resonant. 

We were not sure how many participants we would actually have, despite 
circulating a signup sheet in advance.  Depending on the number of participants in the 
room, the group would have worked in either a single circle or multiple circles to 
ensure everyone was actively involved.  It turned out we had a perfect number of 
people to use one circle for this workshop.

(2) Dixit Card Game.  We introduced the Dixit [8] card game, in terms of its 
rules and scoring (with a slide “1 Minute How to Play”), and then played the game 
together.  One participant knew the game previously.  Everyone else was new to the 
game.  Sridevi started the game as our first storyteller to give the participants an 
opportunity to understand the rules and learn how to play Dixit.  After distributing the 
first round of six cards for each participant, Sridevi demonstrated how to play by 
selecting a card from the set of six cards in her hand and came up with a phrase for 
the selected card.  She wrote the phrase on the flipchart so that all the participants 
knew what the phrase was.  The participants, see Fig, 3,  would then find a card from 
their set of six cards to match the phrase.  Writing on a flipchart was not part of the 
original Dixit card game description.  This step was used here to create active 
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participation for first time Dixit card players, noting also that participants were from 
different countries/states/places where English need not be their first language. 

During this phase, the remote co-facilitators played their own version of the 
game using the DixitWorld app[11].  Indeed, in our design of the in-person 
interactions, we drew some inspiration from this app.  In the app, if a player is not 
available in real time, a chatbot takes the role of a player and performs the steps of 
selecting a phrase, after analyzing the image on the card.

The steps of writing the phrase and keeping the scores on the flipchart 
mirrored what we experienced with the app.  We used paper disks on the floor to vote 
(in-person players would do this by pointing or by using tokens).  In the workshop, 
we played a shortened version of the game (to 15 points rather than 30).

Figure 3 - Online facilitation of an interactive musical exercise, with participants in the room

After completion of the game, we had a discussion of Dixit in connection with AI 
research, and the future of music and AI (slide: “Dixit as a Window into AI 
Research”), with a design pattern orientation.  One possible relationship between 
Dixit and design patterns is that they both celebrate productive ambiguity not 
too specific and not too vague.  Indeed, images are always amenable to 
interpretation; in a social context discussing images, we have to incorporate 
others’ perspectives.
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(3) Project Action Review.  In the final session, we came together as one big 
group and had a discussion, see Fig. 4, looking for patterns across the two previous 
phases: music, games, and our discussion of the future of music with AI . Finally, we 
wrote up the findings, using the five questions of the Project Action Review [3]:

1. Review the intention: what do we expect to learn or make together?
2. Establish what is happening: what and how are we learning?
3. What are some different perspectives on what’s happening?
4. What did we learn or change?
5. What else should we change going forward?

Figure 4: The PAR was led by Joe and Charlie remotely

In the PAR[4], [5], it was mentioned that Dixit is a model.  Dixit models the challenge 
of giving a clue that is specific enough for some to guess, but vague enough to avoid 
being obvious to everyone.  Other feedback came through in the PAR discussion, both 
about participants’ experience of the session, including some “friction” that they 
experienced relative to the difference between their imagined idea of what the 
workshop would be about and what actually happened.  This allowed us to reflect on 
the inevitability of interface friction in general.  Participants also came up with the 
creative suggestion to use AI to generate songs based on the workshop.  We 
implemented this subsequently by taking the Dixit clues and including some 
descriptive context about the EuroPLoP session as a prompt.  We chose to use house 
and pop-jazz and the style to create new songs.  For example, the first two lines:

Movie in the night I see, 
Sleepy fish floatin’ free 

We had previously encountered Suno in PLoP 2024, in the Imagination Run Wild 
session, “Deliver Your Patterns Through Song: A Hands-On Workshop on Creating 
Original Pattern Songs With Generative AI”.
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Analysis / Survey Results

We gave the 5 participants a 5-question pre- and post-survey, with identical questions. 
They all answered everything.  The survey, like other aspects of this workshop, was 
informative, rather than systematic.  Our EuroPLoP 2025 focus group successfully 
achieved the hypothesised result of increasing participants' likelihood to use AI for 
patterns research.  The 60% improvement in AI-patterns application intent and 40% 
improvement in general AI research adoption demonstrate a positive effectiveness of 
the session overall.  Future sessions should maintain this application focus while 
strengthening foundational knowledge components.

Figure 5 - Showing pre/post results from the surveys. The Likert scales for the level of 
knowledge questions were “1-No Knowledge” to “5-Expert” and the scale for the other 
questions were “1-Not at all” to “5-Extremely”.

In the Fig. 5 above, three surveyed questions increased slightly and one decreased 
slightly in the post test.  It’s possible that as individuals learn more about the 
intricacies of AI, they become more aware of the limits of their own knowledge.

Conclusion and Future Work  

Was this effective?

Yes and no.  While there were some positive outcomes, some technical aspects of the 
remote delivery of the music portion were challenging; participants asked why this 
portion was done remotely.  We’d want to think more about this in the future: do we use 
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an external expert (with some interface friction) or do we train someone with less 
expertise for local delivery?

Should facilitators be remote for the next workshop (e.g., Imagination Run Wild at 
PLoP 2025)?

This remains an open question.  Given the students’ response to remote instruction—
particularly in the music segment, it may be more effective to prioritize having all 
facilitators on-site.

What are we saying about AI?  What are we proving? 

We administered the same five questions to participants before and after the session. 
Pre-survey  responses  showed  that  most  participants  already  had  a  baseline  of 
knowledge of 3 (“Comfortable”) on average.  The post-survey revealed modest gains, 
but many responses remained unchanged.  This suggests that while some learning took 
place, the intervention did not lead to significant shifts in understanding (which makes 
sense because we had not primarily intended to have the workshop be didactic in 
nature).  During the session, students suggested turning the Dixit clues into a song, an 
imaginative  idea  we had not  anticipated.   Broadly,  the  evidence  is  that  the  main 
outcome is that attendees increased their confidence in thinking and talking about AI.  
Fostering this kind of creative element would require intentional planning in future 
iterations.

What about the card games?

Should we reconsider  the  choice  of  card  game?  Would offering multiple  games 
simultaneously  enhance  engagement?   These  remain  open  possibilities.   We  are 
interested in experimenting with Cassie Lee’s (MIT) Analogia [2], [3], and this is 
planned for a future session.  Games and play offer unique spaces for collaboration, 
collective creativity, and nuanced identity expression.  In a world increasingly polarized 
by social media, we explored how intentionally designed games can encourage healthy 
and constructive dialogue.
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English Abstract

It is often a challenge for English as a Foreign Language (EFL)
students to read authentic texts written by native English writers
for native readers. One way to introduce this literature in a more
accessible way is via manga or comic books. Students can use the
visual cues from the drawings to decode the written words on the
page. This paper introduces the new pattern: “Teach English as a
Foreign Language reading with Comic Books and Manga” for EFL teachers
(TEFL), provides examples, outlines challenges, and connects with pre
existing patterns.

Japanese Abstract (日本語)

英語を外国語として学ぶ生徒にとって、英語ネイティブの作家が英語ネイティブ読者向
けに書いた文学作品を読むことは、しばしば挑戦である。この課題を解決し、文学への
アクセスを容易にする一つの方法は、マンガやコミックブックを用いることである。生
徒は、ページに書かれた言葉を解読するために、ドローイングによる視覚的な手がかり
を利用できる。この論文では、英語教師のためのパターンを紹介し、いくつかの例を提
示するとともに、現状の課題を概説して、この新しいパターンを既存のパターンと結び
つける。
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Introduction

Sometimes, learning how to read English is challenging for students.
Naturally, it can be especially difficult for non-native speakers of
the language studying English as a Foreign Language, or EFL. A group
of students may start with illustrations aiding comprehension in
English books around kindergarten. Others begin reading in elementary
or junior high where they may meet EFL textbooks featuring graded
language for reading practice that have translations of words nearby
on the same page. Depending on the level goals of the student,
staying with less difficult texts may be fine. Later as a student
moves up the CEFR1 levels, perhaps they want to use English for work
as an adult? It will help to improve reading. Learning to handle
these more complex works may help them succeed on exams like the
TOEFL®2.

They may want to read a poem by Eve Ewing, novel by David Foster
Wallace, play by Lorraine Hansberry, and sportswriting by Mina Kimes.
Getting mostly just text on the page may be intimidating for them,
despite their interest in the material. One hack to encourage
students to read more is to make it more by by giving them comic
books, a “bound collection of comic strips, usually in chronological
sequence, typically telling a single story or a series of different
stories” (Encyclopedia Britannica).

Teachers may also provide them with manga, “comics or graphic novels
originating from Japan … conform to a style developed in Japan in the
late 19th century, and the form has a long history in earlier
Japanese art.” (Wikipedia). For the purposes of this pattern, we will
use comic books when referring to narrative art (narrative art
featuring words and pictures) from the United States of America and
the United Kingdom, including graphic novels. We will use manga to
refer to narrative art from Japan and Korea that has been translate
into English, including Tankōbon. This is a hack because the students
may have so much fun reading the story, they do not realize they are
improving their English test scores.

Teachers can give students either short comic strips or longer
stories. The art on the page will give context clues for students to
learn the meaning behind the words they see. As they realize they can
understand more of the words, students' confidence can grow. Over
time with repeated practice, they very well may be able to read other
works written for native English audiences

Using comic books and/or manga to teach EFL (TEFL) is a new pattern.
Patterns are often expressed as a solution to a problem in context,
although they are not always that simple as Gabriel (n.d.) points

2 Test of English as a Foreign Language (TOEFL)
1 Common European Framework of Reference for Languages: Learning, Teaching, Assessment (CEFR)
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out. This paper introduces a pattern working towards this goal he
described:

“The goal of the pattern community is to build a body of
literature to support design and development in general. There is
less focus on technology than on a culture to document and
support sound design and principles. Patterns have been used for
domains as diverse as development organization and process,
exposition and teaching, and software architecture.”

Describing the Pattern
We will draw on the Context, Problem Solution format to describe our
new Pedagogical Pattern which is a type that tries:

“to capture expert knowledge of the practice of teaching and
learning. The intent is to capture the essence of the practice in
a compact form that can be easily communicated to those who need
the knowledge.”
(EduPLoP, n.d.)

Name
Teach English as a Foreign Language reading with Comic Books and
Manga

Intent
Help EFL students learn reading skills faster by adding in comic
books as part of curriculum to complement existing literature and
textbooks. Getting this experience with literature written for native
speakers may help them later read and comprehend more complex works.

Context
Reading authentic texts such novels, journalism, plays, and rap
lyrics can be hard for EFL students because there may be unfamiliar
vocabulary terms. To be precise, this pattern is focused on teaching
adult English-language learners (ELLs) who want to read at a high
level of comprehension.

Problem
These unfamiliar words may discourage students from trying,
especially stories that use slang, because they normally get
accessible texts via EFL textbooks for reading homework.
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